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1 Computers, computing and parallel computing

1.1 Some basic terminology related to this text

1.1.1 Tools used to compute (process data, perform computations)

• Computer is a device able to perform (process) automatically sequences of arithmetic
or logical instructions. Sometimes we will refer to performing the instructions by a
general term data processing). The automatic processing is controlled by a program
or a code.

• Modern computers consists of one or more of data/program/code processing units
called also processors. If only one processor is available, it is traditionally called CPU
(central processing unit).

• Chip denotes the physical unit on which one or more processors reside.

• Processors are sometimes structured having one or more processing units called cores
that can be more or less independent, depending of the particular computer architecture.
Here architecture means a detailed internal specification of the considered computer
system.

• Clock or clock generator is a type of signal that oscillated between the low and high
state used to coordinate actions of processors and digital circuits, in general.

• Clock rate / frequency is the frequency on which the computer clock is running. It
can be also characterized by the cycle time that denotes the time difference between
two subsequent beats of the clock. The clock rate is a very unreliable measure of
performance of processors.

• Data and programs are stored in computed memory that is further structured.

1.1.2 Splitting the process of computation into smaller parts

Process of computation is typically decomposed into a set of smaller items called tasks,
subtasks, instructions. Instructions are usually the most simple instances of them. But
even these are sometimes split into stages. Approximate size of tasks of a code/sequence of
tasks is called the granularity. We distinguish among large grain, medium grain or small
grain size of tasks. The tasks are assigned to computational units as processes or threads.
The latter type of tasks typically denotes a set of programmed instructions such that they can
be independently managed for processing by a scheduler. In general, the mapping between
the processes/threads and the computational environment is called scheduling. In order to
achieve a correct data flow, the processes need to be synchronized.

1.1.3 Communication

Any computation process needs to communicate. The communication can be internal
or external. A particular external communication is I/O (input/output. A particular
internal communication is the communication between the processing tools and memory.
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Communication is based on an embedded communication network (links) covering technical
tools (hardware) and programs (software). The two most important characteristics of the
communication are latency and bandwidth.

• Bandwidth of a connecting link or connecting links is a rate at which a link can trans-
mit data. it can be measured, for example, in bits per second. Bisection bandwidth
(capacity across the narrowest bisector) can be considered as a measure of connection
quality.

• Latency describes a delay (amount of time) from input to the desired outcome/output.
There are more different types of latencies corresponding to different connecting links
(processor-memory, network, internet, router, storage etc.) and we will mention some
of them separately.

1.1.4 Measuring computational performance

Purely data processing operations can be measured by flop (number of floating-point opera-
tions), flops (number of floating point operations per second; also plural of flop) Considering
a larger system, e.g., more cores, processors, the whole computer, all the parameters re-
lated to communication and computation apply to different parts of the computing
architectures and may play a critical role in determining system performance All impor-
tant parameters should be involved in timing models of computer architectures including,
for example, bandwidths and latencies. In the following text, our models are often extremely
simplified.

1.1.5 What is parallel computing and parallel computer

Traditional serial or sequential computation is based on data processing on a single machine
(computer/chip etc.) using either a single Central Processing Unit (CPU) or a single com-
putational element. Therefore, all tasks are performed one after another in time. Nowadays,
most of the contemporary computations do not fall into this category.

Parallel computing refers to the ability of concurrent (simultaneous) computation/
data processing on more computational units. These units can be represented by more
CPUs but also other centralized or detached computational resources can perform the com-
putational tasks simultaneously. An important specific implication is that parallel computing
implies the need to take special care about the communication among the computational
units. More complicated portfolio of the computational tools that work concurrently imply
a need of more complicated communication patterns among the processes.

Parallel computer can be vaguely described as a set of processing, cooperating and
communicating elements that can solve large problems Potential parallelism is a property
of an application and of an algorithm to solve the computational problems of considered
applications.

1.2 Why parallel processing is of an interest in general?

Consider the following questions related to the use of parallel computations.

1.2.1 Question 1: Why single processors are not enough?

Very similar questions are: Why the performance of single processors is not sufficient for all
purposes? Do we need ever increasing performance? For what type of computations? Let us
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have a look at the increase in the computational power that is traditionally characterized
technologically. Namely, by the number of transistors on a computer chip.

• 1971: chip 4004 : 2.3k transistors

• 1978: chip 8086 : 31k transistors (2 micron technology)

• 1982: chip 80286: 110k transistors (HMOS technology)

• 1985: chip 80386: 280k transistors (0.8 micron CMOS)

• 1989: chip 80486: 1.2M transistors

• 1993: Pentium: 3.1M transistors (0.8 micron biCMOS)

• 1995: Pentium Pro: 5.5M (0.6 micron)

• 1997: Pentium II: 7.5M transistors

• 1999: Pentium III: 24M transistors

• 2000: Pentium 4: 42M transistors

• 2002: Itanium: 220M transistors

• 2003: Itanium 2: 410M transistors

Performance improvement of single processors has been since 2002 only 20% per year,
while it has been approximately 50% per year between 1986 and 2002. This performance
improvement has been strongly correlated to the number of transistors in the earlier chips
as those mentioned given above as well as to the clock frequency. For a long time it have
seemed that a single powerful processing unit is sufficient. Since 2003 it has been clear that
there are difficulties to increase transistor density on a single computational unit on a
chip. Consequently, single processor processing power has increased since this time only
negligeably. Also, since 2003 the clock frequency increase has started to stagnate. The pro-
cessors around 2003 as AMD 64 Athlon X2 and the Intel Core Duo changed significantly the
computational standards by putting more “independent” computational units (cores)
on one chip and this trend goes on. Explanations of these facts can be technologically
oriented below.

1.2.1.1 Answer: sequential processing has inherent physical limitations What
are these physical limitations?

1.2.1.1.1 Finite signal speed Consider the cycle time (time per computer clock
tick) and the clock rate (frequency of clock ticks). Then, e.g., the frequency

100 MHz corresponds to 10 ns (1.2.11)

The frequency of 2 GHz then correspond to 0.5 ns. But the finite signal speed, that
is the speed of light equal to 3.108 ms−1, implies the following

• With the cycle time 1 ns (frequency 1 GHz) signal can pass at most cca 30 cm per
the cycle time.
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• With the cycle time 1 ps (frequency 1 Tflops) signal can reach at most the radius <
c/rate ≈ 0.3 mm

• An example of wiring in computers shows that this can be critical: rather early and
very mildly parallel computer Cray 2 (1981) had about 10 km of interconnecting
wires ([?]). Note that the “small” physical size of the processors does not decrease
the role of insufficient signal speed in practice at high frequencies.

• Historical demonstration of increased clock rates:

– 1941: Z3 (Konrad Zuse) 5 - 10 Hz

– 1958: First integrated circuit: flip-flow with two transistors (built by Jack Kilby,
Texas Instruments)

– 1969: CDC 7600: 36.4 MHz (27.5 ns cycle time) (considered as the fastest com-
puter until 1975)

– 1976: Cray-1: 80 MHz (12.5 ns cycle time) (but throughput faster more than 4
times than for CDC 7600)

– 1981: IBM PC: 4.77 MHz

– 2011: AMD FX-8150 (Bulldozer) chips: cca 8.81 GHz (cca 0.12 ns)

1.2.1.1.2 Limits in memory density If everything is as small and compact as pos-
sible, another problem is related to technological limits of density of information stored
on chip. Consider 1 TB of memory. This means that on a chip of circular shape and area of
πr2, where r = 0.3 mm (from above). This circular area should have a space approximately
3.5 Ångström2 ≡ 3.5× 0.01 nm2 for one bit of information. And remind that

• A typical protein is about 5 nm in diameter,

• a molecule of glucose is just about 0.1 nm in diameter [?].

Consequently, we are close to absolute limits of density of stored information.

1.2.1.1.3 Technology and lithography limits There are production limits aris-
ing from the possibilities of the electron-beam lithography. Early lithography resolution has
been for Intel 4004 chips 10 µm. Later Intel processors like Xeon Phi have been produced
using 22nm lithography resolution. Further examples are SPARC M7 (20 nm), contempo-
rary GPUs (28nm). IBM announced in 2017 achieving 5 nm, experimentally even better
resolutions achieved. Most of the new chips around 2019 use 7 nm lithography resolution.
Corresponding lithography technology has been subsequently called SSI (1964), MSI (1968),
LSI (1971), VLSI (1980), ULSI, WSI, SoC, 3D-IC etc. But the pace of advancements
slows down. In any case, size of atoms and quantum effects as quantum tunelling
seem to ultimately limit progress in this area.

1.2.1.1.4 Power and heat dissipation A very important limit is connected to the
limits of heat dissipation. Since the transistor speed increases, this also means that the
corresponding power increases. Power (heat dissipation) density has been growing ex-
ponentially because of increasing clock frequency and doubling of transistor count by the
Moore’s law (see later). Consequently, processors with a clock rate significantly beyond
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the approximately 3.3 GHz are difficult and costly to be cooled with contemporary cooling
techniques.
Some early predictions:

• Prediction: if scaling continues at present pace, by 2005, high speed processors would
have power density of nuclear reactor, by 2010, a rocket nozzle, and by 2015, surface of
sun. (Patrick Gelsinger, 2001)

There are clear consequences of this technological development to get faster computational
units. First, cooling is needed. Second, hot integrated circuits become unreliable.

• Dennard (MOSFET) scaling: - scaling law roughly stating that chip power require-
ments are proportional to area of the chip (R. Dennard, 1974)

Since cca 2005 this rule seems to be not valid anymore. And this is a strong motivation for
development of multicore processors. But even this “change of concept” does not compensate
the gains with respect to Dennard scaling. We start to get a Dark silicon – part of circuitry
of an integrated circuit that cannot be powered at the nominal operating voltage given a
thermal dissipation constraint. In the other words, while transistor dimensions continue
scaling, power limitations decrease usable fraction of the chip. For the 8 nm lithography
there are estimates that the amount of Dark silicon will be more than 50% (Esmaeilzadeh et
al., 2011)

1.2.2 Question 2: Is it technologically possible to build the new and still more
powerful parallel computational systems?

There are some theoretically formulated optimistic predictions from early stages of com-
puter development that the progress might go forever forward with the current speed. In the
sixties it

• might seem that processor technologies are getting better steadily and very fast,

• might seem that computers based on these technologies are getting much faster.

1.2.2.1 Moore’s law The power of processors expressed via number of transistors on
(chips / microprocessors / integrated circuits) is expressed via an empirical observation
and prediction called Moore’s law:

Observation 1.1 Moore’s law: The number of transistors per square inch on integrated
circuits doubles approximately from one to two years since the integrated circuit was invented
(1965, Gordon E. Moore, co-founder of Intel [?]; recalibrated to two years in 1975)

Note 1.2 The law is sometimes restated that chip performance doubles every 18 months
(David House, Intel executive, 1975) which combines the effect of more transistors on chip
and having the transistors faster

Let us sketch development of some contemporary processing units that demonstrate that
this increase of transistor density is achievable by systems from more producers.

• 2005: Pentium D:230M+ transistors
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• 2007: AMD K2 quad core - 2M L3: 463M transistors

• 2007: IBM POWER6: 789M transistors

• 2008: Intel Core i7 quad: 731M transistors

• 2008: AMD K10 quad core - 6M L3: 758M transistors

• 2009: AMD Six core Opteron 2400: 904M transistors

• 2010: Intel Six-Core Core i7 (Gulftown): 1170M transistors

• 2011: Six-Core Core i7/8-Core Xeon E5 (Sandy Bridge-E/EP): 2270M transistors

• 2012: IBM Six-core zEC12: 2750M transistors

• 2012: Intel 8-Core Itanium Poulson: 3100M transistors

• 2013: Microsoft/AMD Xbox One Main SoC: 5000M transistors

• 2015: Sparc M7 (64-bit, SIMD, caches), Oracle, 10G transistors

• 2017: Centriq 2400 (64/32-bit, SIMD, caches), Qualcomm, 18G transistors

• 2019: AWS Graviton2 (64-bit, 64-core ARM-based, SIMD, caches), Amazon, 30G tran-
sistors

It can be concluded that the Moore’s law can be followed even when since around
2003, many processors are explicitly parallel, e.g., having more computational cores. For
example, Sparc M7 has 32 cores. And this is far beyond the uniprocessor” status. Also
note that not all of the recent processors increase the amount of transistors. Some of them
target the power by architecture improvements.

Some other computational tools are developing fast as well.

• Graphic cards (originally for processing graphic information)

– 1997: Nvidia NV3: 3.5M transistors

– 1999: AMD Rage 128: 8M transistors

– 2000: Nvidia NV11: 20M transistors

– 2000: Nvidia NV20: 57M transistors

– 2001: AMD R200: 60M transistors

– 2002: AMD R300: 107M transistors

– 2004: Nvidia NV40: 222M transistors

– etc.

– 2012: Nvidia GK110 Kepler: 7080M transistors

– 2013: AMD RV1090 or RV1170 Hawai: 6300M transistors

– 2015: Nvidia GM200 Maxwell: 8100M transistors

– 2018: TU106 Turing, Nvidia, 10.8G transistors

– 2019: Navi10, AMD, 10.3G transistors
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• FPGA (field-programmable gate array) up to 20G transistors in 2014

Despite the enormous technological progress there are more predictions that the Moore’s
law will cease to be valid around the year 2025 [?].

1.2.2.2 The technological point of view is even more positive Using more process-
ing units can actually result in high gains. It comes with some economy of scaling. Using
more processing units (processors, cores) can overcome the problems summarized above, can
be efficient for problem solving and can be rather cost efficient.

Observation 1.3 Grosch’s law: To do a calculation 10 times as cheaply you must do it 100
times as fast (H. Grosch, 1965; H.A. Grosch. High speed arithmetic: The digital computer
as a research tool. J. Opt. Soc. Amer. 43 (1953); H.A. Grosch. Grosch’s law revisited.
Computerworld 8 (1975), p.24). Another formulation: The power of computer systems
increases as the square of their cost.

Consequently, computers should obey the square law:

Observation 1.4 When the price doubles, you should get at least four times as much speed
(similar observation by Seymour Cray, 1963).

Of course, the computers constantly change due to modern integrated circuit technology,
continuing miniaturization as well as due to the architecture miniaturization. Therefore
development of modern parallel computer architectures stay a matter for a discussion. But
there is another hypothesis similar to the Moore’s law that takes into account contemporary
development of computer architectures.

Corollary 1.5 Number of cores will double every 18 months (A. Agrawal, MIT, 2009)

1.2.3 Question 3: Are the parallel systems really needed?

And if they are needed, why we discuss them as a new phenomenon? First, a reason is that
there are still enormous computational challenges.

1.2.3.1 Computational challenges For some computational challenges faced nowa-
days the sequential processing is not enough.

1.2.3.1.1 Examples of challenging application fields

• Computation of climate models (systems of differential equations simulating interac-
tions of main sources of changes of climate (atmosphere, oceans, ice, land surface): far
more accurate models needed; global 3D models needed

• Computation of re-entry corridor to get back to the terrestrial atmosphere: supersonic
flow, Boltzmann equations

• Protein folding: misfolded proteins may be involved in disease like Parkinson and
Alzheimer

• Energy research: combustion, solar cells, batteries, wind turbines ⇒ large ODE
systems
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• Study of deformations like crash-tests imply the need to solve large systems of non-
linear equations

• Computation of turbulent flows imply the need to solve large systems of PDEs in
three dimensions.

• Big data analysis: LHC, medical imaging etc.

• Summarizing partially: curse of dimensionality: 3D space and time eats up the
increase in power of today’s computers

Note that this is just a very incomplete list of challenging problems that implies that large
accelerations of computations are still needed. These accelerations may be provided only
by contemporary, that is, parallel processing.

1.3 Parallel processing and us - parallel programming

Having computational tools that have smoothly changed to parallel ones we should ask
what are the implications of this progress. In particular,

• Why we cannot write have that automatically parallelize since we should prefer
high-quality software technologies to convert the programs.

• Why this is of interest for mathematicians?

An answer to both these questions as we sketch it below directly leads to the notion of
parallel programming (coding).

• There is a very limited success in converting programs in serial languages like C
and C++ into parallel programs

– For example, multiplication of two square matrices can be viewed as a sequence of
linear combinations or a sequence of dot products. Sometimes is better the
first, sometimes the second.

– Dot products may be very time consuming on some particular parallel com-
puter architectures

– In processing sparse data structures efficiently automatic techniques cannot be
often used at all

– Codes have to be often tightly coupled with particular applications in mind

• Parallelization may not be obtained by parallelizing individual steps. Instead,
new algorithms should be devised.

– This is a strictly mathematical step and it is very difficult to automatize.

• Often very different techniques needed for moderate number of cores on one
side and large number of cores on the other side.

– Parallelism can be very different, as task-driven or even data-driven as we will
see later.

• Automatizing processes may help, but often not sufficiently enough. Still new hard-
ware/software concepts being developed.
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2 Parallel computer architectures: hardware and classifica-
tion

2.1 Levels of parallelism - historical examples - a very brief sketch

It has been recognized even long time ago that

• Parallelism saves power (electricity+power+cooling → less than 50 percent of oper-
ating costs (apc.com, 2003)),

• improves chip yield,

• and simplifies verification.

But the changes of the sequential model were introduced step by step First changes in-
troduced even not in order to make the CPU faster, but more reliable. Nowadays: more
motivations. More transistors on chip enables support of additional tools contributing to
performance.

1. running jobs in parallel for reliability

IBM AN/FSQ-31 (1958) – some of them were purely duplex machine

(time for operations 2.5µ s – 63.5 µ s; history of the word byte)

2. running parts of jobs on independent specialized units

UNIVAC LARC (1960) – first I/O processor, world most powerful computer 1960-1961;
interleaved access to memory banks

3. running different jobs in parallel for speed

Burroughs D-825 (1962) – more modules, job scheduler; multiple computer systems

4. running parts of programs in parallel

Bendix G-21 (1963), CDC 6600 (1964) – nonsymmetric multiprocessor; silicon-based
transistors; first RISC; predecessor of I/O multithreading, 10 parallel functional units

5. development of multitasking with fast switching: threads: ’light-weight’ tasks
sharing most of resources, typically inside a process, managed by the operating system
scheduler.

6. running matrix-intensive stuff separately

development of complex IBM 704x/709x (1963); facilities STAR 100, ASC TI (1965);
20MFLOPs ALU

7. parallelizing instructions
IBM 709 (1957), IBM 7094 (1963)

• data synchronizer unitsDSU→ channels – enable simultaneously read/write/compute

• overlap computational instructions / loads and stores

• IBR (instruction backup registers)

• instruction pipeline by splitting instructions in segments (will be explained
later)
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8. parallelizing arithmetics: less clocks per instruction

• Static scheduling VLIW that can describe a rather complex instructions and data.

– for the first time in Multiflow Trace (1984)

– Then in IA64 architecture (Intel)

– rather sophisticated software optimization, simpler decoding and instruction
scheduling

– difficult to predict dynamic events like missing data in local memories that
are directly used by computational units.

• Superscalar in RISC (CDC6000)

• Superscalar: operations scheduled at run-time

Check dependencies Schedule operations

9. bit-level parallelism

Going more towards synchronization of smaller and smaller tasks naturally empties
into the bit-level parallelism with a discussion of the units used by computers and
memory for computations called words. The word size has subsequently changed from
4 bits (1980’s) up to contemporary 64 bits. Then the development slowed down
since this word size seems to be fine for getting sufficient accuracy in floating-point
computations as well as address a sufficiently large address space (264) bits. Hand in
hand with the processing units the other parts of computers had to be adjusted.

2.2 Processing features in contemporary parallel computations

2.2.1 FPU and ALU work in parallel

One of the historically developed features that strongly influence computations is that the
floating-point units (FPU) and arithmetic-logical units do work in parallel (whatever FPU
and ALU on today’s computers means) and both types of the processing are efficient enough.
Note that mixing both computation types (floating-point on one side and index/integer eval-
uations on the other side is very natural in scientific computations. It was not always
like that. For example, Cray-1 (1976) had ALU rather weak. Strengthening ALU and
simplifying processors pushed in 1980’s development of successful RISC workstations.
Their development came with other and even more important improvements like elimination
of the microprogram unit from processors and widespreading of pipelines.

2.2.2 Pipeline for instructions

The idea of pipelining instructions that implements a form of parallelism within a sin-
gle processor has proved to be very successful. This idea is based on partitioning of the
instruction into several items (segments) called a pipeline.
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Then more instructions can be processed concurrently processing different segments of
different instructions in parallel. To avoid waiting times in this processing, execution of
the different pipeline segments should take about the same amount of time that is in some
relation to the cycle time of the processor. Pipelining typically denotes just overlapping of a
linear stream of instructions and not a more general case that we will mention later.

Standardized RISC instruction pipeline can be casted as follows

• Instruction fetch (fetches the instruction from memory)

• Instruction decode and register fetch (decode the fetched instruction)

• Fetch operands

• Execute operations

• Register write back.

The schemes can be even more complicated and they typically differ from one computer
to another. First use of pipelining is connected to the ILLIAC II (1962) project and the IBM
Stretch project, see also IBM 7094 (1969) with its IBR (instruction backup registers) able to
store instructions in fast memory. A simple version of pipelining has been considered much
earlier, in the Z1 (1938) and the Z3 (1941) computers by Konrad Zuse.

Contemporary processors can have from a few up to small tens of stages (superpipelined
processors). The pipelined processors are sometimes called having instruction level par-
allelism (ILP). Typical numbers of pipeline stages lie between 2 and 26 stages. Processors
which use pipelining to execute instructions are called ILP processors (instruction level par-
allelism).

Compiler task is to prepare instructions such that they can be efficiently pipelined.
Pipeline delay due to waiting for data is called that the pipeline stalls.

2.2.3 Pipeline for data

Another way to straightforward parallelization leads to pipeline operations itself. Instead of
segmenting instructions we can partition operations since they are typically composed from
more simple suboperations. Consider an example of adding two floating-point numbers.
This operation can be partitioned as follows.

• check exponents

• possibly swap operands

• possibly shift one of mantissas by the number of bits determined by differences in
exponents

• compute the new mantissa

• normalize the result

1 2 3 4 5

Pipelining operations we get to the concept of program vectorization since applying
data pipeline to vectors is the way to minimize the effect of data pipeline stalls. The first
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widespread processor with a strong support of vector operations, called the vector processor
has been CDC 7600 (1969). Efficiency of the concept of vectorization strongly depends on
fast availability of processed data. Nevertheless, well-done pipeline for data as well as a
good concept of memory hierarchy have enabled processing even directly from the slow main
memory (CDC Cyber 205 (1981)).

2.2.4 Overlapping operations

Generalization of the concept of instruction pipelining is a concept of overlap of operations.
Processors may have tools to find possible dependencies among different evaluations and
overlap instructions even when they possibly have different number of stages with differ-
ing amounts of time to perform the operations. There are two specific cases of scheduling
to overlap instructions.

• General superscalar processors are designed to schedule instructions at runtime, typ-
ically without a compiler support. That means that the scheduling of instructions is
dynamic.

• In contrast to this, the VLIW processors mentioned above schedule the instructions
by the compiler preprocessing at compile time.

Both these principles can be used together with data pipelines in vector computers.

2.2.5 Multiple functional units

Many processors are processors with multiple computational units. Not only those FPU
and ALU units, but also I/O units, branch units. They can be used to perform different
specialized operations, or the same operations. They seem to appear massively for the first
time in the computer CDC 6600 (1964) with 10 independent computational units. Of course,
the number of identical functional units that can be used is limited. See the case of Japanese
supercomputers from 1970’s with many identical computational units. Modern superscalar
processors represent typical contemporary processors with multiple functional units stored
on a chip.

2.2.6 Processor arrays

Interconnecting more processors having the same or similar functionalities is called forming
processor arrays. An example is ILLIAC IV (1972) with 64 elementary processors. Further
development lead via many important computational tools to the concept of graphic cards
used to computations.

2.2.7 Multicore and manycore processing

Degree of parallelism that can be obtained via pipelining, overlapping or multiplying the
number of functional units is limited. Power of these techniques also goes hand in hand
with the memory available for the functional units. But, as we know, the processors that
obey the Moore’s law are nowadays all parallel, They are composed from separate processors
called cores. The resulting chips are called multicore processors with tens of cores. Manycore
processors with hundreds of cores are further step in this development.

Simultaneous multithreading (SMT) (hyperthreading) is a specific idea to use more
threads and schedule executable instructions from different threads and that can be even from
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different processes in the same cycle. The idea follows the whole development of other ways
of multithreading. SMT can be considered as an efficient thread analogy of superscalar
processing. Hardware support of this technique enables to consider a chip with more cores
as a bundle of logical processors. Examples of processors that support simultaneous multi-
threading are, for example, the Intel Core i3, i5, and i7 processors (two logical processors
- control units), the IBM Power7 processors (four logical processors) etc.

2.3 Summarizing the history in a few slogans

Summarizing the historical development mainstream we can roughly claim that

• Seventies of the 20th century were characterized by data pipelining and vector
computations in general,

• eighties can be considered as a revival of computer architectures with reduced in-
struction sets and strong integer arithmetic,

• nineties started with practical use of multiprocessors and several very successful
massive parallel systems and

• later we saw a widespread use of hybrid and massively parallel computational tools.

2.4 Computer memory issues

In this section we will mention a few general memory-related items that need to be taken
into account when developing algorithms, in particular in parallel computing environment.

2.4.1 Memory hierarchy: general view

The concept of memory hierarchy is based on a stratification of different types of memories
into their layers that differ by their speed, respond time (memory latency), capacity
and cost and serve together as one system. Different parts of computers may have different
demands. For example, in order to deal with individual instructions, very fast memory
with low latency is needed. This memory type is called register. Registers have typically
a very small capacity and they are very expensive. This memory should communicate with
other levels as we give below ordered ascendingly by their typical size. Their speed (to read/to
write/to recover after an operation) typically decreases in this order

• registers (very high-speed memory quickly accessible by computational units)

• cache (locally accessible high-speed memory)

• main memory - gigabytes, access speed around units of GB/s

• disc storage - terabytes, access speed around hundreds of MBytes/s

• memory available via network etc.

From the point of view of high-performance computing, lower levels of memory some-
times called Tier-0 (everything faster than discs - transactional storage), Tier-1 (SCSI discs),
Tier-2 (SATA discs), Tier-3 (CD, tape) etc. An important task for contemporary sophisti-
cated memory systems is to allow to computational codes to achieve a small latency. But to
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achieve this in practice, user software and system software should do most of this job. One
of the main related problems is that there is a gap between the speed of CPU and memory
(so-called von-Neumann bottleneck, not mentioning the problem of latencies that may
be especially difficult for MIMD computer architectures; see the following figure [?]. This
problem can be alleviated by using a hierarchy of caches.

Apart from the problem of balancing speed of CPUs, speed of data transfer and related
latencies, there are several other aspects that need to be taken into account in actual com-
putations. Let us introduce a few related concepts:

• Data items are localized in memory through their address represented by a binary code.
The address then makes possible to find/read/store particular data. Due to the memory
hierarchy, most of its levels use only a logical address that do not refer to a physical
address of the place where the actual item really is. To convert the addresses, an
address transformation is needed. Logical addresses can span much larger space
called virtual memory than the physical addresses. On the other hand, physical
addresses are typically used in higher levels of matrix hierarchy (registers, caches) for
shorter access times from avoiding transformations.

• Swap space is the concept accompanying the virtual memory. It is the part of memory
used to exchange data between two levels of memory hierarchy, for example, between
disc and main memory.

• Excessive use of swapping is called thrashing. It is undesirable since it lowers the sys-
tem performance. Swap space size should typically correspond to sizes of computational
tasks.

• The swap space is typically composed from more pages that are blocks of invariant size
into which are both address spaces divided. Main advantage of paging as a tool to
exchanges data in blocks is its simplicity and speed. Paging is sometimes considered as
a synonymum for swapping. Page table is the index that stores the mapping between
the pages in the virtual memory and pages in the physical memory and does the so
called virtual address translation. Page fault is the situation when a data page
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is not available for a computation and should be retrieved from lover levels of memory
hierarchy.

• Segmentation is another way of logical address allocation alternative to paging. Seg-
ments are protected areas of variable sizes that are used to partition the address space
according to its contents. Both segmentation and paging are often combined.

2.4.2 Very fast memory: cache

As mentioned above, cache is a collection of memory locations accessible by processing
units in shorter time than other parts of the memory system. Cache is thus a low-latency
high-bandwidth storage. From the hardware point of view, while the main memory is
typically composed from DRAM (dynamic random access memory) chips, the cache
uses SRAM (static random access memory) that enable much faster access but can
have smaller capacity per area. From the functional point of view, we distinguish more
types of cache. Consider the following sketch of a typical cache hierarchy. But note that
such more detailed schemes change rather fast due to development of computer architectures.

• Level 0 (L0): micro operations cache

• Level 1 (L1) Instruction cache (kBytes)

• Level 1 (L1) Data cache (kBytes)

• Level 2 (L2) Instruction and data cache (MBytes)

• Level 3 (L3) Shared cache

• Level 4 (L4) Shared cache

Let us shortly recall some technical terminology related to cache. Most of these tech-
nical issues can be summarized that the system hardware and software should keep
data integrity.

Data between cache and memory are moved in blocks that contain a few words. These
blocks are called cache blocks or cache lines. Not that the computer software must consider
the whole cache hierarchy and memory hierarchy but here we simplify the terminology to
mention just moving data between computational units, cache and memory.

There are more ways to synchronize cache and memory. These ways are called write
policy. Write-through cache passes changes (in a block) directly into the lower levels of
the memory hierarchy. Another write policy is the write-back cache that passes changes
only sometimes. There are algorithms that decide when the cache is full.

If data requested by computational units are found in cache, they are moved from cache
to memory. This is called cache hit. Otherwise, data must be first moved to cache from
the main memory. This is called cache miss. Efficiency of specific computations can be
measured by the cache hit ratio defined as a fraction of data references satisfied by the
cache. Solving the crucial problem of cache coherency is based on guaranteeing that cache
always contains the most up-to-date data. Note that the problem is not trivial if the caches
are shared by more computational units.

The actual work with caches needs to consider mapping strategies between them and
the main memory.

• Directly mapped caches map memory blocks only to specific cache locations. They
can be implemented in hardware relatively easily but the condition of the fixed mapping
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of memory blocks is rather limiting in large systems. A problem connected mainly to
directly-mapped caches called thrashing is when a set of different memory blocks
mapped to the same block in the cache is repeatedly used in computations. This leads
to massive communication between the memory and cache and resulting large latency.

• Fully associative caches can map the memory blocks to any cache position. The
increased flexibility of this cache type is compensated by the need to check cache
position availability.

• Compromise solution between directly-mapped and fully associative caches are set as-
sociative caches. The associative caches can have various strategies to replace blocks
stored in the cache.

Note that the complexity of contemporary computer architectures enable to carry the
concept of hardware cache to software cache as well as to disc cache.

There are also issues that go outside the system and towards user. Namely, the user
may be partially responsible that achieving the data integrity is not too expensive in
particular computations.

2.4.3 Interleaving memory using memory banks

Mention here a specific way to decrease memory latency used to be provided by computer
hardware called interleaving. This is the method to make the memory access faster and
it is used mainly for the main memory. The interleaving is based on the concept of mem-
ory banks of equal size that enable to store logically contiguous chunks of memory as
incontiguous vectors in different parts of memory using a regular mapping pattern. In this
way, slow recover time of memory blocks could be suppressed. The first influential
computer that used this concept was CDC 6600 (1964) that had 64 memory banks (see also
Univac LARC). Efficiency of the computer Cray-2 with very large and rather slow memories
strongly relied on this.

2.5 Diversity of computer architectures: taxonomy by Flynn

Simple macro classification of parallel computers has been proposed by Flynn. This classifi-
cation considers main features of these computers represented by data and control flows.
Used acronyms represent by S the word single, by I the word instruction, by M the word
multiple and by D the word data.

MISDSISD SIMD MIMD

Simple 
processor 

processor 
Vector Array 

processor
Shared memory Distributed memory

Cache coherent Non cache coherent

Processor/memory organization
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2.5.1 SISD: single instruction single data stream

This type of computer architectures considers one computational element that processes
a single flow of data. Formally, this type of purely sequential computer architecture, called
also von Neumann computer architecture, is, in fact, extinct, we will still consider it as a
useful model. We will call this type of processor also uniprocessor.

2.5.2 MISD: multiple instruction single data stream

Here, more processing elements should apply possibly different instructions to items of the
single data stream. Computers based on this principle have been exclusively experimental
and non-commercial although one can consider as MISD architectures, for example, archi-
tectures that not only compute but at the same time process the data stream to detect
and mask errors. Also, the Space Shuttle flight control computer can be consider as MISD
computers [?]. Sometimes also the wavefront computers (systolic arrays) are classified as
being of the MISD type. From the point of view of application problems, the MISD principle
is rather restrictive and this is the reason that full computers of this type are not available.
Nevertheless, a similar principle used to software instead of hardware is very useful in
constructing some type of parallel programs (codes).

2.5.3 SIMD as a prevailing principle

This principle usually means use of data pipelining where the inputs and outputs can be
described by vectors that we have called vectorization. Computer architectures based on
this principle represent earliest models of parallel computing. The most notable example
of this class is the Illiac IV developed at the University of Illinois. This computer has
been also the first network-available supercomputer (1975). Here, a supercomputer
is a vague expressing of the fact that the computer specialized to scientific computing has
much higher level of computing performance when compared to standard general-purpose
computers. Among the earliest supercomputers that can be classified are this Illiac IV,
some products of CDC (Control Data Corporation) as CDC 6600 (1965) and products of Cray
research (since 1976) that popularized the word supercomputer. The principles connected
with the supercomputers and their power have been often different.

The key idea of the Illiac IV was to have a single instruction that starts operation on
more data items concurrently, and this is the basic principle of the whole SIMD class.
A lot of hardware and computational features proposed to construct SIMD computers were
experimental (ECL integrated circuits, 64 bit processing etc.) One of the basic principles
was also to have a very large instruction set. In order to treat with the consequent techno-
logical problem of the production of chips for CPUs, two possible ways of this problem have
been proposed: instruction pipeline and more general MIMD parallelism. But, in
particular the latter one, presented real challenges.

Further line of development of SIMDs up to now was towards massive parallelism (CM-2,
Maspar, special matrix and vector processors, systolic arrays, GPUs).

2.5.4 MIMD: multiple instruction – multiple data streams

This is the most general computational model of the Flynn taxonomy. Let us mention some
interesting historical examples first. One of the first successful examples was the Cosmic
Cube built at Caltech in 80’s. It had maximum of 64 processors. The interconnections
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were organized in the form of a hypercube with significant reduction of the cost with respect
to previous MIMD architecture attempts. This computer is also well-known for important
advances in communication among the processors. Later architecture iPSC 860 by Intel used
a lot of these ideas including the hypercube type of interconnections. Even later came Intel
Paragon with less hypercube dimensionality and more additional individual links. Then, let us
mention the computer CM-5 (developed by Thinking Machines) with standard commercial
processors (Sun SPARC) and very specific interconnections that give more support to a
more distant communication. Other examples include Meiko CS-2 (Sun SPARC processors)
and IBM SP2-4 (RS6000 processors).

An interesting type of MIMD types of historical computer architectures further include
transputers by Inmos that used commercial microprocessors. The transputers featured in-
tegrated memory with serial communication links. This type of microprocessors intended
for parallel computing contained additional hardware multiprocessing support. Among
early computers with MIMD type of processing we can count also some early vector super-
computers: Fujitsu VPP machines and, of course, loosely coupled cluster systems.

Nowadays, MIMD model covers on one side such distributed systems as clusters of com-
puters and contemporary multi-core superscalar systems on the other side. In particular,
contemporary integrated chips like series Intel Xeon Phi (brand name announced in 2012)
are MIMD computing architectures.

Due to the generality of MIMD architectures, we can distinguish their subclasses related,
for example, to the way in which are the processors connected to the memory system.

CPU

Memory

CPU

Memory

CPU

Memory

CPU

Memory

Interconnection

2.5.4.1 Multicomputers - MIMD computers with distributed memory Distributed
memory computers consist of a number of computational nodes, each of them having a
separate local memory, and an interconnection network among these computational
nodes. Local memories are typically private although in some cases can be shared among
a limited number of nodes. Also typically, the nodes have a special tool to separate the
communication from computations called DMA (direct memory access) controller.

Rather widespread class of MIMD computers are clusters. They are popular also because
of existence of high-speed interconnections (InfiniBand, Switched Gigabit Ethernet, Myrinet
etc.)

Grid systems go outside the MIMD model since they do not use the same operating
system and a special scheduling strategies must be used to address their components.
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2.5.4.2 Multiprocessor systems - MIMD computers with shared memory Shared
memory computers consist of a number of computational nodes (processors, cores), shared
global physical memory and an interconnection among the nodes and the memory. In
fact, cores of a multicore computer are a simple and timely example of a shared-memory
multiprocessor. A typical set of processes run on these computers use shared variables
that can be accessed by all nodes to exchange data.

An important feature of the shared-memory MIMDs is memory coherence mentioned
above when discussing caches. If computational units need to share a part of memory for
their inputs and outputs, and have in addition some own pieces of memory, it is important
the way by which are these local memories synchronized with the shared part of the memory.
Memory coherence means the uniformity of shared memory with the pieces stored locally
by computational units. This synchronization can be maintained by hardware (system soft-
ware) using specific coherence protocols. Here the coherence protocol provides the view of
a shared address space. In some cases we talk about no memory coherence if this feature
is to be enforced by user programs.

let us mention several examples related to the notion of memory coherence. early com-
puters with no memory coherence: BBN Butterfly (end of 70s), Cray T3D (1993)
/T3E (1996), vector superprocessors; Cray X-MP (1983), Cray Y-MP (1988), Cray C-90
(1990). early computers with hardware memory coherence: SGI Origin (1996),Sun
Fire (2001). Complex contemporary MIMDs typically have memory coherence guaranteed
by hardware.

A special case of the shared memory MIMD computers are symmetric multiprocessors
(SMM). The symmetry in their name means that the computer guarantees the same time
to access all global memory locations from all nodes. To achieve this, symmetric
multiprocessors can have only a small number of processors. These multiprocessors typically
have no or small local memories and a hierarchy of caches. Parallel programs running on
SMMs use typically threads ( kernel threads from system and user threads). Systems
with non-uniform memory access are sometimes called NUMA.

2.5.4.3 Other possible points of view to MIMDs We could classify MIMDs also
by the type of memory access (local/global caches, shared memory cases, cache only mem-
ory (local memories used only as a cache)),distributed memory, distributed shared memory),
topology and interconnection (master/slave, crossbar, pipe, ring, array, torus, tree, hy-
percube, ...), features at various levels of naturally hierarchic computer architectures etc.
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2.6 Interconnection network and routing

• Interconnection network (interconnection, interconnect) physically connects differ-
ent components of a parallel computer but it can describe an outer network as well.
An important component of an interconnection that should be taken into account both
theoretically and in practice is its actual topology that describes the actual way how
the modules (nodes, memories etc.) are connected to each other. The topology can
be static or dynamic. The interconnection could be used as a basis for computer
classification.

• Routing describes the way how the modules exchange information. The routing can
be described as a union of two components.

– Routing algorithms determine paths of messages between their sources and
sinks.

– Switches are devices that connect components of the interconnect together. They
manage the data flow across the interconnect. The switching strategy deter-
mines possible cutting of the messages transferred by an interconnection network
into pieces.

2.6.1 Basic types of interconnections

2.6.1.1 Static interconnections Standard model for static interconnection networks is
a graph, typically undirected since the interconnecting lines can be typically used in both
directions. Consider a few characteristics of an undirected graph:

• Diameter is a maximum distance between any pair of graph nodes.

• Bisection (band)width is the minimum number of edges that should be removed to
partition the graph into two parts of equal size (in terms of nodes)

• Degree of a node is the number of adjacent vertices.

• Node/edge connectivity is the number of nodes/edges that have to be removed to
increase the number of components of the originally connected graph.

This terminology helps to classify interconnections by their desired features. One could
prefer, for example, small diameter of the static interconnection, large bisection band-
width, large connectivity or small average node degree.

Some of the example (and not always practical) static interconnections are in the graph
terminology a complete graph, linear graph, binary tree, fat tree as in CM-5, cycle,
2-dimensional mesh, 2-dimensional torus. An important case is represented by a d-
dimensional hypercube with 2d nodes. Later we will often assume to have a interconnect-
ing architecture that can embed a hypercube and the time models can be used to get an idea
of costs of communication in various basic algorithms. The following table shows some of the
above mentioned characteristics for selected static interconnection topologies represented by
an undirected graph on p nodes.
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connection max degree diameter edge connect bisection width
completely connected p− 1 1 p− 1 p2/4

star p− 1 2 1 1
binary tree p = 2d − 1 3 2 log

2
((p+ 1)/2) 1 1

d-dimensional mesh 2d d(
√
dp− 1) d p

d−1

d

linear array 2 p− 1 1 1
d-hypercube p = 2d log

2
p log

2
p log

2
p p/2

2.6.1.2 Dynamic interconnections

2.6.1.2.1 Bus This is the simplest and cheapest type of interconnection between pro-
cessors and shared memory consisting of a set of communicating lines that connect the
modules. Efficient bus should contain at least two communication paths, one for instruc-
tions and the other one for computational data. While the bus can be enhanced by
additional features like local caches, it has a bounded bandwidth that limits number of
nodes that can be connected in practice. Within a limited number of nodes it can have
a constant time for an item of communication. The local caches may improve its behav-
ior significantly. Overall, we say that the bus is scalable in cost but not scalable in
performance.

2.6.1.2.2 Dynamic networks with switches (crossbar networks) This is an
example of a interconnection that completely interconnects processing elements with other
modules, in particular, with memory blocks (memory banks) such that their any combination
may work in parallel. For simplicity, p processing elements and m memory banks need pm
switches. In case of more fully MIMD computer architectures as multicomputers and mul-
tiprocessors, dynamic networks interconnect also the processing elements. In our example,
assuming m ≥ p that is a reasonable practical assumption, the complexity of the interconnec-
tion grows at least as Ω(p2). Consequently the dynamic network with switches is not much
scalable in cost.

2.6.1.2.3 Multistage interconnection networks This type of interconnection con-
sist of several stages of switches interconnected by communication lines. In this way the
number of switches using a limited number (say k) of serially connected blocks of switches
called stages can be significantly reduced. The goal is then to have a small connecting dis-
tance among arbitrary pairs of modules, or at least, among the most important on which the
performance strongly relies. Considering that each of these k stages contains w nodes and
there are n links between two neighboring stages, then, in a regular multistage interconnection
the node degree is equal to

g = n/w. (2.6.12)

The connection between these neighboring stages can be then expressed by a permutation

π : {1, . . . , n} → {1, . . . , n}. (2.6.13)

and this is a way to code interconection into control instructions. This type of interconnection
is more scalable in cost than crossbar and more scalable than bus in performance
Evaluating an optimal interconnection can be based on a computational formula.
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2.6.1.2.4 Specific multistage interconnection networks A popular special case
of a multistage interconnection network is the omega network. In order to connect p
modules to p modules it uses 2 × 2 crossbar switches (each of them has two inputs and two
outputs) arranges in log2 p stages. Each stage has p/2 such switches. Each of these switches
can be then in one of four states and this enable dynamic changes of states of the switches.
Switches of the omega network are represented by the tuples

(i, α1, . . . , αj), αi ∈ {0, 1}, i = 1, . . . , j = log2 n− 1. (2.6.14)

Here i is the stage number. The remaining numbers represent status of the switches between
the stages. The omega network is specific that the bit values of the switches change from one
stage to another, e.g., by a cyclic shift. There are other principles of connecting individual
stages of multistage interconnection networks (e.g., butterfly connections).

2.6.1.2.5 Fat tree interconnections There exist more standardized topologies of
the interconnections. Let us mention here the fat tree network with the topology of full
binary tree. Here the number of actual connections between nodes at different (neighboring)
levels increases in order to support “long distance” communications via the root of the net-
work. An example of the computer with the fat tree interconection is CM-5. While this type
of interconection seemed to be very promising it has been difficult to map to this connection
algorithms having more complicated structure.

2.6.2 Routing and switching

Routing algorithms and switching strategies together with the network topology determine
communication between sources and sinks (destinations) , splitting of messages and
the manner of sending the messages from one node to another. In case of massive com-
munication it is necessary to avoid situations when different messages fight for the same
resources (communicating lines, intermediate nodes) and block each other. Such situation
is called, in general, a deadlock situation. Therefore, strategies to resolve interconnect
conflicts should be applied.

There are more different classifications of routing algorithms and more ways to perform
routing and switching. For example, deterministic and adaptive algorithms can be dis-
tinguished. But in order to describe routing together with the switching strategies let us
introduce/remind basic terminology and their timing models.

The bandwidth of a connection is a maximum frequency at which data can be commu-
nicated in bytes per second. Its inverse is called the byte transfer time. The transport
latency is the total time needed to transfer a message via the intended connection. For
example, the first three terms in the following formula to transfer a message of the size m
(m bytes) can be considered as the transport latency.

T (m) = Tstartup + Tdelays on the route + Tfinish + tBm. (2.6.25)

Here Tstartup and Tfinish are time delays to start the operation by the sender (sender
overhead) and to finish the operation by the receiver, respectively. Another explicitly
expressed part of the transport latency are the delays on the whole transfer Tdelays on the route.
The quantity tB denotes the byte transfer time. Cumulatively, we can write cumulatively
in a simplified way

T (m) = Ttransport latency + tBm. (2.6.26)
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In order to minimize distance of data transfer an efficient routing can take into
account specific hardware features of the interconnection. Better routing algorithms
could be used to minimize amount of transferred data that contain not only original
data but additional transfer information as well. There is a strong ongoing research along
this direction. In order to minimize the transfer time also by better message aggrega-
tion, communication granularity, communication regularity, better implementations
should be used. In the following we distinguish several basic routing algorithms/switching
strategies.

2.6.2.1 Routing with circuit switching Routing with circuit switching is based on
setting up and reserving a dedicated communicating path (channel, circuit). This
path is guaranteed for the whole transmission in advance. At the beginning, the path is
set up by sending small control probe messages. The communication time model for the
dedicated that uses l independent communication links and sends a message of the size m
can be given by

Tcircuit(m, l) = Toverhead + tcontrol message l + tBm. (2.6.27)

The first two terms in the formula represent the transport latency. The second term is
typically additional with respect to the general case mentioned above. The circuit switching
typically does not use packets, buffers. This type of communication is typical for strongly
coupled computational systems when sending long messages, not very frequently.

2.6.2.2 Store-and-forward routing with packet switching The packet switching
means that the message is split into more separate small packets that can be transmitted
over different paths. In the most general way of sending using more links a way of routing
the packets is called store-and-forward routing if each intermediate node stores the re-
ceived packets before passing them further on. The packets carry in its header the control
information that is used to determine the path for the packet. This connection is typically in
loosely coupled computer architectures or in wide area networks. In contrast to the routing
with circuit switching, the transfer time increases with the number of switches to be passed
on the way, that is, with the length of the communication. This may result in significant de-
lays. The time for sending a message with the store-and-forward routing (transport latency)
can be considered in the following approximate form for the message size m, l independent
communication links and the byte transfer time tB.

Tstore−and−forward ≈ Toverhead + l tBm. (2.6.28)

Note that the overhead includes, for example, also the time Tpacketize to packetize the message
(create packets from the message). In the simplified expression above we do not include
latencies related to reading and decoding packet header along the path.

2.6.2.3 Packet routing Using one path for all the packets of a message, data pipelining
can be used to make the total communication time smaller. This is the case of the general
packet routing. The difference between the store-and-forward routing and the general
packet routing is schematically shown in the Figure 2.1.
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Figure 2.1: Schematic description of the store-and-forward routing (up) and packet routing
that uses pipelining of the packets (down).

2.6.2.4 Cut-through routing with packet switching This type of routing extends the
idea of pipelining of packets of a message to the pipelining of packets in general, but not only
this. The cut-through routing is a result of more standardization and optimization techniques
applied to the general packet routing as forcing all packets to take the same path, forcing
to keep the initial order of packets throughout the whole communication and connecting
control information for error checking with the whole message instead of having associated
this information with each packet. Using this information, first a tracer first establishes the
connection. Message is broken into fixed size units called flow control digits (flits) with
much less control information than packets. This implies that the flits can be rather small.
To communicate flits, data pipelining is used. This type of routing is typical for tightly
coupled parallel computers with reliable interconnect that enables to make the error control
information very compact. In general, it is possible to face a deadlock, for example, when
sending messages in a circle and if some line is temporarily occupied. This is a price for a
priori setting up the tracer. The deadlock can be avoided by employing specific hardware,
software routing techniques and message buffers. Note that the buffers in the intermediate
nodes can be very small due to the very small sizes of flits. The time model removes the
influence of the path length in practice and it is more or less describable by (2.6.26).

2.7 Measuring computation and communication

2.7.1 Time model

Let us introduce basic time models and related terminology that could be used to evaluate
computations on parallel computer architectures.

A model for sequential time to compute n sequential operations can be written as

Tseq = n ∗ (Tseq latency + Tflop), (2.7.19)

where each sequential operation has its own latency denoted as Tseq latency. In this text we do
not distinguish time needed to perform different computational (floating-point) operations
and use the generic notation Tflop. This latency is very often considered as uniform. A simple
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expression for the parallel time to compute p operations in parallel is given by

Tpar = Tpar latency + max
1≤i≤p

((Tflop)i (2.7.110)

that considers parallel latency Tpar latency that is often larger that the sequential latency.
Here, parallel computation covers various types of parallelism from simple vectorization up
to fully concurrent computation. Note that the latter formula is significantly idealized. For
example, any realistic parallel computation model should consider time for communication
through an interconnect mentioned above.

For simplicity, in the following we do not distinguish general parallel timings and vec-
torized timings (representing the special case) denoting them both by Tp. Also we will talk
about parallel run/computation.

As mentioned above, there are three main timing aspects that should be taken into account
on a rough level. Bandwidth that limits the speed of communication, latencies of various
kinds and time to perform numerical operations with data, often the floating-point
operations. While the numerical operations can be often performed very fast, typical mixture
of operations on parallel computers is limited by latencies and bandwidth. Which one of these
latter aspects is more critical depends on the actual computer architecture, but most critical
are very often the latencies.

2.7.2 Speedup S

The power of parallel processing with respect to purely sequential processing is often measured
by the speedup. It is defined as the ratio

Tseq/Tpar (2.7.211)

Variations of this notion may take into account the corresponding related latencies. Mul-
tiprocessors with p processors typically have

0 < S ≤ p, (2.7.212)

but in some cases it can be larger than p due to memory effects. Namely, smaller sub-
problems solved in parallel may cause much faster computations due to that. as an example
of a speedup using data pipelining consider the pipeline with p stages processing a vector of
length n. The idealized speedup can be described by

S = n ∗ p/(n+ p) ∼ p, (2.7.213)

or, in a more detailed way, by

S = n ∗ p ∗ Tseq/(Tvec latency + (n+ p) ∗ Tvec op). (2.7.214)

Note that also here the actual speedup is influenced by some other issues, as, for example,
by the cache or register size.

Graphical demonstration of this processing for p = 5 and processed vector

a =
(
a1 a2 . . . an

)

is
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time segment1 segment2 segment3 segment4 segment5
1 a1
2 a2 a1
3 a3 a2 a1
4 a4 a3 a2 a1
5 a5 a4 a3 a2 a1

. . . . . . . . . . . . . . .

The notion of speedup is very general. Sometimes it may be used to measure sequential
timings on a multiprocessor. Relative speedup for a given code can be then considered as
the quantity

Sp = T1/Tpar, (2.7.215)

where T1 is time for running the code on one processor of the multiprocessor. Typically we
have

T1 ≥ Tseq.

Another type of speedup is defined as Tbest/Tpar. Here Tbest denotes the best sequential time
for the same task (not necessarily the same code) used instead of T1 or Tseq. Speedups that
compare two different parallel computations can be considered as well.

2.7.3 Efficiency E

Efficiency of a generally parallel processing is defined as the fraction

S/p (2.7.316)

for the speedup S and parameter p that parametrizes parallelism as expressing number of
processors or length of the data pipeline. The efficiency measures an acceleration (of pro-
cessing, latencies etc.) with to the provided parallel resources. Similarly, relative efficiency
for multiprocessors Ep can be defined as Sp/p. In typical situations where we have

0 < E ≤ 1, (2.7.317)

but this does not need to be so due to various additional features of parallel computers (smaller
or larger memory for more processors, additional shared caches for blocks of computational
units).

2.7.4 Amdahl’s law

The notionAmdahl’s law expresses a natural surprise over the fact that if a process performs
part of the work quickly and part of the work slowly then the overall (speedup, efficiency)
is strongly limited by the slow part. Consider the following notation

• f : fraction of the slow (sequential) part

• (1− f): the rest (parallelized, vectorized)

• t: overall time
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Then we get for the speedup

S =
f ∗ t+ (1− f)t

f ∗ t+ (1− f) ∗ (t/p) ≤
1

f
(2.7.418)

f

1−f

sequential

parallel

Example 2.1 E.g.: f = 1/10⇒ S ≤ 10

This law was described for the first time by Gene Myron Amdahl and presented in 1967
[?]. G.H. Amdahl (1922-2015) has significantly contributed to the development of computer
IBM 704/709, IBM/360 Series and Amdahl V470 (1975).

As for its relevancy, this observation is only a simple approximation of a particular
aspect of parallel data processing. Dependence on the problem size is not considered. If the
problem size is fixed, it applies fully (weather prediction, financial transactions). In practice,
for problems with scalable size, it can be often the case that the fraction f is smaller for
larger problem instances. We say that an algorithm is effectively parallel if f → 0 for
n→∞.

We have mentioned above some speedup / efficiency anomalies that relate to the
fact that more processors may have more memory/cache. An example of such a (historic)
computer is Origin 2000 (two processors share a piece of memory). Another example is the
case of parallel graph algorithms. Here the chances to find a lucky solution and therefore
the fraction f depends on the actual search space.

2.7.5 Scalability

We say that a program (code) is scalable if larger efficiency comes with larger amount
of parallelism that is represented, e.g., by larger number of processors or longer pipeline.
The corresponding dependency of S or E on p for parallel machines can then classified, for
example, as linear, sublinear or superlinear. There are different specialized definitions of
scalability in specific cases. Let us mention two of them.

Consider solution time that varies with the number of processors for a problem with a
fixed total size. We say that a code is (approximately) strongly scalable if the achieved
speedup is (approximately) equal to p (number of processing elements). That is, the code is
strongly scalable, if Tpar = Tseq/p. Strong scalability is often difficult to achieve for large p
because of the communication.

A second case is when the solution time varies with the number of processors for a
problem having a fixed size per processor. We say that a code is (approximately) weakly
scalable if the code run time stays constant when the workload is increased proportionally
to the number of processors. In contrast to the strong scalability, the weak scalability is often
easier to be achieved.

Discussion on the problem scalability opens one important idealization related to parallel
computations, namely, considering asymptotic behavior of computations with respect to
the amount of parallelism or the problem size.

3 Combining pieces together: computational models

As we have seen, technological progress has equipped computations by the tools to master
not only top-level parallelism but also relatively low-level parallelism like the instruction
level parallelism. It may be more difficult to control the latter type of computations but
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in practical solvers both types of scheduling are computations are typically available. The
question is what part of the scheduling can be influenced by a mathematician. In general,
there are two classes of problems that a mathematician should consider to achieve efficiency.

• First, parallel computations need new algorithms. The algorithms may use new
concepts, may be more or less tightly coupled with the computational architecture. Very
often the algorithms must be new and not only straightforward parallelization of
serial algorithms.

• Second, there are general concepts that one should take into account when porting
computations to parallel machines. Note that even contemporary workstations are
parallel in the sense that, at least, their processors have more cores. In this sense,
all contemporary coding of algorithms in computational mathematics needs to consider
basic concepts of parallel computations.

In this text we will consider most of all parallel matrix computations. In order to
describe them, we need to to explain a few basic concepts related to parallel computations
in general. These concepts include choice of problem granularity (coarse-grained/fine-
grained/very fine grained to support simultaneous parallelism), problem partitioning stor-
age schemes (major column, major row, block) for sparse matrices, some extensions related
to pipelining, multiple computational unit issue, latency versus communication
speed and using threads.

Our main goal here is to convert computational tasks (algorithms) into the state-
of-the-art codes for contemporary computer architectures. Schematically,

Algorithms → architecture aware implementations Codes → Computers

Algorithm

Idealized computer

Computer

Implementation, Code

In order to do this and discuss really only the concepts, we will use the scheme of the
idealized computer and distinguish its three different basic models.

• Idealized uniprocessor.

• Idealized processor with data pipeline (vector processor; idealized SIMD computa-
tional model)

• Idealized computers with more processors (MIMD)

The notion of idealized computer architecture means that additional features of real
computer architectures may influence actual computations significantly.
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3.1 Uniprocessor model

Basic scheme of this model called as having the von Neumann architecture may be depicted
as follows.

CPU

Memory

I/O

In practice, there is no pure uniprocessor as also mentioned above. For example, even a
simple Pentium III has on-chip and supports by the firmware (embedded system software)
the following features

• instruction level parallelism (up to 3 instructions)

• pipeline (at least 11 stages for each instruction)

• fine-grained data parallelism (SIMD type) like MMX (64bit) and SSE (128bit)

• more threads at system level based on bus communication

Computational codes from the point of view of a mathematician exploit two classes of
computer architectural features. First, some computer features are outside control of
users. Second, other features can be more or less efficiently exploited based on the users’
control.

3.1.1 Realistic pipelined superscalar CPU: features typically outside our control

• Low-level control of data pipelines that is an ability to issue more (data processing)
instructions at the same time that need

– Detecting true data dependencies: dependencies in processing order

– Detecting resource dependencies: competition of data for computational re-
sources

– Reordering instructions. Note that most microprocessors enable out-of-original-
order scheduling

– Solving branch dependencies that can be performed by various ways

∗ speculative scheduling across based on the assumption that typically every
5th-6th instruction is a branch
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∗ compile time scheduling. This is a problem that can be solved by VLIW
since the instructions are more complex. Other thread scheduling is often
accessed by users.

∗ superscalar scheduling

3.1.2 Realistic pipelined superscalar CPU: partially controlled by users

Hiding memory latency represented by delay between memory request/write and actual
data retrieval. This problem arises because of typically very fast CPU and slow memory.
Related problem is to hide latency due to the slow memory bandwidth, that is, the slow
rate at which data can be transferred from/to memory. There are more ways to hide the
latency. The basic four types are

• Using caches for operations that can exploit them,

• Dynamic-out-of-order scheduling (which may need at least small register/cache workspace)

• Multithreading

• Prefetching

Consider an example problem and more ways to hide the memory latency.

Example 3.1 Assume having a uniprocessor in the sense of the above discussion with the

• clock frequency 2GHz,

• main DRAM memory with latency 0.1µs,

• two FMA (floating-point multiply-add) units enabling 4-way superscalar processing (4
instructions in a cycle, e.g., two adds and two multiplies),

• two words of 8 bytes are obtained in a fetch, that is within the latency time.

3.1.2.1 No effort to minimize memory latency First assume that we do not take
care about the latency. In practice, this may happen if there is no cache and no other
sophisticated mechanism to fight the latency.

• The clock cycle time: = 1/frequency ≡ 1/(2.109)s = 0.5 ns

• Since the processor can theoretically process 2× 109× 4 instructions per second then
the maximum processor rate is 8 GFLOPs.

• Thememory is much slower: every memory request needs 0.1 µs wait timememory
latency.

Consider an idealized dot product of two vectors (of infinite length) of real numbers
where each of the vector components in the floating-point double precision format is
one word (8 bytes) long.

• We need two data fetches for four operations represented as two multiply-add
operations.
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• One multiplication with two numbers and adding the result to the partial product (two
operations) need then 1 fetch: 2 operations for a fetch of two numbers.

• That is 2 operations / 0.1µs→ 2× 107 operations per second.

• This leads to the rate of 20 MFLOPs and this is much smaller than the potential of
the processor.

3.1.2.2 Hiding latency using cache Consider the example problem in case when we
can hide the latency by cache. Assume that we have the cache of size 64kB with latency
within one cycle of 0.5 ns.

• The memory size needed to store one number in the floating-point double precision
format using 8 bytes. The cache is sufficient to store the three matrices A,B and
C of dimension 50 since they consume 3× 502 × 8 = 7500× 8 = 60000 bytes.

• Consider matrix-matrix multiplication A ∗B = C

• A matrix fetch of A and B needs to transfer 5000 words, 8 bytes each as the input. Due
to the existence of cache that can store the matrices, this needs 5000/2× 0.1 = 250 µs.
Note that for the transfer we consider only latency and not the bandwidth.

• Once the matrices are in cache, operations can be performed.

• Asymptotically, 2n3 operations are needed. If the computer performs 4 operations
per cycle, we need 2× 503 × 0.5 ns (clock cycle) × 0.25 = 125000/4 ns ≈ 31 µs

• This gives 281µs

• Resulting rate is 2∗503/0.000281 ≈ 890 MFLOPs. This does not change too much even
the communication of C back to memory is added.

The considered model is based on the realistic assumption of a fast cache. The matrix-
matrix multiplication offers high reuse of the communicated data and this is the part of the
success. Moreover, fast bandwidth, sophisticated memory bank management etc.
can speed the operations up significantly.

3.1.2.3 Hiding latency using multithreading Another way to hide the latency is to
use more computational processes called threads. Programming contemporary multicore
and manycore architectures strongly depends of the concept of threads. A thread is a single
stream of control in the program flow as we have mentioned above. An important property
of a thread is that it can be independently scheduled but using threads can be an internal
property of a computer architecture. It could bring important advantages if a process can be
split into more threads and scheduler can switch among them in order, in particular, to
hide memory latency. The concept of multithreading allows overlapping among different
threads. Based on the way of switching, technically we may distinguish more types of
processing based on using more threads - multithreading:

• Block multithreading (switching among the threads can be based on I/O demands
or long/latency operations)

• Fine-grain multithreading (switch on every cycle)
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• Simultaneous multithreading (parts of different threads share, for example, a su-
perscalar unit)

The classical VLIW concept of computer design can be considered as being based on
threads. Later, fine-grain multithreading has been introduced by Tera MTA (1999) and Cray
MTA-2 (2002). Threads can also come with additional useful features. For example, they
may enhance enable software portability.

The concept of hiding latency can be demonstrated by the following example of dot
product computation. Consider matrix-vector multiplication Ab for A ∈ Rm×n, b ∈ Rn as
composed from the dot products in Algorithm 3.1.

Algorithm 3.1 Dot products of rows of A ∈ Rm×n with b ∈ Rn.
1. for i = 1, . . . ,m do
2. ri = A(i, :) ∗ b
3. end i

A multithreaded version of the previous multiplication in the double precision can be
symbolically described as

Algorithm 3.2 Multithreaded dot products of rows of A ∈ Rm×n with b ∈ Rn.
1. for i = 1, . . . ,m do
2. ri = new thread(DOT PRODUCT,DOUBLE,A(i, :), b)
3. end i

Processing more threads at the same time is then able to hide memory latency bal-
ancing the speed of floating-point operations and the data fetches. An important assumption
is that fast switching of the threads is possible. Some computers, even historical ones as
HEP or Tera, are able to switch threads in each cycle.

3.1.2.4 Hiding latency using prefetch Contemporary computers also typically enable
to hide the memory latency by prefetching. This technique speeds up the fetch operations
by their advancing, that is by fetching such data that are expected to be used soon.
Although we have mentioned fetching data from memory to cache, the concept of prefetching
can be used at various levels inside the computer including, for example, not only prefetch-
ing computational data but also prefetch of instructions. High bandwidth improves
efficiency of the prefetching. In general there is a risk that system may fetch data that will
not be used soon. In particular, this may be since data are usually fetched in blocks. This
leaves an important challenge for users to form efficient codes. Prefetch as well as the concept
of dynamic-out-of-order scheduling allow overlap of communication and memory
access even within one thread.

3.1.2.5 Improving memory bandwidth and latency: locality and regularity The
memory bandwidth can be increased by increasing size of communicated memory blocks.
Efficient reuse of caches as well as other ways to hide latency can be improved by good data
preprocessing.
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• spatial locality: data items are spatially local if the data stored close (at logically
close positions) to the executed items are highly probable to be executed soon. In this
case, the use of prefetch with high chance to improve execution.

– Examples: vectors, matrices

• temporal locality: Data items are temporally local if the data items recently executed
have a high chance to be executed soon again. Such data can be ”hanged” in registers
or cache for a long time.

– example: making a linear combination of a set of vectors bi, i ∈ S. The coefficients
of the linear combination should have a high temporal locality since they are reused
a couple of times within a short time

∑

i∈S
λibi

• regularity of processed data: this means that the code is often faster and easier to
be processed by the computer software when composed from similar, and possibly
standardized blocks

• Sometimes: possibly higher bandwidth – can be improved by tiling

First of them is keeping high spatial locality of data that can be described as follows.
The data are spatially local if the data items stored close (at logically close positions) to the
executed items are highly probable to be executed soon. In this case, the use of prefetch
has a high chance to improve execution. The computer is then often able to block such data
into the same cache lines. Examples of good spatial locality are numbers stored in vectors
or matrices.

Further improvement by preprocessing can be achieved by a better temporal locality
of data. We say that data are temporally local if the data items recently executed have a
high chance to be executed soon again. Such data can be ”hanged” in registers or cache for a
long time. As an example can serve making a linear combination of a set of vectors bi, i ∈ S.
The coefficients of the linear combination should have a high temporal locality (all of them
being in cache or registers) since they are reused a couple of times within a short time

∑

i∈S
λibi.

This may improve the code behavior significantly. Better optimization of codes is also gen-
erally achieved by better regularity of processed data. The regularity simply means that
the code is often faster and easier to be processed by the computer software when composed
from similar, and possibly standardized blocks The data treatment may also exploit
knowledge of parameters of the memory banks, but this is typically outside the user
arrangement.

Adverse side of hiding memory latency is sometimes an increase in memory band-
width. Note that in the scalar product above we have considered working with the asymp-
totic case, the infinite-dimensional vectors. In practice, the vectors and matrices should be
split into blocks. This is called tiling and we will mention this later.
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3.1.2.6 Computation and higher-level programming languages Memory layout
and general organization of computation are significant challenges for users. In order to
create efficient codes when processing large data, the physical access of memory should be
compatible with the logical access from programming language. For matrices this means
that the choice between column major or row major access must be compatible with the
actual access from the language. Consider the f ollowing loop

Algorithm 3.3 Summing columns of A ∈ Rm×n.
1. for i = 1, . . . ,m do
2. sumj = 0.0
3. for j = 1, . . . , n do
4. sumj = sumj +Aij

5. end j
6. end i

If the matrix A is stored columnwise then the spatial locality is bad. Storing A rowwise
results in a good spatial locality. Since this code and many other application codes can be
rewritten for row major data access, good spatial locality can be achieved as well. Let
us note that C and Pascal use major row access and Fortran stores two-dimensional arrays
columnwise. Considering tensors, this problem is even more critical, but solvable.

3.1.3 Uniprocessor model and linear algebra

Linear algebra problems represent a significant part of computational cores for the problems
of scientific computing. No wonder that this is also a field where the relation

computer architecture ↔ efficiency of coding and running

has been considered very early. The first goals that led to standardization included

• increase readability of codes and simplify software maintenance,

• improvements in code robustness,

• better portability, modularity and clarity,

• increase in effective memory bandwidth,

• creating a basis for machine specific implementations etc.

The effort led to the so-called BLAS1 set of subroutines / library (1970’s) that include
operations as AXPY (αx+ y), dot product (xT y), vector norm, plane rotations, etc. written
in a standardized way. Further development of BLAS intended to achieve larger computa-
tional intensity for computational architectures that can process arrays more efficiently as we
will mention later.
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3.2 Vector processor and SIMD models

Vectorization represents one of the most simple methods to introduce parallelism into
computations. This basic idea behind this approach is to use both types of pipelining
mentioned above. That is, pipelined instructions where computer instructions are divided
into several stages and pipelined data that can explicitly use processing of vectors and
matrices.

In order to have the vectorization efficient, standard support as vector registers for
instructions and vector registers for data are needed. Contemporary computers contain
hardware that supports vectorization on chips. In general, the support is also often much
more extensive, completed by various caches and tools to chain the pipelined units as we will
discuss below. This hardware is then generally used not only for scientific computations but,
for example, for multimedia applications.

3.2.1 Some historical notes

CDC series and and Cray computers represent one of the most successful chapters in the
history of development of parallel computers. A lot of progress in this field is connected with
Seymour Cray (1925 – 1996; father of supercomputing), chief constructor of latest model of
CDC computers with some earliest parallel features, constructor of the first CRAYs: commer-
cially successful vector computers (supercomputers) (Cray-1 (1976); Cray X-MP (1983); Cray
C-90 (1991) etc.) While in 70’s was still time where existed side by side memory-memory
vector processors and vector-register processors that prevail nowadays.

3.2.2 Some vector processing principles and characteristics

There is a difference if we have vector pipelines on chip like in superscalar-based processing
units, or if vector processing is the basic principle behind the parallel computer. The latter
case, vector supercomputers may typically have different (multiplied) vector functional
units / vector processing units for different operations. Also load/store units may be ef-
ficiently vectorized. Full architecture must have scalar registers and units as well. Small
efficiency of the scalar arithmetic has been a strong impetus for developing RISC worksta-
tions.

V1

V2

S1

*

+

The following parameters are sometimes used to characterize processing on an vector (su-
percomputer) computer architectures. These parameters can be used for separate processing
units as well as applied to the whole computer architecture.

• R∞ denotes computer speed (for example, in Mflops) on a vector of infinite length,

• n1/2 is the vector length needed to reach half of the speed R∞,
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• nv denotes the vector length needed to get faster processing than in the scalar
mode.

3.2.2.1 Chaining Chaining represents a way of computation developed for early Crays
(Cray-1 (1976), predecessor project STAR) and used since then in vector computations. It is
based on storing intermediate results of vector pipelines, combining them possi-
bly with scalar data and using them directly without communication with main
memory. Computational performance achieved in this way has been called the super-
vector performance. As for the scheduling, the process has been controlled by the main
instruction pipeline. Another and closely related concept called overlapping has been in-
troduced for vector operations by Cray-1 as well. Note that this concept moved also to other
computational levels significantly influences contemporary computations.

V1

V2

S1

*

+

3.2.2.2 Stripmining As mentioned above, long vectors should be split to parts of the
size less or equal to the maximum vector length allowed by vector registers and possibly
other hardware characteristics. But due to a fixed size of vector registers, dependence of
computer speedup on vector length is a saw-like curve as given in the following figure.
This dependence is sometimes called stripmining

S

length

A way to split long vectors for Cyber-205 (late seventies; memory-memory vector proces-
sor) has been scheduled by efficient software (in microcode). Since Cray X-MP this is done
by hardware.

3.2.2.3 Stride Above we have mentioned the need to consider the way in which higher-
level languages store more-dimensional data. Another similar aspect of some vectors is that
the actual distance between vector components in memory is larger than one. If this distance
is regular, it is called stride and vector processor does not need to be always efficient in
processing vectors with strides > 1. Formally, BLAS routines can deal with various strides.

3.2.3 Examples of straightforward and less straightforward vectorization

Many code constructs prevent from or even prohibit efficient vectorization because of a
certain dependency among inputs and outputs. A few constructs will be mentioned here.
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Efficient vectorization can be sometimes achieved by the techniques of automatic vectorization
implemented in code compilers or residing even inside lower software layers. Nevertheless,
discussing such constructs can be useful when conceiving algorithms in general.

3.2.3.1 Vector norm The following loop computes for a vector x ∈ Rn the norm

xTx (3.2.319)

Algorithm 3.4 Rewritten vector norm algorithm.
1. for i = 1, . . . , n step 1 do
2. xi = xi ∗ xi
3. end i

The data flow in Algorithm 3.4 can be schematically described as follows

i+2x

i+2x

xi+1xi

xi xi+1

......

Clearly, there is no dependence among the vector components and Algorithm 3.4 auto-
matically vectorizes without a problem.

3.2.3.2 Product of neighboring vector components Consider the following problem
described for x ∈ Rn by the following equation

x1:n−1 = xT1:n−1x2:n (3.2.320)

and algorithmically as

Algorithm 3.5 Forward shift of indices in a vector

1. for i = 1, . . . , n− 1 step 1 do
2. xi = xi ∗ xi+1

3. end i

The loop vectorizes as we can see also from the following schematic description

i+2x

i+2x

xi+1xi

xi xi+1

......
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3.2.3.3 Product of all vector components Consider the following loop

Algorithm 3.6 Backward shift of indices in a vector

1. for i = 2, . . . , n step 1 do
2. xi = xi ∗ xi−1

3. end i

Although the loop looks like similarly to the one in the previous case, the expected result
for x ∈ Rn is very different, namely

xi =
i∏

j=1

xj . (3.2.321)

We can see that the loop does not vectorize well. This also shows the dependency scheme in
the following schematic description

i+2x

i+2x

xi+1xi

xi xi+1

......

Vectorization of the loop can be forced when indices are processed in decreasing order.

Algorithm 3.7 Backward shift of indices in a vector (vectors) and reversed loop

1. for i = n, . . . , 2 step −1 do
2. xi = xi ∗ xi−1

3. end i

But note that in this case the loop results in a different vector. Namely the result is very
similar to the result of Algorithm 3.5.

3.2.3.4 Vector processing of sparse (indirectly addressed) vectors An important
breakthrough in vectorization of linear algebraic problems is connected to introducing the
hardware/software support of vectorization of sparse (indirectly addressed) data. The
problem of vectorization of processing sparse matrices can be schematically described using
the gather and scatter operations combined with a dense and possibly vectorized processing.
Describe the gather and scatter schemes more formally.

Algorithm 3.8 Gather components of a vector y ∈ Rn at denoted positions mask(1 : k)
into a vector x ∈ Rk, k < n.

1. for i = 1, . . . , k do
2. x(i) = y(mask(i))
3. end i
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A schematic example of gather follows. Here k = 4,mask(1 : k) = {1, 3, 6, 10}

x

mask1 1 1 1

x1 x3 x6 x10

Algorithm 3.9 Scatter a vector x ∈ Rk into a vector y ∈ Rn to positions mask(1 : k), k <
n.

1. for i = 1, . . . , k do
2. y(mask(i)) = x(i)
3. end i

Hardware support of the gather and scatter operations enables to reach a performance
of a significant fraction of the performance of standard vectorization by

• gathering sparse vectors into shorter dense ones

• computation with dense vectors (having indirectly addressed components)

• scattering the dense vectors into sparse ones

It had immediately an enormous influence on algorithms and implementations related to
sparse data processing in scientific computing.

3.2.3.5 More complex examples of vectorization Let us provide additional examples
how one could vectorize and not to vectorize. Consider computation of the vector x ∈ Rn

with the new components defined with the help of a function f . In order to vectorize the
computation as in Algorithm 3.10, we need to know some previous components. But they
are often not known, because of vectorization with possibly unknown length of the data
pipeline and possible chaining outside user’s control.
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Algorithm 3.10 Constrained vectorization: shift in the computation constrains vector-
ization

1. for i = 1, . . . , n step 1 do
2. xi = f(xi−k)
3. end i

Such loops appear, for example, in lagged Fibonacci sequence for generating random
sequences as

xn = xn−a + xn−b mod m, 0 < a < b.

Vectorization for vector lengths (pipeline lengths) could be then at most min(a, b). System
software often helps, vectorizes, but limits vectorization in this way. Using an additional
vector may help as follows.

Algorithm 3.11 Similar (but a different) loop can be easily vectorized

1. for i = 1, . . . , n step 1 do
2. yi = f(xi−k)
3. end i

Another early example of considerations on vectorizability is the wheel method that
exploits the knowledge of the number of stages in a pipeline. It can be used if the number ns
of stages of a pipeline is known. This is often not realistic, e.g., because of chaining. Also,
the implementation needs some synchronization points in order to vectorize longer vectors.
These concerns make the wheel method only of a historical interest.

Algorithm 3.12 Wheel method for the operation: sum =
∑

j aj ; j = 1, . . . , n; ns seg-
ments of the pipeline

1. for i = 1, . . . , ns do
2. for k = 1, . . . , n/ns− 1 do
3. xi =

∑

k ai+ns∗k
4. end k
5. end i
6. sum =

∑ns
i=1 xi

3.2.3.6 Loop unrolling Consider the following AXPY operation that may correspond
to a loop inside a computational code.

Algorithm 3.13 AXPY operation.

1. for i = 1, . . . , n do
2. y(i) = y(i) + α ∗ x(i)
3. end i
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The strategy in the following code segment that reveals explicit vectorization is called the
loop unrolling. This code represents a simplified AXPY procedure.

Algorithm 3.14 4-fold loop unrolling in the BLAS routine AXPY using an integer incre-
ment of indices incx

2. for i = 1, . . . , n step 5 do
3. y(i) = αx(i)
4. y(i+ incx) = αx(i+ incx)
5. y(i+ 2 ∗ incx) = αx(i+ 2 ∗ incx)
6. y(i+ 3 ∗ incx) = αx(i+ 3 ∗ incx)
7. y(i+ 4 ∗ incx) = αx(i+ 4 ∗ incx)
8. end i

Contemporary compilers typically unroll loops automatically. They are motivated by
the need to efficiently vectorize as well as to hide latencies of various kinds. Contemporary
libraries based on BLAS typically have very efficient loop unrolling inside. But manual loop
unrolling can better, for example, in cases fixed vector dimensions known in advance. This
may imply more efficient processing of loops than that implied by an automatic vectorization
of the code without unrolled loops. The loop unrolling can be also used for processing objects
than vectors as in processing of matrix blocks or for function evaluations. An example is
provided in the following scheme.

Algorithm 3.15 Simple loop unrolling with 2-fold unrolling

1. for i = 1, . . . , n step 3 do
2. yi = f(xi−k)
3. yi+1 = f(xi−k+1)
4. yi+2 = f(xi−k+2)
5. end i

Another example shows the use of loop unrolling in case of the nested loops. Consider
the following example.

Algorithm 3.16 A computational segment with two nested loops

1. for i = 1, . . . , n do
2. for j = 1, . . . , n do
3. a(j, i) = α b(j, i) + β c(j)
4. end j
5. end i

In this case the outer loop can be unrolled as follows. In all such case one should consider
vectorizability of the loops mentioned above.

Algorithm 3.17 A computational segment with 2-fold unrolling of the outer loop
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1. for i = 1, . . . , n step 3 do
2. for j = 1, . . . , n do
3. a(j, i) = α b(j, i) + β c(j)
4. a(j, i+ 1) = α b(j, i+ 1) + β c(j)
5. a(j, i+ 2) = α b(j, i+ 2) + β c(j)
6. end j
7. end i

3.2.3.7 Loop fusion Consider the following example.

Algorithm 3.18 A computational segment with two loops that can be fused.
1. for i = 1, . . . , n do
2. y(i) = y(i) + αx(i)
3. end i
4. for j = 1, . . . , n do
5. u(j) = u(j) + β x(j)
6. end j

The two loops in this program segment can be fused together as follows.

Algorithm 3.19 A computational segment with two loops that can be fused.
1. for i = 1, . . . , n do
2. y(i) = y(i) + αx(i)
3. u(i) = u(i) + β x(i)
4. end i

Clearly, the loop fusion reduces the number of memory accesses due to reuse of the values
x(i), i = 1, . . . , n.

3.2.3.8 Associative transformations An example of a simple transformation that ex-
ploits associativity if the underlying operation is the scalar product of two vectors that can
be casted as follows.

Algorithm 3.20 Dot product s of two vectors.
1. s = 0
2. for i = 1, . . . , n do
3. s = s+ x(i) y(i)
4. end i

The computed scalar product can be rewritten using the operation associativity as follows.

Algorithm 3.21 Transformed dot product s of two vectors.
1. s1 = 0
2. s2 = 0
3. for i = 1, . . . , n step 2 do
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4. s1 = s1 + x(i) y(i)
5. s2 = s2 + x(i+ 1) y(i+ 1)
6. end i
7. s = s1 + s2

Generalizing similar schemes for the scalar product and similar operations is discussed
later within the parallel computational model. There are more ways to combine these tech-
niques in a more complex type of operations as matrix multiplication but we will not discuss
this here.

3.2.4 Vector processor model and linear algebra codes

Above we have mentioned the terminology spatial locality and temporal locality. An
effort to have them as large as possible is for vector computations even more crucial. Conse-
quently, contiguous vector and matrix data should be stored and used in bigger chunks. Good
locality positively influence not only computations but also data prefetch may be easier to
schedule.

In general, the vector processing has increased the need to use data intensive data
structures in computations. The idea of temporal locality can be formally characterized
by the ratio q defined as follows.

q =
flops counts

number of memory accesses
(3.2.422)

The effort to increase the fraction q has been the driving force to continue in development
of the basic subroutines for linear algebra BLAS outside BLAS1 mentioned above. Let us
first show the values of q for some typical representative operations. Here we consider
α ∈ R, x, y, z ∈ Rn, A,B,C,D ∈ Rn×n

operation operation count amount of communication q = op/comms

z = αx+ y 2 ∗ n 3 ∗ n+ 1 ≈ 2/3

z = αAx+ y 2 ∗ n2 + n n2 + 3 ∗ n+ 1 ≈ 2

D = αAB + C 2 ∗ n3 + n2 4 ∗ n2 + 1 ≈ n/2

BLAS2 (1988) has been developed to make a better use of vector machines. It
includes such operations as the matrix-vector product z = αAx+y, rank-1 updates and rank-2
updates of matrices, triangular solves and many other operations. Note that the actual calling
sequences contain also other parameters. Development of computer architectures with
caches can profit even more from vectorization by direct use of matrix-matrix operations.
BLAS3 (1990) came exactly with this concept to make use caches. It covers, e.g., GEMM
(D = AB+C. As with the BLAS1, well-conceived proposal enabled machine-specific efficient
implementations. All the BLAS subroutines are nowadays standardized as procedures in
high-level languages and as calls to machine-dependent libraries on different architectures.

Possible BLAS cons include sometimes time-consuming interface for very simple op-
erations. Possible improvements in such very special cases can be based on problem
knowledge and putting some code parts a specific treatment.
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3.2.5 Standardization at a higher level: LAPACK

Let us mention two aspects of development from BLAS computational cores towards lin-
ear algebra computations. First, although in computational practice we have to solve large
problems, such problem can be typically assembled from operations with smaller ma-
trices. In some cases as in matrix-matrix multiplications, such decompositions are even very
straightforward. Second, standardization at a higher level helps to improve implementations
(e.g., in the sense of getting better locality). Therefore, it is very desirable. The set of sub-
routines called LAPACK covers many solving such problems related to dense nad/or banded
matrices as

• Solving systems of linear equations

• Solving eigenvalue problems

• Solving least-squares solutions of overdetermined systems

The actual solvers are based, for example, on the associated factorizations like LU,
Cholesky, QR, SVD, Schur factorization completed by many additional routines used,
e.g., to estimation of condition numbers, reorderings by pivoting. The whole pack-
age is based on earlier LINPACK (1979) and EISPACK (1976) projects that provided also
computational core of the early Matlab. An schematic example of using smaller blocks that
fit the computer cache in LU and QR factorizations follows.

3.2.5.1 LAPACK: blocks in LU decomposition

• LU decomposition → Block LU decomposition:





A11 A12 A13

A21 A22 A23

A31 A32 A33



 =





L11

L21 L22

L31 L32 L33









U11 U12 U13

U22 U23

U33





• LU solve step: substitutions with diagonal blocks, multiplications by off-diagonal
blocks

3.2.5.2 LAPACK: blocks in QR decomposition

•

A = Q

(
R
0

)

• Householder’s method is based on the reflection matrices of the form

P = I − αuuT with αuTu = 2 (3.2.523)

In the k-th step we get

QT
kA =

(
Rk Sk

Ak

)

, Qk = Qk−1

(
I

I − αkũkũ
T
k

)

= Qk−1(I − αkuku
T
k ). (3.2.524)
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The BLAS3 formulation of the QR decomposition is based on a matrix representation of
the product of Householder transforms. Consider k of them. We have

k∏

j=1

(I − αjuju
T
j ) = I − Y TY T (3.2.525)

for
Y = (u1, . . . , uk) ∈ Rn×k, T ∈ Rk×k upper triangular. (3.2.526)

Then we can write for u = uk+1

(I − Y TY T )(I − αuuT ) = I − αuuT − Y TY T + αY TY TuuT

= I −
(
Y u

)
(
TY T − αTY TuuT

αuT

)

= I −
(
Y u

)
(
T −αTY Tu

α

)(
Y T

uT

)

= I − (Y, u)

(
T h

α

)

(Y, u)T

and we have the updated factorization in the desired format as well. Note that it is possible
to have even more compact WY of the block Householder transformation.

3.2.6 Matrix-matrix multiplications and cache: BLAS3 in practice

Assume that a machine (with vectorization) has a fast memory (cache) of the size M ≥ n
and that the rest of the memory is slow. We will consider three example cases of the
matrix multiplication that differ by the size of available cache.

3.2.6.1 Case 1: M can store a row of a square matrix. We consider for multiplica-
tion of square matrices of dimension n that

M ≈ n. (3.2.627)

First the algorithm where in the innermost loop a product of a row and column is com-
puted.

Algorithm 3.22 Standard dense matrix-matrix multiplication
Input: Matrices A,B,C ∈ Rn×n

Output: Product C = C +AB.

1. for i = 1, . . . , n do
2. for j = 1, . . . , n do
3. for k = 1, . . . , n do
4. Cij = Cij +AikBkj

5. end k
6. end j
7. end i

• Assume that M stores a row of A
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• Communication: n2 for A (input just once), 2n2 for C (load and store), n3 for B (whole
B is read for each row of A)

• operations: 2n3 (we count both additions and multiplications)

• summary: q = ops/refs = 2n3/(n3 + 3n2) ≈ 2

Consequently, the algorithm is as slow as BLAS2.

3.2.6.2 Case 2: M ≈ n+2n2/N for some N . Assume that M is slightly larger than n
but still not large enough to have all the three matrices in the fast memory at the same
time. Consider the splitting of matrices B and C into N column blocks of size n/N . This
can be written

C = [C(1), . . . , C(N)], B = [B(1), . . . , B(N)].

The actual algorithm is based on the outer product. Let us first show the pointwise version
of this type of product just for motivation for 3× 3 matrices.
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k

k

The algorithm to compute the product then uses the outer product form applied to
individual column blocks and it is as follows. The column A∗k and a row used in this product
are shown in the figure.

Algorithm 3.23 Dense matrix-matrix multiplication C = C +AB with N column blocks of
size n/N in C and B.
Input: Matrices A,B,C ∈ Rn×n with blocks

C = [C(1), . . . , C(N)], B = [B(1), . . . , B(N)]

Output: Product C = C +AB.

1. for j = 1, . . . , N do
2. for k = 1, . . . , n do
3. C(j) = C(j) +A∗kB(j)(k, ∗)
4. end k
5. end j
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• assuming M ≈ n2/N + n2/N + n = 2n2/N + n (block of C, block of B, column of A)

• That is M ≈ 2n2/N .

• communication: read+write C: 2n2, read B sequentially by blocks: n2, read A N-times:
Nn2

• q = 2n3/(3 +N)n2 ≈MNn/(3 +N)n2 ≈M/n

3.2.6.3 Case 3: M ≈ 3(n/N)2 for some N . Let us consider row and column blocks

A(ij), B(ij), C(ij) at a grid n/N × n/N and the matrix-matrix multiplication based on the
following algorithm.

Algorithm 3.24 Dense matrix-matrix multiplication C = C +AB
Input: Matrices A,B,C ∈ Rn×n with the two-dimensional grid of blocks
Output: Product C = C +AB.

1. for i = 1, . . . , N do
2. for j = 1, . . . , N do
3. for k = 1, . . . , N do
4. C(ij) = C(ij) +A(ik)B(kj)

5. end k
6. end j
7. end i

• Assuming M ≈ 3(n/N)2

• This gives n/N ≈
√

M/3.

• Communication: 2n2 for C, Nn2 for A and B

• q = 2n3/(n2(2 + 2N)) ≈ n/(1 +N) ≈
√

M/3

• much better

3.3 Multiprocessor model

As a multiprocessor computational model we consider here a computing system having under
one operating (control) system a possibility of independent concurrent compu-
tations. As mentioned above, there are many possible very different types of architectures.
Here we will not be tightly connected to a particular case.

For uniprocessor and vector computers we were interested mainly in the issues as latency,
bandwidth for the processor-memory relation. Here, not only that the problem of local-
ities is more important. In addition, more critical is also regularity of computations. But,
multiprocessors have an additional critical feature: communication processor- processor
(core-core, etc.).
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3.3.1 Important features of the model: introduction

There are a few important features that are very serious when preparing algorithms and cod-
ing multiprocessors. After mentioning some specific memory features we need to consider
more general communication where the memory latency and memory bandwidth must be
considered even with more care than by previous models since there are latencies and band-
widths connected to mutual communication that are often the most important. Further, we
need to take into account granularity, that is the sizes of independent computational tasks.
Another feature is the need to find a problem decomposition to divide the computational
burden among individual processes/threads. A tightly coupled task is to achieve a good load
balancing of the computational units. In order to implement all of these we should have a
programming pattern a combination of them in mind.

3.3.2 Memory of multiprocessors

Memory can be shared / partially shared or fully distributed. Access to memory
is very often non-uniform (NUMA), even in the case of (virtually) shared memory and
should be taken into account. The uniform access to memory is sometimes supported by
techniques like COMA (cache-only memory architectures) that may scale up to a large number
of processors. There are many cache-specific problems related to multiprocessors that have
to be solved. Apart from the need to solve cache thrashing (degradation of performance
due to insufficient caches) that is much more important on multiprocessor architectures also
cache sharing, that is, sharing data for different processors in the same cache lines, has to
be considered. A significant role may be played by the remote access latencies (if data for
a processor are updated in a cache of another processor and not yet in the main memory).
Spatial locality may be difficult to model because of cache issues. In addition to locality
and general regularity principles a strong stress to problem division regularity is
needed. It is also more difficult to model prefetching than in case of previous computer
models to cope with memories’ latencies and a specific need is needed to take care about the
ways the tasks communicate.

3.3.3 Communication

Efficiency of communication strongly depends on processor interconnections. Some basic
ways to interconnect processors have been discussed above. Problem communication can be
considered from two basic points of view.

3.3.3.1 Blocking and non-blocking operations First, from the local point of view of
a process we distinguish between blocking and non-blocking operations. The first type
denotes that the return of control to the calling process is only after all resources (buffers,
memory, links) are ready for next operations. The non-blocking operations returns the
control to the calling process only after the operation has started and not necessarily finished.
An important demand is to use them such that a deadlock is avoided.

3.3.3.2 Synchronous and asynchronous communication Communication can be
synchronous or being completely asynchronous and this denotes a global point of view at
communication. Synchronous communication means that both sending and receiving process
start the operation once the communication is on. There is no such rule for the asynchronous
communication.
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Shared-memory systems or systems with SIMD features do very often the synchronous
communication that can be expressed by using language constructs for work with arrays.
Communication by message passing can be both synchronous or asynchronous depending
on the algorithms and possibilities of the communicator.

3.3.4 Granularity

This concept relates to average sizes of code chunks that are processed/communicated
concurrently. In the codes it is expressed by the actual size of the considered logical/physical
blocks. The granularity must be always balanced with the actual algorithms. Distinguishing
of fine grain, medium grain and coarse grain algorithms is always only tentative, but it
enables a rough orientation.

3.3.5 Problem decomposition and load balancing

Problem decomposition is the way to divide problem processing among the individual
computational units. There are more ways to do this and corresponding techniques are
tightly connected to the way how regularly the problem is decomposed in order to achieve
similar workload of the computational units. The assignment of the divided parts to the
computational units via processes or threads is called mapping. Load balancing denotes
then specifically the strategies and/or techniques to minimize Tpar on multiprocessors by
approximate equalizing workload/worktime tasks for individual computational units and
possibly also minimizing the synchronization overheads. Let us distinguish two following
basic approaches of the problem decomposition and load balancing.

• static problem decomposition and load balancing

• dynamic problem decomposition and load balancing

3.3.5.1 Task-based problem decomposition As mentioned above, there are different
ways to decompose data with the intention to have the decomposition balanced. First we
mention here the three types of decomposition sometimes called the task decomposition
methods. More detailed classification could distinguish between their static and dynamic
variations.

3.3.5.1.1 Recursive/hierarchical decomposition is based on first dividing the
problem into a set of independent subproblems and the same strategy is applied to the
subproblems recursively. At some point of this recursion the independent subproblems
have to be solved. Then the full solution have to be assembled from the partial solutions
of the subproblems. This type of decomposition is typically connected to algorithms that
use the divide and conquer strategy. Some examples we will show later. Here, consider
the sorting algorithm quicksort. This algorithm is based on recursive repetition of the two
following steps. First, selection of an entry in the sorted sequence. Second, partitioning the
sequence into two subsequences. A graphical representation of this scheme follows.
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Regular hierarchical decomposition from this class that uses a mapping of the subtasks
to a binary tree with 8 processing units is depicted below.
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1 20
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3 4

4
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5 6
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Particular problems connected to this type of decomposition will be shown later.

3.3.5.1.2 Exploratory decomposition splits the search space using results of pre-
vious steps. In the strict sense, even the decompositions traditionally used for the quicksort
can be considered as variants of exploratory decomposition. Other examples of this class are
used to decompose search problem in a graph or hypergraph structure among more compu-
tational units. An example can be solution of the well/known 15-puzzle problem. The
goal here is to find a path from the initial configuration of a 4 × 4 grid into the final con-
figuration by moves of a tile into an empty position. The final configuration is defined such
that the tiles are ordered in the grid in a specific way. Here, the solution can be based on
the tree generated by possible tile moves. At each point we have more move possibilities that
determine the splitting into subtasks.

3.3.5.1.3 Speculative decomposition is a specific variation of decomposition that
not only uses results of the previous steps but also speculates on their results. It may be
used when the program flow depends on the result of a branch instruction. Instead of waiting
until the instruction is interpreted and one or more possible ways to continue is chosen, the
code can concurrently follow some promising continuations using, for example, fork-and-join
computational pattern.

3.3.5.2 Data decomposition Even standard matrix problem decompositions in case of
complex computational architectures as multicore/manycore based computers can be based
on the task-based decompositions. Nevertheless, more standard, especially in case of dense
matrices, is to consider data decomposition where the available data sets are shared,
decomposed and balanced among the computational units. Based on the importance of this
decomposition type we distinguish separately static data decomposition and dynamic
data decomposition. As for the load balancing, standard strategy in the former case is to
use static load balancing while in the latter case the load should be balanced dynamically.

3.3.5.2.1 Static data decomposition Consider mapping of one-dimensional (1D)
or two-dimensional (2D) array to p processing units P1, . . . , Pp that we will call for simplicity
processes. 1D array with n items we will denote

(v1, . . . , vn). (3.3.528)
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In general, the static mapping combine standard blocks and cyclic permutations. Cyclic
distributions are useful in cases where the amount of work is not well distributed in time,
as, e.g., in the LU factorization.

3.3.5.2.1.1 1D arrays, 1D block data distribution Each process owns block of
1 ≤ b⌈n/p⌉ entries. For n = 8, p = 2, b = 2 the situation is as follows

P P P P

1 2 3 4 5 6 7 8

1 2 3 4

3.3.5.2.1.2 1D arrays, 1D cyclic data distribution For the same 1D array an
entry vi, i = 1, . . . , n of the array is assigned to the process P(i−1) mod p+1. Here p = 2, n = 8.

1 2 3 4 5 6 7 8

P P P P P P P P1 1 1 1 2222

3.3.5.2.1.3 1D arrays, 1D block cyclic data distribution This is a combination
of the block and cyclic distribution as shown in the figure.

P P P P

1 2 3 4 5 6 7 8

1 2 1 2

3.3.5.2.1.4 2D arrays, 1D block data distribution By rows, columns, block rows,
block columns.

3.3.5.2.1.5 2D arrays, 1D cyclic data distribution The same, but cyclically. Row
cyclic distribution is at the figure below.

3.3.5.2.1.6 2D arrays, 2D block data distribution Processors own blocks of size
n/
√
p× n/√p partitioned by both rows and columns

3.3.5.2.1.7 2D arrays, 2D cyclic data distribution Depicted below as well.

3.3.5.2.1.8 Some old figures

Mixture of 1D and 2D block distributions for 2D arrays.
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1D partitioning

2D partitioning

Row cyclic (1D) and block cyclic array (2D) distribution of a 2D array.
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3.3.5.2.1.9 Other static data decompositions There are other static data de-
compositions using, for example, randomized block decompositions and various types of
hybrid decompositions. A specific set of decompositions for sparse matrices and their
structures called traditionally graph / hypergraph partitioning will be mentioned later.

The schemes above can be modified by weightings that take into account specific archi-
tectural considerations and may lead to uneven distribution of tasks or data. In any case,
decomposition should be balanced with the algorithm.

3.3.5.2.2 Dynamic data decomposition Dynamic decompositions have usually close
ties with the programming models. In centralized (master/slave) schemes, one special
process (computational unit) manages a pool of available tasks. Slave processors then choose
and perform tasks taken from the pool. This approach may be rather costly when the num-
ber of computational units increases and it can be modified/improved by various scheduling
strategies as

• self-scheduling (choosing tasks by independent demands),

• controlled-scheduling (master involved in providing tasks) or

• chunk-scheduling where the slaves take a block of tasks to process.

Another way of dynamic decomposition is the fully distributed dynamic scheduling
within non-centralized processing schemes that offers to processing units more freedom
but also more duties. For example, it is often necessary to guarantee a nontrivial synchro-
nization between senders and receivers.
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3.3.6 Linear algebra standardization and multiprocessor model

Multiprocessing model influenced development of basic linear algebra subroutines in two basic
directions. First, by standardizing communication, second, by further development of
libraries to solve linear algebraic problems at new architectures or using new ways of program
parallelizations.

3.3.6.1 BLACS Set of basic linear algebra communication subroutines BLACS covers
low level of concurrent programming. It aims to create standardized interface on the top
of more message passing programming layers including, for example, MPI (message passing
interface) or PVM (parallel virtual machine).

3.3.6.2 PBLAS Parallel BLAS called PBLAS represents an implementation of BLAS2
and BLAS3 for distributed memory architectural model.

3.3.6.3 ScaLAPACK Under the title ScaLAPACK we consider the standardized library
of high-performance linear algebra for message passing architectures. Its basic linear subrou-
tines heavily rely on PBLAS. The following figure shows schematically the dependencies
among linear algebra high-performance software targeting distributed memory architectures.

ScaLAPACK

PBLAS

BLACS

MPI, PVM

BLAS

LAPACK

Next development came around with other tools and libraries. Let us first mention some
practical architectural concepts that represented an impetus for this development. In partic-
ular, let us define two recent concepts rather standard nowadays. A multi-core processor is
a single computing component with two or more independent actual processing units (called
”cores”), which are units that read and execute program instructions, typically on one chip.
Such processor is typically universal, can be it can be embedded having a restricted set of
special functions. Second of these concepts is represented by manycore processors that are
specialized multi-core processors designed with the intention of a high degree of parallel pro-
cessing. They typically contain a large number of simpler, independent processor cores (e.g.
10s, 100s, or 1,000s). Manycore processors can bypass by various tricks a problem of multi-
core processors that is a low level of cache coherency. Advent of these processors has been
supported by more efficient parallel patterns mentioned above. First of them is the fork-join
parallelism with branch instructions covering many cases computed concurrently. By nest-
ing the fork and join concept can be efficiently implemented divide-and-conquer strategies.
High-number computational cores and computer schedulers contribute to potentially high the
overall efficiency. Another popular concept is tiling that is based on reordering the data of
the matrix into smaller regions of contiguous memory. In general, tile algorithms are a
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class of LA algorithms that allow for fine granularity parallelism and asynchronous dynamic
scheduling.

3.3.6.4 PLASMA A high level linear algebra library for parallel processing that takes
into account multicore computer architectures and forms a counterpart of the (part of) high
level libraries LAPACK and ScaLAPACK is calledPLASMA. Apart from new algorithms, as
“communication avoiding” QR factorization, the approach considers concepts of tile layout
of the processed matrices and dataflow scheduling using the fork-join concept.

3.3.6.5 MAGMA Going to manycore processors has significantly increased heterogenity
of computer architectures. Hybrid linear algebra algorithms that can exploit various com-
puter components are being build within a library project MAGMA. Among its important
algebraical features we can name processing of tasks of varying granularity based on a
strong task scheduler with a possibility to schedule statically or dynamically.

3.3.7 Multiprocessor programming patterns

Parallel programs consist of a collection of tasks that are executed by processes or threads
on multiple computational units. There are more programming patterns that could be used.

3.3.7.1 Fork-join This type of programming pattern is based on a composition of two
operations. First, process or thread creates a set of child processes or threads that work
in parallel. In other words it creates more parallel branches that run concurrently. This
is so-called fork. The parent process or thread that created these parallel processes then
waits until all the child subtasks are done using the join statement. The parent process can
either wait, perform different tasks or perform one of the subtasks as well. This programming
pattern fork-join is also known under other names like, e.g., spawn-exit. In programming
languages these constructs can be written as parbegin/parend or cobegin/coend.

3.3.7.2 SPMD/SIMD These programming models use a fixed number of threads/ pro-
cesses to process different data as their acronyms state. SIMD performs the operations
synchronously as we discussed this also earlier and the parallelism is often based on pipelin-
ing, that is a special form of coordination of different processes/threads. SPMD (single
program, multiple data streams) is connected with asynchronous work. Here, independent
tasks are embedded into a single program/code as its threads separated possibly by some
synchronization points. An important property is that here the processes or threads have
equal rights.

3.3.7.3 Master-slave Here, in contrast to the previous pattern, there is one master that
controls the execution of other processes / threads.

3.3.7.4 MPMD General MPMD style uses multiple programs as well multiple data
streams. Again, some guiding lines to balance the coding with the available general
communication patterns are still needed even in this case. An example of such rather
general pattern is a client/server model. where a specific non-parallelizable tasks (as,
possibly parts of input and output can be) are processed at a designated master processing
unit. In contrast to the master/slave model where the master controls, here the clients
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communicate with the server in a more general way. In general MPMD pattern processors
may have different roles and may be interconnected by various ways.

3.3.8 Tools of parallel programming

The question is how the mentioned patterns can be used in practical parallel programming.
There are more widespread ways to do this. During the course the following ways will be
described:

• High-level construct like OPEN-MP for shared-memory computers

• MPI for an easy treatment of programming patterns on more distributed computer
architectures.

• Using threads that are a specific low-level tool on shared-memory computers

4 Parallelizing problems

4.1 Straightforward fine grain parallelism

4.1.1 Pointwise Jacobi iterations in 2D grids

Consider the fine grain parallelism and purely local communication for the stationary
Jacobi iterative method. Consider the model Poisson equation in two dimensions A ∈ Rn×n

with Dirichlet boundary conditions and its standard (two-dimensional) five-point discretiza-
tion on a uniform

√
n×√n grid.

−∆u = f in Ω

u = 0 at δΩ
(4.1.129)

Assume that the resulting discrete Laplace operator has been initially distributed to a 2D√
n × √n grid of processors. That is, the processors correspond to the grid points and can

be mapped in the same way. In the matrix form we have
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. (4.1.130)

The Jacobi iterations that use vectors b, x of compatible dimensions are given by

x+ = (I −D−1A)x+D−1b (4.1.131)

The process described by matrices can be rewritten using grid indices (row and column,
(i, j)) for the vectors x and b as follows.

x+ij = xij + (bij + xi−1,j + xi,j−1 + xi+1,j + xi,j+1 − 4 ∗ xij)/4
The computational scheme is schematically depicted in the following figure. Each processor
stores at the position (i, j) (in registers, cache or local memory) corresponding components of
x and b. The computation can be initialized by a given x that should be initially distributed
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or it can start with x = 0. The processors in the inner nodes of the grid communicate in all
four directions (north, south, west, east) with appropriate modifications at the boundary
nodes. One parallel step computes from x the new updated vector x+. All processors thus
communicate and compute in parallel.

i

j

1 1 1 1 1

1 1 1 1 1

1 1 1 1 1

1 1 1 1 1

1 1 1 1 1

4.1.2 Pointwise Gauss-Seidel iterations in 2D grids

Considering the same problem as above for the Jacobi iterations we get a similar scheme
based on the fine grain parallelism. The iterations in the matrix form are given by

x+ = (I − (D − L)−1A)x+ (D − L)−1b

Componentwise scheme is very similar to the one for the Jacobi method. But there is a small
but important change. The x+ computation uses a mix of the old and new components as
follows

x+ij = xij + (bij + x+i−1,j + x+i,j−1 + xi+1,j + xi,j+1 − 4 ∗ xij)/4

i

j

1

2

2

3

3

3

4

4

4

4

5

5

5

5

5

6

6

6

6

7

7

7

8

8

9

Here, the amount of parallelism in the Gauss-Seidel iterations is limited. At any time
moment the algorithm can compute in parallel only the components of x+ having the same
sum i+j of its (i, j) indices. We say that the parallelism is limited to antidiagonal sweeps.
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4.2 Parallelizing program branches

Branches appear very frequently in all application codes. They often prohibit efficient par-
allelization, and if not treated properly, evaluating the branch condition may take several
clock cycles. Therefore, a special care to this instruction type should be devoted. There
exist a few strategies that can be done at a user level to mitigate the adverse effect of paral-
lelizing branches. Consider the two following cases.

4.2.1 Both branches execute cheaply.

If a branch instruction distinguishes only between two branches (code streams) and
evaluation e(.) of the branch condition is relatively cheap, both branches can be executed
in parallel. Of course, provided there are sufficient computational resources to do this.
Throughout this computation a branch condition is evaluated and the correct code branch is
used. The code segment for this may be casted as follows.

Algorithm 4.1 An example code where both branches are executed if both f and g can
be evaluated cheaply

1. for i = 1, . . . , n step 1 do
2. if e(ai) > 0 then
3. ci = f(ai)
4. else
5. ci = g(ai)
6. end if
7. the code continues using ci
8. end i

4.2.2 At least one of the branches is expensive.

If computation of either f or g is expensive, the concept of scatter/gather as sketched
below can be used using scatter/gather type of processing. Note that branch evaluation
predictions are often a part of hardware / system software decisions. Also note that
scatter/gather may be supported by hardware tools.

Algorithm 4.2 Example code for branch processing that uses scatter/gather

1. inda=1, indb=1
1. for i = 1, . . . , n step 1 do
2. if e(ai) > 0 then
3. ja(inda) = i
4. inda = inda+ 1
5. else
6. ja(indb) = i
7. indb = indb+ 1
8. end if
9. end i
10. perform operations as they are indirectly addressed in ja, jb
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4.3 Parallelizing recurrences

Many practical tasks include problems where the amount of exploitable concurrency sig-
nificantly changes throughout the computation. A prominent and widespread example of
such problems represent recursions. There are more ways to parallelize them but the amount
of parallelism is always limited. Because of importance of recursions in practice, we discuss
a bunch of problems and techniques related to their parallelization.

4.3.1 Linear recurrences: subvector scaling

Consider a simple linear recurrence given by the following system of equations

xi = b+ (i− 1) a, i = 1, . . . , n, (4.3.132)

where a and b are nonzero scalars. In order to avoid independent multiplications, the values
xi can be computed using the following sequential loop

x1 = b, . . . , xi = xi−1 + a, i = 2, . . . , n. (4.3.133)

But this loop does not straightforwardly vectorize or parallelize. Some parallelization
can be achieved by adopting the strategy called subvector scaling. This strategy is based
on the following sequence of vector operations for vectors of variable lengths as follows

x1 = b

x2 = b+ a

x3:4 = x1:2 + 2a

x5:8 = x1:4 + 4a

x9:16 = x1:8 + 8a

. . .

While this parallelization is a piece of cake for contemporary compilers, the same may not
apply to more complex recurrences.

4.3.2 Linear recurrences: scalar sums

Only a slightly more complicated linear recurrence is used to sum n scalars of generally
different values:

x =
n∑

i=1

di. (4.3.234)

The sequential summing is simple to implement. But the same is true for parallelized com-
putation of the sum. Assuming without loss of generality that n is a power of 2, computation
can be based on evaluating partial sums in parallel. This is schematically depicted in
the following figure for n = 8.

s1 = x1 + x2 s2 = x3 + x4 s3 = x5 + x6 s4 = x7 + x8 (4.3.235)

t1 = s1 + s2 t2 = s3 + s4 (4.3.236)

x = t1 + t2 (4.3.237)

The number of parallel steps is log2 n and the available parallelism at different levels shrinks
towards the final evaluation of x. This general type of parallel algorithm is sometimes called
the fan-in.
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4.3.3 First-order linear recurrences

Consider such recurrence given by the relation

xi = di + aixi−1, i = 1, . . . , n; x0 = 0.

The two subsequent expressions for xi−1 and xi

xi−1 = di−1 + ai−1xi−2, xi = di + aixi−1

can be combined by eliminating xi−1. Thus expressing the dependency of xi on

xi−2 ≡ xi−21 (4.3.338)

as follows

xi = di + ai(di−1 + ai−1xi−2) = aidi−1 + di + aiai−1xi−2 = d
(1)
i + a

(1)
i xi−2.

Subsequent elimination leads to expressing dependency of xi on xi−4 ≡ xi−22 . In other words,
note that the new equations relate variables with distances (difference of original indices)

22. (4.3.339)

Let us repeat that before the algorithm starts, the dependency of xn on xn−1 ≡ xn−20 is
explicitly known. After log2 n steps in the way indicated above, dependency of xn on x0 is
explicitly known. This dependence is given as

xn = d
(log2 n)
n . (4.3.340)

The subsequent eliminations can be formally described by the following fan-in Algorithm
??. It provides on output xn and it is sufficient if only this is needed.

Algorithm 4.3 fan-in algorithm for linear recurrences, n = 2log2 n.

Input: Initial coefficients use the notation a
(0)
i ≡ ai, d

(0)
i ≡ di, i = 1, . . . , n.

1. for k = 1, . . . , log2 n do
2. for i = 2k, . . . , n step 2k do

3. a
(k)
i = a

(k−1)
i a

(k−1)

i−2k−1

4. d
(k)
i = a

(k−1)
i d

(k−1)

i−2k−1 + d
(k−1)
i

5. end i
6. end k
7. xn = d

(log2 n)
n

If all values x1, . . . , xn of the linear recurrence are needed, more work is necessary.
Then coefficients for some other equations should be computed as well. Before putting
the corresponding procedure formally let us first show the scheme graphically. In step k,
k = 1, . . . , log2 n of this scheme the first 2k − 1 components are computed. In particular,
before the procedure we know x0. In step 1 we can compute only one value x1 since we

know a
(0)
1 , d

(0)
1 as well as x0. In step 2 we can compute the two values x2 and x3 based

on the known coefficients and the known values of x0 and x1. Generally, in step k we know
2k−1 − 1 components of x and further 2k−1 values are computed.
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x1 = a
(0)
1 x1−20 + d

(0)
1

x2 = a
(0)
2 x2−20 + d

(0)
2 x2 = a

(1)
2 x2−21 + d

(1)
2

x3 = a
(0)
3 x3−20 + d

(0)
3 x3 = a

(1)
3 x3−21 + d

(1)
3

x4 = a
(0)
4 x4−20 + d

(0)
4 x4 = a

(1)
4 x4−21 + d

(1)
4 x4 = a

(2)
4 x4−22 + d

(2)
4

. . . . . . . . .

xn = a
(0)
n xn−20 + d

(0)
n xn = a

(1)
n xn−21 + d

(1)
n xn = a

(2)
n xn−22 + d

(2)
n

Computation of the coefficients by the cascadic approach is formally given in Algorithm ??.

Algorithm 4.4 cascadic algorithm for first-order linear recurrences.

Input: Coefficients known on input are denoted as a
(0)
i ≡ ai, d

(0)
i ≡ di, i = 1, . . . , n.

1. for k = 1, . . . , log2 n do
2. for i = 2k, . . . , n step 1 do

3. a
(k)
i = a

(k−1)
i a

(k−1)

i−2k−1

4. d
(k)
i = a

(k−1)
i d

(k−1)

i−2k−1 + d
(k−1)
i

5. end i
6. end k

4.3.4 Second-order linear recurrences

Consider the second-order linear recurrence

xi = ai + bi−2xi−1 + ci−2xi−2, i = 3, . . . , n; x1 = a1, x2 = a2.

It can be rewritten in the first-order form for matrix and vectors as follows
(
xi
xi+1

)

=

(
0

ai+1

)

+

(
0 1
ci−1 bi−1

)(
xi−1

xi

)

, i = 2, . . . , n− 1 (4.3.441)

and initialized by
(
x1
x2

)

=

(
a1
a2

)

. (4.3.442)

4.3.5 Recursive doubling for solving tridiagonal systems of linear equations

Consider the system of linear equations

Ax = y (4.3.543)

with a tridiagonal matrix with its entries denoted as follows

A =













b1 c1
a2 b2 c2

. . . . . . . . .
ai bi ci

. . . . . . . . .
an−1 bn−1 cn−1

an bn













(4.3.544)
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A standard way to solve the system is based on the LU factorization. If the matrix is
symmetric and positive definite or diagonally dominant, no pivoting is necessary and this is
the case that we consider here. A drawback is that this approach is inherently sequential.
An approach that is more suitable to be parallelized is based on the method of recursive
doubling. The idea of this approach is to divide the computation repeatedly into two
separate computations Here the separation is based on repeated separation of variables into
the groups with odd and even indices. Let us express the solution components xi−1 and
xi+1 for i = 3, . . . , n− 2 as follows

xi−1 =
yi−1

bi−1
− ai−1

bi−1
xi−2 −

ci−1

bi−1
xi,

xi+1 =
yi+1

bi+1
− ai+1

bi+1
xi −

ci+1

bi+1
xi+2

and insert these expressions into the i-th equation

aixi−1 + bixi + cixi−1 = yi (4.3.545)

we get the new equation

a
(1)
i xi−2 + b

(1)
i xi + c

(1)
i xi+2 = y

(1)
i . (4.3.546)

The corresponding coefficients used here are given by

a
(1)
i = α

(1)
i ai−1

b
(1)
i = bi + α

(1)
i ci−1 + β

(1)
i ai+1

c
(1)
i = β

(1)
i ci+1

y
(1)
i = yi + α

(1)
i yi−1 + β

(1)
i yi+1

α
(1)
i = −ai/bi−1

β
(1)
i = −ci/bi+1

with appropriate modifications for i = 1, 2, n− 1, n. Namely, for these indices we have

b
(1)
1 = b1 + β

(1)
1 a2, y

(1)
1 = y1 + β

(1)
1 y2

b(1)n = bn + α(1)
n cn−1, y

(1)
n = bn + α(1)

n yn−1

a
(1)
1 = 0, a

(1)
2 = 0, c

(1)
n−1 = 0, c(1)n = 0

Expressing this in the matrix form we get the system of linear equations

A(1)x = y(1), (4.3.547)

where

A(1) =

















b
(1)
1 0 c

(1)
1

0 b
(1)
2 0 c

(1)
2

a
(1)
3 0 b

(1)
3

. . . c
(1)
3

. . .
. . .

. . .
. . .

. . .

a
(1)
n−2

. . .
. . .

. . . c
(1)
n−2

a
(1)
n−1 0 b

(1)
n−1 0

a
(1)
n 0 b

(1)
n

















(4.3.548)
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Structure of A(1) reveals that the components corresponding to odd and even rows and
columns, respectively, are decoupled. This would be clear if this matrix is permuted as we
will show later.

Without permutation, the substitution has moved subdiagonals outside the main diagonal
by 1 ≡ 20. Repeating the substitution for a general equation of the transformed system we
get

a
(2)
i xi−4 + b

(2)
i xi + c

(2)
i xi+4 = y

(2)
i . (4.3.549)

The system matrix is then considering special cases for the first four and the last four rows
as follows

A(2) =






























b
(2)
1 0 0 0 c

(2)
1

0 b
(2)
2

. . .
. . .

. . . c
(2)
2

0
. . . b

(2)
3

. . .
. . .

. . . c
(2)
3

0
. . .

. . . b
(2)
4

. . .
. . .

. . . c
(2)
4

a
(2)
5

. . .
. . .

. . . b
(2)
5

. . .
. . .

. . . c
(2)
5

. . .
. . .

. . .
. . .

. . .
. . .

. . .
. . .

. . .

a
(2)
n−4

. . .
. . .

. . .
. . .

. . .
. . .

. . . c
(2)
n−4

a
(2)
n−3

. . .
. . .

. . .
. . .

. . .
. . . 0

a
(2)
n−2

. . .
. . .

. . .
. . .

. . . 0

a
(2)
n−1

. . .
. . .

. . . b
(2)
n−1 0

a
(2)
n 0 0 0 b

(2)
n






























. (4.3.550)

If we repeat the substitutions, the step k considers the equations with variables

i− 2k−1, i, i+ 2k−1 (4.3.551)

with appropriate modifications for the indices outside 1, . . . , n. The i − 2k−1-th equation is
used to eliminate the variable xi−2k−1 from the i-th equation and the i+ 2k−1-th equation is
used to eliminate the variable xi+2k−1 from the i-th equation. The resulting i-th equation is
then

a
(k)
i xi−2k + b

(k)
i xi + c

(k)
i xi+2k . (4.3.552)

As a result, the subdiagonals will be transferred 2k − 1 steps away from the main diagonal.
Let us consider without loss of generality that n is a power of 2. After log2 n steps the matrix
A(log2 n) is diagonal and we can compute all components of the solution from

xi = y
(log2 n)
i /b

(log2 n)
i . (4.3.553)

Dependencies in the computation are schematically described in the following figure for

i = 8, k = 3. (4.3.554)
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The whole computation needs N = log2 n sequential steps. Considering the scheme of
dependencies and resulting communication and computation, we can see, that the computa-
tional complexity is excessive.

4.3.6 Cyclic reduction

Consider again that n is power of 2. This algorithm is a more efficient variant of the recursive
doubling procedure that computes just the values

a
(k)
i , b

(k)
i , c

(k)
i , y

(k)
i , k = 1, . . . , log2 n, i = 2k, . . . , n step 2k. (4.3.655)

Note that this means that we compute the coefficients and right-hand side components q, (q =
a, b, c, y) as in the fan-in algorithm from parallelizing the linear recurrences.

q
(1)
2 , q

(1)
4 , q

(1)
6 , . . . q

(1)
n

q
(2)
4 , q

(2)
8 , . . . q

(2)
n

q
(3)
8 , . . . q

(3)
n

. . . . . .

q
(log2 n)
n

In order to compute the values at some level, necessary components from the previous
level are always available. In the last level (log2 n) we have only on equation for xn. Up to
now the scheme is the same as in the recursive doubling. To get the other components
we need additional substitutions but we do not need to use the full cascadic approach.
In particular, we compute the values xi for i = 2k, . . . , n with step 2k+1 for

k = log2 n, . . . , 0, and i = 2k, . . . , n step 2k+1 (4.3.656)

from the equation

a
(k)
i xi−2k + b

(k)
i xi + c

(k)
i xi+2k . (4.3.657)
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That is, we use the relation

xi =
y
(k)
i − a

(k)
i xi−2k − c(k)i xi+2k

b
(k)
i

. (4.3.658)

In the first step we get xn, in the last step for k = 0 we get all the odd components. This
type of algorithm is called fan-out. The dependencies in the computation are schematically
shown for

i = 8, k = 4, (4.3.659)

where we compute for

• k = log2 n ≡ 3: x8

• k = log2 n− 1 ≡ 2: x4

• k = log2 n− 2 ≡ 1: x2, x6

• k = log2 n− 3 ≡ 0: x1, x3, x5, x7

1

3

5

7

2

6

4

8

As above, overall number of steps is proportional to log2 n and the amount of computation
is the same as when based on the LU factorization. The basic idea can be depicted also
schematically using the matrix structure and the even-odd permutation of rows/columns
of the system matrix.

A =













b1 c1
a2 b2 c2

a3 b3 c3
a4 b4 c4

a5 b5 c5
a6 b6 c6

a7 b7













Note that the odd-even permutation P is given by
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P (1, 2, ..., n)T = (1, 3, ..., |2, 4, ...)T (4.3.660)

The permuted matrix is

P TAP =













b1 c1
b3 a3 c3

b5 a5 c5
b7 a7

a2 c2 b2
a4 c4 b4

a6 c6 b6













After one step of the fan-in of block partial factorization based on the odd-indexed un-
knowns we get













1
1

1
1

l1 m1 1
l2 m2 1

l3 m3 1

























b1 c1
b3 a3 c3

b5 a5 c5
b7 a7

b̄1 c̄1
ā2 b̄2 c̄2

ā3 b̄3













(4.3.661)

Similarly, as above. The backward step keep computation of variables with odd indices to
the last step. While the approach is more vectorizable and parallelizable than the standard
approach it may result in the worse cache treatment.

4.3.7 Parallel prefix operation

The parallel prefix operation is standard general framework in which we can represent
a wide spectrum of recurrent computations. The idea hidden inside is the same as in the
recursive doubling and cyclic reduction. Consider a general associative operation ♥. The
prefix operation of the length n is casted as follows.

y0 = x0

y1 = x0♥x1
. . .

yn = x0♥x1 . . .♥xn

It is easy to see that all partial prefix results y0, y1, . . . , yn can be computed sequentially
in O(n) operations. Consider parallel prefix computation where we assume that n = 2log2 n.
We will show both passes, fan-in and fan-out. Computing yn can be performed, as above,
using the fan-in reduction based as follows.
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Algorithm 4.5 First pass of the parallel prefix operation

1. for k = 0, . . . , log2 n− 1 do
2. for j = 1, . . . , 2log2 n−k−1 step 2k do in parallel
3. yj×2k+1−1 = yj×2k+1−1♥yj×2k+1−2k−1

4. end j
5. end k

The following figure demonstrates the three steps of the first pass of the parallel prefix
operation for n = 23.

0:7

0 1 2 3 4 5 6 7

0:1 2:3 4:5 6:7

0:3 4:7

Second pass is a top-down computation of all the remaining sums.

0:7

0 1 2 3 4 5 6 7

0:1 2:3 4:5 6:7

0:3 4:7

0:5

0:60:40:2

Let us demonstrate the scheme once more for n = 24.

0 : 1 2 : 3 4 : 5 6 : 7 8 : 9 10 : 11 12 : 13 14 : 15
0 : 3 4 : 7 8 : 11 12 : 15

0 : 7 8 : 15
0 : 15
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0 : 11
0 : 5 0 : 9 0 : 13

0 : 2 0 : 4 0 : 6 0 : 8 0 : 10 0 : 12 0 : 14

While the first pass of the prefix operation is just a fan-in, the second pass is less straight-
forward and corresponds to the second step of the cyclic reduction. Consider the following
algorithmic scheme that does both passes. The algorithm is here for the purpose of demon-
stration and it is not optimized. We use the two 2D arrays startp and stopp. Each line
contains at its first positions starting points of indices and ending points of indices. For ex-
ample, if startp(x, y) = i and stopp(x, y) = j this means that at the corresponding position
(x, y) we have computed a partial sum xi, . . . , xj .

Algorithm 4.6 Input: n = 2log2 n

Output: Prefix scheme showing the way to combine efficiently partial sums of x1, . . . , xn.

1. startp=zeros(2 ∗ log2 n,n)
2. stopp=zeros(2 ∗ log2 n,n)
3. ind=n
4. startp(1,1:n)=(0:n-1)
5. stopp(1,1:n)=(0:n-1)
6. for i = 1 : log2 n do
7. ind = ind/2
8. k = 1
9. for j=1:ind do
10. startp(i+ 1, j) = startp(i, k)
11. stopp(i+ 1, j) = stopp(i, k + 1)
12. k=k+2
13. end do
14. end do
15. for i=level:-1:2 do
16. k = (n− (stopp(i, 1) + 1))/2(i−1)

17. for j = 1 : 2 ∗ k + 1
18. startp(log2 n+ log2 n− i+ 2, j) = startp(i, 1)
19. stopp(log2 n+ log2 n− i+ 2, j) = stopp(i− 1, j + 1)
20. end
21. end do

Parallelizing the procedure can be summarized by one fan-in and one fan-out pass. This
results in O(log2 n) parallel steps.

Once the prefix operation is standardized, it can be used to evaluate known problems
in parallel similarly to the previously mentioned linear recursions.

Algorithm 4.7 Parallelizing linear recursion zi+1 = aizi + bi exploiting the parallel prefix
(PP) computation

1. Compute pi = a0 . . . ai using PP with ♥ ≡ .
2. for i = 1, . . . , n in parallel do
3. βi = bi/pi

68



4. end i
5. Compute si = β0 + . . .+ βi using PP with ♥ ≡ +
6. for i = 1, . . . , n in parallel do
7. zi = sipi−1

8. end i

4.3.8 Recursive doubling technique for polynomials

Consider polynomials in real of complex variable x. Standard evaluation of polynomials is
based on the efficient Horner’s rule that is based on the following bracketing

p(x) = a0 + a1x+ a2x
2 + a3x

3 + · · ·+ anx
n

p(x) = a0 + x(a1 + x(a2 + · · ·+ x(an−1 + anx)))

The evaluation is given in the following algorithm.

Algorithm 4.8 Horner’s polynomial evaluation p(x) ≡ p(n)(x) in x ∈ R.

1. p(0)(x) = an
2. for k = 1, . . . , n do
3. p(k)(x) = an−k + xp(k−1)(x)
4. end i

This scheme is recursive and non-vectorizable/non-parallelizable although some its trans-
formations result in less multiplications (Knuth, 1962, 1988). A way to parallelize the eval-
uation has been proposed by Estrin (1960). This numerical evaluation is based on finding

subexpressions of the type (α+ βx) and x2
k

. Let us rewrite a few members of a sequence of
partially evaluated polynomials as follows.

p(3)(x) = (a0 + a1x) + (a2 + a3x)x
2

p(4)(x) = (a0 + a1x) + (a2 + a3x)x
2 + a4x

4

p(5)(x) = (a0 + a1x) + (a2 + a3x)x
2 + (a4 + a5x)x

4

p(6)(x) = (a0 + a1x) + (a2 + a3x)x
2 + ((a4 + a5x) + a6x

2)x4

p(7)(x) = (a0 + a1x) + (a2 + a3x)x
2 + ((a4 + a5x) + (a6 + a7x)x

2)x4

We can see that the computation is repeatedly divided into more separate tasks that can be
executed in parallel. An example evaluation for a polynomial of degree 7 is given below.

Example 4.1 Example use of the Estrin’s method to evaluate a polynomial of degree 7

1. do (in parallel)
2. x(1) = x2

3. a
(1)
3 = a7x+ a6

4. a
(1)
2 = a5x+ a4

5. a
(1)
1 = a3x+ a2
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6. a
(1)
0 = a1x+ a0

7. end do
8. do (in parallel)
9. x(2) = (x(1))2

10. a
(2)
1 = a

(1)
3 x(1) + a

(1)
2

11. a
(2)
0 = a

(1)
1 x(1) + a

(1)
0

12. end do
13. Set p(x) = a

(2)
1 x(2) + a

(2)
0

4.3.9 Polynomial evaluation, discrete and fast Fourier transform (DFT, FFT)

Consider evaluation of the polynomial

A(x) =
n−1∑

j=0

ajx
j , (4.3.962)

where a0, . . . an−1 are generally complex coefficients representing the polynomial. Here we
are interested in the special case where x represents powers of the complex root of unity.
Assume for simplicity that

n = 2m

for some integer m ≥ 0. This includes also the trivial case m = 0. Discrete Fourier
transform (DFT) is a linear transform that evaluates the following polynomial

yk = A(ωk
n) =

n−1∑

j=0

ajω
kj
n , k = 0, . . . , n− 1.

Here
ωn = e2πi/n ≡ cos(2π/n) + i sin(2π/n) (4.3.963)

is the complex root of unity. The practical purpose of DFT is to convert a finite sequence of
equally-spaced samples of a function into a sequence of samples of a complex-valued function
of frequency. Clearly, standard computation needs O(n2) operations since apparently O(n2)
different powers of ωn are needed and the DFT can be expressed just as matrix-vector mul-
tiplication. But the DFT polynomials can be computed faster exploiting specific properties
of its arguments. This is called fast Fourier transform (FFT). It achieves O(n logn)
complexity and it is based on the recurrent strategy that we explain here.

4.3.9.0.1 The basic principle of FFT The basic idea behind FFT is to split the
coefficients of A into the even-indexed and the odd-indexed ones. Consider the polynomial
(??) in x and define

A[0](x) = a0 + a2x+ a4x
2 + . . .+ an−2x

n/2−1

A[1](x) = a1 + a3x+ a5x
2 + . . .+ an−1x

n/2−1

having then
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A(x) = A[0](x2) + xA[1](x2)

expressed via polynomials in x2, each having only a half of the terms. That is, it is enough
to evaluate the polynomials A[0](x2), A[1](x2) and combine them together.

4.3.9.1 Properties of the complex roots of the unity Let us remind some properties
of the complex roots of the unity.

• ωn
n = ω0

n = 1, ωj
nωk

n = ωj+k
n .

• ω
n/2
n = −1; ωk+n/2

n = −ωk
n

• The property ωdk
dn = ωk

n is sometimes called the cancellation lemma having the fol-
lowing one-liner proof

ωdk
dn = (e2πi/dn)dk = (e2πi/n)k = ωk

n.

• The following property (n > 0, even) is called the halving property and it is crucial
for our purposes

(ω0
n)

2, (ω1
n)

2, . . . , (ωn/2−1
n )2, (ωn/2

n )2 . . . , (ωn−1
n )2

= ω0
n/2, ω

1
n/2, . . . , ω

n/2−1
n/2 , ω

n/2
n/2, . . . , ω

n−1
n/2

= ω0
n/2, ω

1
n/2, . . . , ω

n/2−1
n/2 , ω0

n/2, . . . , ω
n/2−1
n/2

We can see this from the relations

(ωk
n)

2 = ω2k
n = ωk

n/2

(ωk+n/2
n )2 = ω2k+n

n = ω2k
n ω

n
n = ω2k

n . 1 = ω2k
n = ωk

n/2.

This means that the polynomial evaluation problem reduces to evaluating two poly-
nomials at the n/2 points of the (n/2)-th complex roots of unity.

4.3.9.2 Schematic description of the recurrent relations in the FFT computa-

tion The recurrent FFT algorithm assembles the value of the polynomial A(ωk
n) using the

dependency casted as

Recurrence in the FFT transform for n = 8

(a0, a1, a2, a3, a4, a5, a6, a7)
(a0, a2, a4, a6) (a1, a3, a5, a7)

(a0, a4) (a2, a6) (a1, a5) (a3, a7)
(a0) (a4) (a2) (a6) (a1) (a5) (a3) (a7)

71



4.3.9.3 The recursive implementation of FFT FFT can be implemented recursively
or non-recursively using an explicit stack. The recursive algorithm follows. The value n inside
is the length of the sequence of the input coefficients with n = 2m as assumed above.

Algorithm 4.9 Recursive Fast Fourier Transform (FFT)

procedure RFFT(a) [ a = (a0, a1, . . . an−1) ]
1. n = length of a
2. if n == 1 return a
3. Set ωn = e2πi/n, ω = 1
4. a[0] = (a0, a2, . . . , an−2) [ even coefficients ]
5. a[1] = (a1, a3, . . . , an−1) [ odd coefficients ]

6. y[0] = RFFT (a[0]) [gets y
[0]
k = A[0](ωk

n/2) ≡ A[0](ω2k
n ), k = 0, . . . , n/2− 1]

7. y[1] = RFFT (a[1]) [gets y
[1]
k = A[1](ωk

n/2) ≡ A[1](ω2k
n ), k = 0, . . . , n/2− 1]

explanation of the following loop: compose y from the vectors of the previous level
8 for k = 0, . . . , n/2− 1 step 1 do

9. yk = y
[0]
k + ωy

[1]
k

explanation: yk = A(ωk
n) = A[0](ω2k

n ) + ωk
nA

[1](ω2k
n )

At this moment, ω = ωk
n and the squares ω2k

n are computed as ωk
n/2

10. yk+n/2 = y
[0]
k − ωy

[1]
k

explanation: −ω = ω
k+n/2
n

explanation: yk+n/2 = A(ω
k+n/2
n ) = A[0](ω2k+n

n ) + ω
k+n/2
n A[1](ω2k+n

n )

= A[0](ω2k
n ) + ω

k+n/2
n A[1](ω2k

n ) = y
[0]
k + ω

k+n/2
n y

[1]
k

= y
[0]
k + ω

k+n/2
n y

[1]
k

= y
[0]
k − ωk

ny
[1]
k .

11. ω = ωωn

12. end
13. return y [of the length of the input]

Operation count for the FFT is given by

T (n) = 2T (n/2) + Θ(n) = Θ(n log n).

A non-recursive algorithm (with explicit stack) is possible as well. The basic scheme can be
generalized for general n and can be efficiently implemented. For example, the order of the
coefficients in the leaves of the computational scheme (see above) can be determined by a
bit-reversal permutation.

4.3.9.4 Inverse FFT Rewriting the DFT in the matrix form, it is easy to see that the
inverse linear transform can be computed fast as well. Namely, if we write DFT in the
form
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y1
y2
...

yn−1
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1 1 1 . . . 1
1 ωn ω2

n . . . ωn−1
n

1 ω2
n ω4

n . . . ω
2(n−1)
n

...
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... . . .
...

1 ωn−1
n ω

2(n−1)
n . . . ω

(n−1)(n−1)
n




















a0
a1
a2
...

an−1










≡Wna. (4.3.964)

Then

y =Wna↔ a =W−1
n y

and we can see that

(W−1
n )jk = ω−kj

n /n.

4.4 Highly parallel operations with Monte Carlo methods

Monte Carlo (MC) methods represent a class of computational methods that based on re-
peated independent and random sampling. The work can be often split among more parallel
processes. One standard example where MC can be used is numerical integration. We give an
example in one dimension although in this case there are typically more accurate procedures
than MC. Consider the integration over a bounded interval

F =

∫ b

a
f(x)dx. (4.4.065)

The result can be “well” approximated by

F = (b− a)Ef ≈ (b− a) 1
n

n∑

i=1

f(xi)

if all the variables xi, i = 1, . . . , n are random numbers from the interval that are uniformly
distributed. In the notation we have used the expectation value Ef of the function f in the
interval.

If a random number generator can generate such numbers (samples) in parallel or if the
parallel computation of the functional values is more significant with respect to generating
these numbers, the process can achieve significant speedups even on highly parallel computer
architectures. The simple one-dimensional integration can be generalized to more dimension
as well as to integrate over infinite ranges via appropriate transformations. An example of
the use of MC is the following computation of the constant π.

4.4.1 MC computation of π

Consider a unit square with an inscribed circle. The ratio R of the area of the circle S with
respect to the area of the square is given by

R ≈ π12

22
=
π

4

The following algorithm can be thus used to compute π.
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Algorithm 4.10 MC computation of π
Input: Number of samples nsample. Generator of random points in the unit square.
Output: Approximate value of π.

1. for i = 1 : nsample do in parallel
2. choose a random point in the square
3. end do
4. count the ratio R of the number of random points inside the circle over the nsample.
5. return π ≈ 4×R

5 Parallel operations with dense vectors and matrices

This section is devoted to basic models of parallel computation with vectors and matrices.
Here we consider different variations of data decomposition. In the models we discuss
their computation and communication operations and discuss asymptotic behavior of
their combination. An assumption behind this is that it does have sense. For example,
if the problem of communication latency is sufficiently solved. Consequently, the derived
simplified analysis of selected cases gives only a rough idea how different schemes could work.
Nevertheless, the simplified analysis can still guide the choice of implementation. Before
discussing individual cases let us introduce some new notation and discuss some assumptions.
It the description we will use both the explicit notation of timings as well as the standard
Θ(.) and O(.) notation.

5.1 Measuring communication and computation

In the following we will distinguish two basic concepts in timing of parallel computations
that will measure the computational cost. Remind that in case the operations take similar
time, the parallel time Tpar is proportional to the number of parallel steps. Process time
or work time denote by Tpr we will define by

Tpr = Θ(p Tpar). (5.1.066)

We say that an algorithm is cost-optimal if the process time is proportional to the sequential
time, that is, if

Tpr = Θ(Tseq). (5.1.067)

In order to derive approximate cost measures of some parallel algorithms we need to use
tentative communication costs for some basic communication operations. Of course,
they can be very different for different computer interconnects and different routing and
switching. For evaluations related to realistic contemporary computer architectures we need
to use an assumption on these. As for the interconnect, we assume that the architecture can
embed a hypercube commmunication interconnect with the hypercube with p = 2d nodes. In
this case we can use the timing models for basic communication operations. described in the
following text.

5.1.1 One-to-all broadcast

This operation for the hypercube interconnect results in the following parallel time [?]

Tpar = min((Tclatency +mTword) log2 p, 2(Tclatency log2 p+mTword)), (5.1.168)
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where Tclatency denotes the communication latency. Since our discussion on the computational
complexity serves mainly to show derivation of the estimates, we will use the parallel time in
the form

Tpar = (Tclatency +mTword) log2 p. (5.1.169)

Another reason for this simplification is that the assumption on the hypercube interconnect
is idealized as well. Moreover, note the complexity assumes log2 p simple point-point message
transfers and this can be again influenced by switching and routing. The packet routing
where we consider message splitting makes the tentative timings again different. Here, for
example, it is possible to show that approximately

Tpar = 2Tclatency log2 p+mTword, (5.1.170)

and this is another reason for fixing the communication complexity somehow as we did here.

5.1.2 All-reduce

Similarly as in the previous case, the parallel time we will express by

Tpar = Tclatency log2 p+mTword log2 p. (5.1.271)

5.1.3 All-to-all broadcast and all-to-all reduction

This operation complexity we will assume in the form

Tpar = Tclatency log2 p+mTword(p− 1). (5.1.372)

Here the communication time is asymptotically very similar also for the other models of
interconnects if properly implemented. The reason is that the term

mTword(p− 1) (5.1.373)

can be considered as lower bound for all multiprocessors that can communicate using only
one of its link at a time since each of the processors should receive m(p − 1) amount of
data. Nevertheless, note that we neither discuss models with simultaneous communication
of more links nor we discuss specific splitting of messages.

5.1.4 Personalized reduction operations scatter and gather

Similarly, we will use
Tpar = Tclatency log2 p+mTword(p− 1). (5.1.474)

The time Tword to transfer a word is an indicator of the available bandwidth. In
practice, we use it to count, e.g., number of transferred numbers that can be composed from
more individual storage units called words. Also note that the reduction operations contain
also some arithmetic operations (addition, maximum, etc.). Time Tflop needed for this
is typically dominated by the actual communication and it is not necessary consider exact
type of the operation in this case and count the time for the operations.

Next we will describe some simple examples of parallel computations that can be easily
done on shared-memory machines and combine computation and communication complexi-
ties. Note that such formula combination approaches reality only if the computational tools
are able efficiently balance (typically slow) communication timings with (fast) computational
timings using some mechanisms described above.
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5.2 AXPY operation

Consider the AXPY operation for x, y ∈ Rn, α ∈ R in the following notation.

y = αx+ y (5.2.075)

Assume its computation using p processors that can work concurrently and 1D block decom-
position of the vectors to the processors. Each processor owns a block of n/p numbers from
both x and y. We then have

Sequential time : Tseq = 2n Tflop

Parallel time : Tpar = 2(n/p) Tflop

Consequently, the speedup is

S = Tseq/Tpar = p

The operation is straightforward but it is not very computational intensive as one could see
from the ratio ops/comm discussed above. Note that here we do not take into account such
enhancements as, for example, very natural fused multiply-add.

5.3 Dot product

Consider a dot product operation for x, y ∈ Rn.

α = xT y (5.3.076)

As above, assume p processors that can work concurrently and 1D block decomposition of
the vectors to the processors. Clearly, we get

Sequential time : Tseq = (2n− 1) Tflop ≈ 2n Tflop

Parallel time : Tpar ≈ 2n/p Tflop + Treduce ≡ 2n/p Tflop + (Tclatency + 1× Tword) log2 p

The speedup is

S = Tseq/Tpar ≈
2nTflop

2n/p Tflop + (Tclatency + Tword) log2 p

=
p Tflop

Tflop + (Tclatency + Tword)p log2 p/(2n)

=
p

1 + p log2 p/(2n) × (Tclatency + Tword)/Tflop
< p

Remind that typically Tclatency >> Tword holds.

5.4 Dense matrix-vector multiplication

The sequential multiplication can be casted as follows.
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Algorithm 5.1 A simple scheme for dense matrix-vector multiplication y = Ax, x, y ∈
Rn, A ∈ Rn×n.

1. for i = 1, . . . , n do
2. Set yi = 0
3. for j = 1, . . . , n do
4. yi = yi + aijxj
5. end j
6. end i

Sequential time complexity of the multiplication is

Tseq = Θ(n2). (5.4.077)

The parallel time and process time differ according to the considered decompositions. We
will discuss parallel computations using rowwise 1D and 2D decompositions considering their
block versions as well.

5.5 Rowwise 1D partitioning: dense matvec

Distribution: In the initial distribution one row is owned by one processor (n = p), each
processor contains only one vector component. Similarly for the output vector. Schematically
the scheme is as follows

P0

P1

P2

P3

P4

P5

x0

x1

x2

x3

x4

x5

y0

y1
y2
y3
y4
y5

Algorithm 5.2 Parallel dense matrix-vector multiplication y = Ax, rowwise 1D partitioning

1. Broadcast vector x (all-to-all communication)
2. do local row-column vector multiplication in parallel (keep the result distributed)

Broadcast all− to− all time : Tclatency log2 n+ Tword(n− 1)

: (all − to− all communication with the message size m = 1)

Multiplication time : (2n− 1) Tflop

: (local dot product between a row of A and x)

Parallel time : Tpar = (2n− 1)Tflop + Tclatency log2 n+ Tword(n− 1)

Process time : Tpr = Θ(n2)
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Consequently, the matrix-vector multiplication is cost optimal.

5.6 Block rowwise 1D partitioning: dense matvec y = Ax

Distribution: We have less processors than rows. In the initial distribution each processor
owns a block of n/p rows and a block component of x (vector with n/p components). Each
processor then provides one vector block of y with n/p components.

Algorithm 5.3 Parallel dense matrix-vector multiplication (block rowwise 1D partitioning)

1. Broadcast vector x
(all-to-all communication among p processors; messages of size n/p broadcasted)

2. do local block-row-column vector multiplication in parallel (keep the result distributed)

Sequential time : Tseq = Θ(n2)

Communication time : Tclatency log2 p+ (n/p)Tword (p− 1)

Multiplication : Tflop (2n− 1)n/p

: (local dot products between a row block and block part of x)

Parallel time : Tpar = Tflop n(2n− 1)/p+ Tclatency log2 p+ Tword (n/p)(p− 1)

Process time : Tpr = Tflop n(2n− 1) + Tclatency p log2 p+ Tword n(p− 1)

Consequently, this parallel matrix-vector multiplication is cost optimal for p = O(n).

5.7 2D partitioning: dense matvec

Distribution: Assume p = n2 processors in a 2D mesh n× n. Assume that the vector x is
in the last processor column, or aligned along the diagonal. Schematically we have

x0

x1

x2

x3

x4

x5

x0

x1
x2

x3

x4

x5

P0 P1 P2 P5

P6

P25

... ...

...

...

...

Algorithm 5.4 Parallel dense matrix-vector multiplication (block 2D partitioning)

1. Initial alignment of processors (standard initial phase)
(one-to-one communication – it can be done within the initial data distribution)

2. Vector distribution along processor columns - n parallel one-to-all broadcasts
3. Local scalar-multiplication
4. Assembling the result at one processor of each row - n parallel one-to-all reductions
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The alignment means that the vector components are communicated to some pro-
cessors that could redistribute them along the columns. The processors that own the
diagonal blocks often play this role.

Sequential time : Tseq = Θ(n2)

Alignment time : Θ(log2 n)

: (one− to− one communication along a column)

: sending data from initial places to “columns seeds′′)

Distribution in columns : (Tclatency + Tword) log2 n (one− to− all communication)
Multiplication : Tflop

Assembly along rows (reduction) : (Tclatency + Tword) log2 n

Parallel time : Tpar = Θ(log2 n)

Process time : Tpr = Θ(p log2 n) ≡ Θ(n2 log2 n)

The algorithm is apparently not cost optimal which means that the processors are not used
efficiently. On the other hand, the parallel run is fast.

5.8 Block 2D partitioning: dense matvec

Distribution: Assume p < n2 processors arranged in a 2D mesh
√
p × √p. The blocks

owned by the individual processors are square with dimensions n/
√
p.

Algorithm 5.5 Parallel dense matrix-vector multiplication (block 2D partitioning)

1. Initial alignment.
2. Vector distribution along processor columns -

√
p parallel one-to-all broadcasts

3. Local block multiplications
4. Assembling the result at one of processors in each row -

√
p parallel one-to-all reductions

Sequential time : Tseq = Θ(n2)

Alignment time : (Tclatency + Tword n/
√
p) log2

√
p

: (one− to− one with n/
√
p; can be actually smaller)

Distribution in columns : (Tclatency + Tword n/
√
p) log2

√
p

Multiplication : n/
√
p (2n/

√
p− 1)Tflop = Θ(n2/p)

Assembly along rows : (Tclatency + Tword n/
√
p) log2

√
p

: (reduction in a row)

Parallel time : Tpar ≈ 2Tflop n
2/p+ Tclatency log2 p+ Tword (n/

√
p) log2 p

Process time : Tpr = Θ(n2) + Θ(p log2 p) + Θ(n
√
p log2 p)
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The number of processors that can be used cost optimally can be derived as follows: Consid-
ering the last term in the expression for the process time we must have

√
p log2 p = O(n).

This gives

p log22 p = O(n2)

log2(p log
2
2 p) = O(log2(n

2))

log2 p+ 2 log2 log2 p ≈ log2 p = O(log2 n)

Substituting log2 p = O(log2 n) into p log
2
2 p = O(n2) we have the cost optimality if

p = O(n2/ log2 n)

In this case we can write

Tpr = Θ(n2) + Tclatency O(n2/ log2 n) + Tword O(n2).

Nevertheless, the assumption for the cost optimality is still rather strong.

5.9 Block 2D partitioning: simple dense matrix-matrix multiplication

Distribution: As above, we assume p < n2 processors in a 2D mesh
√
p × √p. Now the

blocks owned by the individual processors are square with dimensions n/
√
p. Consider the

dense matrix-matrix multiplication from Algorithm 3.24 that we repeat here as follows

Algorithm 5.6 Dense matrix-matrix multiplication
1. for i = 1, . . . ,

√
p do

2. for j = 1, . . . ,
√
p do

3. Cij = 0
4. for k = 1, . . . ,

√
p do

5. Cij = Cij +AikBkj

6. end k
7. end j
8. end i

P0 P1 P2 P5

P6

P25

... ...

...

...

...
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Sequential time : Tseq = Θ(n3)

Two broadcast steps : 2(Tclatency log2
√
p+ Tword(n

2/p)(
√
p− 1))

: all− to− all

: (
√
p concurrent broadcasts among groups of

√
p processes)

Multiplication : Blocks of dimension n/
√
p,
√
p− times :

: This gives :
√
p× (n/

√
p)2(2 (n/

√
p)− 1) Tflop = Θ(n3/p) Tflop

: The factor
√
p is here for the number of matmats

Parallel time : Tpar ≈ 2Tflop n
3/p+ Tclatency log2 p+ 2Tword n

2/
√
p

Process time : Tpr = Θ(n3) + Tclatencyp log2 p+ 2Tword n
2√p

Cost optimality is achieved for p = O(n2).

5.10 Cannon algorithm: local memory efficient dense matrix-matrix mul-
tiplication

This algorithm proposed in [?] replaces the traditional scheme of coarse interleaving of com-
munication and computation from Algorithm ?? by a finer scheme. It uses 2D distribution
using p processors, where p = k2 for some k > 1 and the standard form of updates given by

Cij =

√
p

∑

k=1

AikBkj (5.10.078)

The summation and communication are interleaved using the following rule that combines
the summation with cyclic block shifts

Cij =

√
p

∑

k=1

Ai,i+j+k−1mod
√
pBi+j+k−1mod

√
p,j . (5.10.079)

Consider the following example demonstrating the summations and cyclic shifts with 4×4
block matrices having square blocks. The 16 processors correspond to 2D partitioning of the
input matrices and the resulting matrix product C is partitioned in the same way. The
algorithm has to be initialized by the following initial alignment:

• Blocks in i-th row in matrix A are cyclically shifted left by i− 1 positions.

• Blocks in j-th column in matrix B are cyclically shifted up by j − 1 positions.

Computation is then performed in-place multiplying the blocks actually available at the
positions of the p = 16 = 4× 4 processors. Communication is then based on the cyclic shifts
of data according to (??). That is, blocks in A are after each multiply-add cyclically shifted
by one position left in its row and blocks in A by one position up in its column, see the
following demonstration.

• Original matrices

81









A11 A12 A13 A14

A21 A22 A23 A24

A31 A32 A33 A34

A41 A42 A43 A44













B11 B12 B13 B14

B21 B22 B23 B24

B31 B32 B33 B34

B41 B42 B43 B44







• Step 1: initial alignment







A11 A12 A13 A14

A22 A23 A24 A21

A33 A34 A31 A32

A44 A41 A42 A43













B11 B22 B33 B44

B21 B32 B43 B14

B31 B42 B13 B24

B41 B12 B23 B34







• Step 2: after first multiplication and communication







A12 A13 A14 A11

A23 A24 A21 A22

A34 A31 A32 A33

A41 A42 A43 A44













B21 B32 B43 B14

B31 B42 B13 B24

B41 B12 B23 B34

B11 B22 B33 B44







• Step 3: after the second numerical operation (multiplication and adding to the partially
formed block of C) and communication







A13 A14 A11 A12

A24 A21 A22 A23

A31 A32 A33 A34

A42 A43 A44 A41













B31 B42 B13 B24

B41 B12 B23 B34

B11 B22 B33 B44

B21 B32 B43 B14







To see the computation more closely, consider, for example, computation of the entry C23.
This entry is in the standard algorithm given by

C23 = A21B13 +A22B23 +A23B33 +A24B43. (5.10.080)

Observing the position (2, 3) in the depicted step we can see that after the first step we have
at this position the product of the residing blocks, that is

A24B43 (5.10.081)

After the second step we add to the partial product at this position the product

A21B13 (5.10.082)

and so on.
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Sequential time : Tseq = Θ(n3)

Communication (shift of a position) : 2(Tclatency + n2/p Tword)

: (two matrix blocks with n2/p numbers)

Communication (all shifts) : 2(Tclatency + n2/p Tword)
√
p

Communication (initial alignment) : the same order at most − neglected

: (only a few longer shifts)

Parallel time : Tpar = Tflop Θ(n
n√
p

n√
p
) + 2Tclatency

√
p+ 2Tword n

2/
√
p

: Tpar = Tflop Θ(n3/p) + 2Tclatency
√
p+ 2Tword n

2/
√
p

Process time : Tpr = Θ(n3) + Θ(p
√
p) + Θ(n2

√
p)

We can see that the parallel time and cost-optimality conditions are asymptotically the
same as above. Cannon algorithm can be generalized for multiplying rectangular matri-
ces. Generalizations to non-uniform block splitting and more general mappings to
processors are not straightforward and may be inefficient. On the other hand, the Cannon
algorithm is a memory-efficient version of the matrix-matrix multiplication in the sense
that it uses constant and predictable memory size for each processor.

There exist other similar approaches along this line. For example, the proposal by Dekel,
Nassimi, Sahni uses n3/ log n processes to get Θ(log n) parallel time (Dekel, Nassimi, Sahni).
This latter approach is also not cost optimal, but there exists also its cost optimal variant.

5.11 Scalable universal matrix multiply - SUMMA

This strategy is generally less efficient than the Cannon algorithm. At the same time, it is
much easier to generalize for non-uniform splittings and unstructured processor grids. It is
called SUMMA (Scalable Universal Matrix Multiply) [?] but the same algorithmic
principles have been proposed a couple of times independently. This is the the scheme used
inside the ScaLapack library. Assume that we have to form the matrix product C = AB such
that the all the involved matrices are distributed over a two-dimensional grid of processors

pr × pc.

The block entry Cij within the grid of processors can be formally written in the standard
way as

Cij =
(
Ai1 . . . Ai,pc

)






B1j
...

Bpr,j




 = ÃiB̃j (5.11.083)

where the blocks multiplied together should have compatible dimensions. Note that the
whole Ãi is assigned to the i-the row of processors and B̃j is assigned to the j-th column of
processors in the processor grid.

Assume now that the introduced block row Ãi and block column B̃j are split into k blocks
as follows

Ãi =
(
Ã1

i , . . . , Ã
k
i

)






B̃1
j
...

B̃k
j




 (5.11.084)
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Then we can equivalently write as a sum of outer products.

Cij =
k∑

l=1

Ãl
iB̃

l
j (5.11.085)

for i, j denoting row and column indices of the processor grid. Here k can be the column
dimension of A (equal to the row dimension of B) or another blocking using a smaller k can
be used.

The communication within the algorithm is based on broadcasts within the processor
rows and processor columns instead of the circular shifts used in the Cannon algorithm. And
these broadcasts can be efficiently implemented depending on the computational architec-
ture. Remind that the number of processors pr and pc can be generally different, but in the
schematic description below we use, for simplicity, uniform block size N (the same for rows
and columns). Moreover, the mapping of blocks to processing units using pr × pc grid of
processors can be rather general.

Algorithm 5.7 SUMMA parallel matrix-matrix multiplication
1. Set all Cij = 0
2. for l = 1, . . . , k do
3. for i = 1, . . . , pr do in parallel
4. One-to-all broadcast of Ãl

i to row block owners pi1, . . . , pipc as Atemp

5. end i
6. for j = 1, . . . , pc do in parallel
7. One-to-all broadcast of B̃l

j to column block owners p1j , . . . , pprj as Btemp

8. end j
9. Once data received, perform parallel add-multiply Cij = Cij +AtempBtemp

10. end l

The SUMMA algorithm sends more data (multiplied by a logarithmic term that corre-
sponds to the one-to-all communication among

√
p processors instead of the circular shifts)

than the Cannon algorithm but it is more flexible. If we assume that pr ≡ pc ≡
√
p as

well as that we multiply square matrices of dimensions n then the parallel time (with our
assumptions) is given by

Tpar ≈ 2n3/p Tflop + 2Tclatency
√
p log2 p+ 2Tword n

2/
√
p log2 p (5.11.086)

since each of the two (row and column) communication steps sends
√
p-times blocks of the

size n√
p × n√

p (along the rows as well as along the columns). This gives overall the message

size
√
p (

n√
p
)2 =

n2√
p
.

The latency corresponds to 2
√
p communication steps. There are more ways to make the

implementation more specific and more efficient but we will not discuss them here.

5.12 Gaussian elimination: kij, 1D decomposition

Consider p = n and 1D decomposition of the matrix A ∈ Rn×n by rows. The kij scheme of
the factorization/elimination is depicted below.
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active part

(k,k)

(i,k)

(k,j)

(i,j)

a(k,j)=a(k,j)/a(k,k)

a(i,j)=a(i,j)−a(i,k)*a(k,j)

Consider the approach where we interleave

• Operations on rows (row updates) and

• communication of the processed row (part of U) to all the other processors

Schematically can be this depicted as

1

10

0

0

0

0

0

0

0

0

0

0

0

0

1

10

0

0

0

0

0

0

0

0

0

0

0

0

1

1

10

0

0

0

0

0

0

0

0

0

0

0

0

1

Consider now the process costs.

Sequential time : Tseq = Tflop((2/3)n
3 +O(n2)) ≡ Θ(n3)

Communication of rows :

n−1∑

k=1

(Tclatency + Tword(n− k)) log2 n

: (one− to− all), row has n− k entries

: log2 n is an upper bound for the number of communication steps

Elimination : ≈ 3
n∑

k=1

(n− k) Tflop = 3n(n− 1)/2 Tflop

: (scaling, and multiply − add) = 3 operations for each entry

Parallel time : Tpar ≈ 3n(n− 1)/2 Tflop + Tclatency n log2 n+ Tword(n(n− 1)/2) log2 n

Process time : Tpr ≈ Θ(n3) + Θ(n2 log2 n) + Θ(n3 log2 n)

This implementation is not cost-optimal, since the process time is Θ(n3 logn).
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5.13 Pipelined Gaussian elimination: kij, 1D decomposition

The pipelined Gaussian elimination computes and communicates asynchronously. Consider
again p = n and 1D decomposition based on assigning a row to a processor. Each processor
repeatedly performs the following set of three operations on matrix rows.

Algorithm 5.8 Pipelined Gaussian elimination
1. if a processor has data used by other processors, it sends the data them
2. if a processor can has all data for a computation, it computes
3. otherwise the processor waits

The following figure demonstrates the process.

1 1 1

1 1 1

1

1

1

. . .

Sequential time : Tseq = Tflop((2/3)n
3 +O(n2)) ≡ Θ(n3)

Total number of steps : Θ(n)

: each processor either computes or communicates data

: with previous Θ(n) rows

: Each of these operations has O(n) cost

: −− communication of O(n) entries;

: −− division O(n) entries by a scalar;

: −− elimination step on O(n) entries

Parallel time : Tpar = Θ(n2)

Process time : Tpar = Θ(n3)

Note that the multipliers of the asymptotic complexity are not the same as in the
sequential case. Some processors will stay in any case idle. In practice, a partial solution is
to use 1D cyclic decomposition.
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It is also possible to use 2D distribution for the Gaussian elimination. This approach is
generally even more scalable. For example, for block 2-D partitioning we get the process
time

Tpr = Θ(n3/p) (5.13.087)

for p processors but we will not discuss this here.

A partial pivoting can be easily embedded into the standard parallel elimination based
on 1D partitioning explained above at the expense of O(n) search in each row. In case of
the pipelined approach, pivoting is strongly restricted. Weaker variants of pivoting may
lead to strong degradation of the numerical quality of the algorithm.

5.14 Solving triangular systems

Consider first the sequential algorithm

Algorithm 5.9 Sequential back-substitution for Ux = y, U = (uij) is unit upper triangular.

1. do k=n,1,-1
2. xi = yi
3. do i = k − 1, 1,−1
4. yi = yi − xkuik
5. end do
6. end do

Sequential complexity of the backward substitution is

Tseq = (n2/2 +O(n))Tflop.

Let us mention two possibilities of parallel implementation.

5.14.1 Rowwise block 1-D decomposition

Consider rowwise block 1-D decomposition with y decomposed accordingly. Rowwise block
has n/p rows. Back-substitution with pipelining results in the constant communication time
since the algorithm always

• either communicates one number (component of the solution)

• performing n/p flops.

All computational units work asynchronously in each of the n− 1 steps. Each of these steps
is dominated then by O(n/p) cost. Then

Parallel time : Tpar = Θ(n2/p)

Process time : Tpr = O(n2)

Apparently, the algorithm is cost-optimal.
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5.14.2 Block 2D decomposition

This decomposition is be better but it still does not lead to the cost optimality. If the block
2-D partitioning using the

√
p×√p grid of computational units,

√
p steps and the pipelined

communication we get the parallel time

Parallel time : Tpar = Θ(n2/
√
p) ≡ Θ((n/

√
p)× (n/

√
p)×√p)

:
√
p steps substitution costs (n/

√
p)× (n/

√
p)

Process time : Tpr = O(n2
√
p)

5.15 Extreme parallelism for solving linear algebraic systems

This algorithm has been proposed by Csanky [?], [?] to get a solution x of the system of linear
equations Ax = b. Consider regular A ∈ Rn×n and x ∈ Rn, b ∈ Rn and the following scheme
that exploits parallelism as much as possible without taking into account actual architectural
resources, interconnect and ways to hide latencies. Assume for simplicity that n = 2l for
some integer l ≥ 1.

Step 1: Compute powers of A: A2, A3, . . . An−1

• This computation can be done with the parallel prefix type procedure called repeated
squaring [?] that is a variation of the techniques outlined about. In particular, the
approach computes first A2, A4, etc. and then the remaining powers. This results in
two steps of logarithmic complexity.

• Each matrix-matrix multiplication has Θ(log2 n) complexity (all products rows and
columns are computed in parallel) and the logarithmic complexity is here because of
the reduction steps.

• Altogether Step 1 has Θ(log2 n) complexity.

Step 2: Compute traces sk = tr(Ak) of the powers.

• This is a straightforward computation with Θ(log2 n) complexity (just the reductions).

Step 3: Solve Newton identities for the coefficients ci of the characteristic polynomial.

• The approach is usually known as Fadeev-LeVerrier algorithm. Its derivation can be
found, for example, in [?].

• Consider the characteristic polynomial in λ in the form

det(λIn −A) = p(λ) =
n∑

k=0

ckλ
k (5.15.088)

• We know that cn = 1 and c0 = (−1)n detA. The remaining coefficients ci can be
computed by solving the following triangular system.
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• Scaled lower triangular matrix such that its diagonal is unit can be directly written as
follows. The scaling is denoted by changing si to ŝi.
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0 0 . . . ŝ1 1











Once more, schematically.

=

• Inverses of the elementary factors are obtained by changing the sign of their off-diagonal
entries. Explicit construction of the inverse of the triangular matrix needs to multiply
the individual inverses in the reversed order. This multiplication can be based on
parallel prefix algorithm and we obtain Θ(log22 n) complexity as in the Step 1.

Step 4: Compute the inverse using the Cayley-Hamilton theorem and evaluate the solution
by matrix/vector

A−1 =
An−1 + cn−1A

n−2 + . . .+ c1I

−c0

• The complexity of this step as well as of multiplying of the right-hand side to get the
solution is Θ(log2 n).

Unfortunately, the solver outlined above in the four steps is very unstable and not useful in
practice.
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5.16 Alternative parallel matrix-matrix multiplication may mean accuracy
problems.

• Consider the following two possibilities of matrix-matrix multiplication: standard versus
a proposal by Strassen [?]

C = AB, A,B,C ∈ R2k×2k

A =

(
A1,1 A1,2

A2,1 A2,2

)

, B =

(
B1,1 B1,2

B2,1 B2,2

)

, C =

(
C1,1 C1,2

C2,1 C2,2

)

, Ai,j , Bi,j , Ci,j ∈ R2k−1×2k−1

• Standard computation: 8 multiplications

C1,1 = A1,1B1,1 +A1,2B2,1

C1,2 = A1,1B1,2 +A1,2B2,2

C2,1 = A2,1B1,1 +A2,2B2,1

C2,2 = A2,1B1,2 +A2,2B2,2

• Computation according to Strassen:

M1 = (A1,1 +A2,2)(B1,1 +B2,2)

M2 = (A2,1 +A2,2)B1,1, M3 = A1,1(B1,2 −B2,2)

M4 = A2,2(B2,1 −B1,1), M5 = (A1,1 +A1,2)B2,2

M6 = (A2,1 −A1,1)(B1,1 +B1,2), M7 = (A1,2 −A2,2)(B2,1 +B2,2)

C1,1 = M1 +M4 −M5 +M7, C1,2 =M3 +M5

C2,1 = M2 +M4, C2,2 =M1 −M2 +M3 +M6

• Only 7 multiplications: this is what is important for the complexity

There are more ways to pad the matrices by zeros to apply the Strassen’s multiplication
hierarchically, even for matrices of more general dimensions. Also further asymptotical im-
provements have been later proposed.

Complexity of the Strassen’s algorithm is nlog2 7 ≈ n2,807 instead of nlog2 8 = n3. Accuracy
bounds of the classical multiplication and the Strassen’s one can be written as

|flconventional(AB)−AB| ≤ nǫ|A||B|

and

||flStrassen(AB)−AB||M ≤ f(n)ǫ||A||M ||B||M , f(n)approxO(n3.6),

respectively, where

||X||M = max
i,j
|xij |.

Clearly, the Strassen’s multiplication can be significantly more inaccurate, but appropriate
scaling can be used to improve the result [?].
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6 Sparse data decomposition: graph partitioning

Standard array-based decomposition schemes are often efficient in case of dense matrices, vec-
tors or regular (structured patterns). In general sparse case more sophisticated techniques
to decompose data are needed. Such techniques are called graph/hypergraph partition-
ing. Here we will consider some basic graph partitioning approaches. The goal of the graph
partitioning is to separate a given matrix or its structure (graph, hypergraph) into parts
of similar sizes having small sizes of graph interfaces that separate these parts. Here we
will discuss just partitioning of undirected graphs that represent models for structure of
symmetric matrices.

6.1 General aspects and simplifications

To simplify the explanation, we restrict ourselves here even more, namely considering just
bisections that cut a domain into two parts (not necessarily two components). To proceed
from bisections to more domains there are two possible ways.

• Either the bisection is applied recursively. Some approaches as the nested dissection
method that is mentioned later are based on this. Recursive bisection represents a
standard strategy although it is limited to getting the number of parts that is a power of
2. Simple generalizations as well as the recursive nature of the approach can significantly
deteriorate the partitioning quality.

• Another possibility is to partition a graph directly. There are some theoretically based
models that allow this.

The graph partitioning can be more sophisticated taking into account other graph properties.
For example, it can use weighted graphs that can take into account sizes of entries of
undelying matrices.

6.1.1 Separators

Interfaces separating the detached parts are called separators. A vertex or edge set is
called separator of a graph if its removal from the graph increases number of the graph
components. The former case is called the vertex separator and the latter the edge
separator. Note that the separator is sometimes defined more specifically for separating
chosen nonadjacent vertices.

There exist simple transformation procedures between the classes of edge and vertex.
Namely a vertex separator is obtained from an edge separator choosing all of its vertices,
Similarly, edge separator can be constructed from edges adjacent to a given vertex separator.
Nevertheless, such simple transformations are generally not advisable. There exist more
involved transformations such that the resulting separators are approximately optimal in
some sense.

As mentioned above, general optimality requirements often discussed in practical situa-
tions, for example, faced in parallel computing, is to find separators that

• balance the separated domains and

• they have as small as possible size where the size is measured by vertex/edge counts.
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Balancing the parts (domains) typically mean that the number of vertices in the separated
domains is roughly equal, but one can consider more sophisticated measures for the balance.
Note that in parallel computation the separators directly correspond to the demands on the
architecture interconnect.

6.1.2 Some theoretical results

Before discussing specific algorithms let us mention some related theoretical results. First,
the number of all possible partitions is very high. In particular, if |V | = n is even that this
number is given by

(
n
n/2

)

≈ 2n
√

2/πn (6.1.289)

Consequently, considering all possibilities is impossible in practice.
In some cases, it is easy to find a partitioning that is optimal in the sense mentioned

above. Consider a planar mesh as in the following figure with n = k × k for k = 7. There is
a vertex separator of optimal size having k =

√
n vertices that is also shown in the figure.

In more general 2D (planar) unstructured case we have the following theorem.

Theorem 6.1 Let G = (V,E) be a planar graph. Then there is a vertex separator S =
(VS , ES) which divides V into two disjoint sets V1 and V2 such that max(|V1|, |V2|) ≤ 2/3|V |
and |VS | = O(

√

|V |).

In case of more general graphs that include (under the concept of overlap graphs) also 3D
finite element grids there are separators with O(n(d−1)/d) edges for d-dimensional grids [?].
The following subsection shortly discuss some simple graph partitioning approaches roughly
following [?].
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6.2 Level structure algorithm

One of the simplest procedures to find the graph partitioning is the level structure algo-
rithm, see its explanation in [?]. The procedure is based on the breadth-first search (level
set search). The scheme for a graph G = (V,E) is schematically shown below.

Algorithm 6.1 Level structure algorithm

1. Iterative procedure to find a suitable starting point r for the algorithm
(This is so-called GPS algorithm that we do not explain here)

2. Perform the breadth-first search from r
3. Sort vertices by their levels (distances from r)
4. Choose as the separator the set Lj with the distance j from r such that the subgraphs

induced by V + (vertices with smaller distance from r than j ) and V − (vertices with
larger distance from r than j) are approximately balanced. See the explanation below.

The breadth-first search forms the so-called level structure [?] as an ordered set of subsets
of V .

L0 = {r}, L1 = Adj(L0) \ L0, . . . , Lk = Adj(Lk−1) \ Lk−1 (6.2.090)

such that
k⋃

i=0

Li = |V |,

and all the sets L0, . . . , Lk are nonempty. Size of the level set is k+1. Formally we can write

V + =

j−1
⋃

i=0

Li, V
− =

k⋃

i=j+1

Li. (6.2.091)

The Step 1 of the algorithm iteratively finds r that approximately minimizes k using the
GPS algorithm [?]. In graph terminology this procedure finds a pseudoperipheral vertex
of the graph G.

Having found r, first three steps of the breadth-first search in Algorithm ?? are demon-
strated in the following figures. The set of “dark” vertices correspond to the sorted vertices
in Step 3 of Algorithm ??.
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The level structure algorithm is a very simple way to find a vertex separator but it
often does not provide good results. Nevertheless, the algorithm can be considered as a
preprocessing step to partition a graph. The partitioning than can be improved using
other algorithms, e.g., by the KL algorithm described below.

6.3 Inertial algorithm

This algorithm considers graph vertices as points in 2D or three-dimensional (3D) space as-
suming also that vertex coordinates are available; see [?]. Its steps for graph partitioning
in two dimensions are schematically given below.

• Step 1: choose a line (analogy in 3D would be a plane)

Assume the line equation in the form

a(x− x0) + b(y − y0) = 0, a2 + b2 = 1.

Slope of this line is −a/b since we can write

(y − y0) = −a/b(x− x0).
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The line goes through the chosen point (x0, y0). Furthermore,

– (a, b) is the unit vector perpendicular to the line,

– and (−b, a) is the unit vector parallel to the line.

• Step 2: find projections of the points to this line (plane in 3D)

It can be shown that the distances ci of the nodes (xi, yi) from their projections to the
line are given by

ci = |a(xi − x0) + b(yi − y0)|.

• Step 3: compute distances di of the projections along the line (with respect to the point
(x0, y0) (line in 3D))

These distances di of these projections from (x0, y0) can be computed via the Pythagorean
theorem

d2i = (x− xi)2 + (y − yi)2 − c2i

to get

di = | − b(xi − x0) + a(yi − y0)|.

Another derivation and an exercise in analytic geometry is to deduce di directly from
the unit vectors parallel to the line.

• Step 4: Compute median of these distances and separate the nodes into the two groups

6.3.1 Line choice

The line in the 2D inertial algorithm is chosen such that it minimizes a sum of squares of
the projections c2i . A motivation for the choice can be deduced from the following figure.
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Large sum: bad choice (9 edges in the edge separator). Note that the separator is
perpendicular to the blue line.

Smaller sum: good choice (4 edges in the edge separator)

Expressing the sum we get (we could use directly the formula for ci but finding it is not
so transparent as using the quantities di)

n∑

i=1

c2i =
n∑

i=1

((xi − x0)2 + (yi − y0)2 − d2i )

=

n∑

i=1

[(xi − x0)2 + (yi − y0)2 − (−b(xi − x0) + a(yi − y0))2]

= a2
n∑

i=1

(xi − x0)2 + b2
n∑

i=1

(yi − y0)2 + 2ab
n∑

i=1

(xi − x0)(yi − y0)

=
(
a b

)
M

(
a
b

)

,

where M is defined as follows

M =

( ∑n
i=1(xi − x0)2

∑n
i=1(xi − x0)(yi − y0)∑n

i=1(xi − x0)(yi − y0)
∑n

i=1(yi − y0)2
)

(6.3.192)

Finding x0, y0, a and b (with a2 + b2 = 1) such that this quadratic form is minimized is the
total least squares problem. One can show that we get the minimum if

x0 =
1

n

n∑

i=1

xi, y0 =
1

n

n∑

i=1

yi (center of mass). (6.3.193)

96



and the vector

(
a
b

)

is normalized eigenvector corresponding to the minimum eigenvalue of

M . This approach naturally provides an edge separator.

Considering the points as mass units, the line considered as an axis of rotation should
minimize the moment of inertia among all possible lines. Hence the name of the approach.
This type of graph partitioning is simple and flexible. It may give better results than if the
separators would be just lines/planes parallel to coordinate directions. A disadvantage of
this approach is that it uses separation by a hyperplane. Better partitioning could be
obtained without this assumption.

6.4 Spectral partitioning

Define the Laplacian matrix first.

Definition The Laplacian matrix of an undirected unweighted graph G = (V,E) is L =
L(G) = ATA, where A is oriented incidence (edge by vertex) matrix of G.

Consider the following graph

1 2

3 4

5
Transpose AT (vertex by edge) of its oriented incidence matrix A is

AT =









−1 −1
1 −1

1 −1 −1
1 1 −1

1 1









The Laplacian (vertex by vertex symmetric matrix) is

L =









2 −1 −1
−1 2 −1
−1 3 −1 −1

−1 −1 3 −1
−1 −1 2









It is straightforward to see that nonzero entries of the Laplacian are given by

Lij =







deg(i) (i, j) ∈ E i = j
−1 (i, j) ∈ E, i 6= j
0 otherwise

Theorem 6.2 All eigenvalues of L = (lij) ∈ Rn×n are nonnegative. Moreover, L is singular.
Consequently, L is positive semidefinite.
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Proof From the Gershgorin circle theorem follows that every eigenvalue λj lie within a disc
centered in some lii. The eigenvalues of the symmetric matrix are real and the radii of the
discs are at most at the distance of their center from zero because

ri =
∑

j, lij 6=0

|lij |. (6.4.094)

Then all eigenvalues are greater or equal to zero. Moreover,

L






1
...
1




 = 0. (6.4.095)

This implies that L is positive semidefinite.
Nonnegativity of the eigenvalues of L is also visible from the quadratic form with the

Laplacian L of G = (V,E). This form can be written due to its relation to the graph
incidence matrix as

xTLx = xTATAx =
∑

{i,j}∈E
(xi − xj)2. (6.4.096)

Theorem 6.3 Multiplicity of the zero eigenvalue of the Laplacian L ∈ Rn×n of the graph
G = (V,E) is equal the number of the connected components of G.

Proof L is symmetric and thus diagonalizable. Then the multiplicity of zero as a root of
the characteristic polynomial is equal to the dimension of its nullspace. Suppose that x
is a normalized eigenvector corresponding to the zero eigenvalue. That is, Lx = 0. Since
L = ATA this implies that Ax = 0 and this implies that for adjacent vertices i and j of V
must be xi = xj whenever they are adjacent since A is the edge by vertex matrix. This means
that xi = xj if there is a path between i and j that is, whenever i and j are in the same
component of G. Consider the components of G and their characteristic vectors. Clearly,
they are independent and they form the basis of the nullspace of L.

Clearly, the Laplacian of a graph G = (V,E), |V | = n has only one zero eigenvalue if
and only if G is connected.

Observation 6.4 The eigenvector corresponding to the zero eigenvalue of the Laplacian L ∈
Rn×n of the connected graph is x = (1, . . . , 1)T /

√
n.

This implies that the second smallest eigenvalue of L is nonzero. If we denote this
eigenvalue by µ, we get directly from the Courant-Fischer theorem the following relation

µ = min{xTLx | x ∈ IRn ∧ xTx = 1 ∧ xT (1, . . . , 1)T = 0}. (6.4.097)

A question is how this eigenvector x(µ) for the eigenvalue µ, often called the Fiedler vector,
can be approximated. Consider the following example that motivates such approximation.

Example 6.5 Consider a graph (V,E) with even |V | chosen as V = {1, . . . , n}. Let V be
partitioned into V + and V − of the same size. Consider the vector x ∈ Rn with xi = 1 for
i ∈ V + and xi = −1 otherwise. Then the number of edges that connect V + and V − is equal
to 1/4xTL(G)x.
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Proof We can write

xTL(G)x =
∑

(i,j)∈E
(xi − xj)2 =

∑

(i,j)∈E, i∈V +, j∈V −

(xi − xj)2 =

= 4 ∗ number of edges between V + and V − (6.4.098)

since the quadratic terms contribute by 4 if the nodes of an edge are from different sets and
0 otherwise.

Consequently, the graph bisection problem for a graph with even number of nodes can be
casted as

Minimize f(x) =
1

4
xTLx

subject to x ∈ {±1}n
xT (1, . . . , 1)T = 0.

This represents a discrete optimization problem that can be solved approximatively using the
following relaxed form.

Find x ∈ Rn minimizing

xTLx (6.4.099)

such that xT (1, . . . , 1)T ≈ 0 and xTx = 1.

In practice, Lanczos algorithm can be used and the computational scheme is as follows

Algorithm 6.2 Spectral graph bisection.
1. Find the second smallest eigenvalue and the corresponding eigenvector x of L
2. Sort the vertices by xi and split them by their median value

This spectral partitioning approach may be expensive, but it can provide high-quality
partitions. As the previous approach, it finds an edge separator.

6.5 Iterative KL greedy refinement by Kernighan and Lin (1970)

One of the first approaches proposed to partition graphs has been the KL algorithm by
Kerningan and Lin. The significant feature differing it from other proposals is that the
partitioning is based on

• local searches and a provided initial (possibly trivial) partitioning.

The initial partitioning can be, for example, an output of the level structure algorithm.
Another specific feature is that the KL algorithm naturally includes weighted graphs. The
weights can represent matrix entries but they can be defined differently as in the sequence of
graphs from hierarchical graph partitioning approaches.
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6.5.1 The scheme of the KL algorithm

• Start with a graph G = (V,E) having edge weights w : E → IR+ and with some initial
partitioning V = V + ∪ V −. Consider its cost functional given by

COST =
∑

a∈V +, b∈V −

w(a, b).

The goal is to improve this partitioning.

• The initial and any other partition can be improved if we find X ⊂ V + and Y ⊂ V −

such that the partition formed as

V = (V + ∪ Y \X) ∪ (V − ∪X \ Y ) (6.5.1100)

reduces the total cost of edges between V + and V −.

Let us discuss the principle how a gain in the COST can be found and exploited. Consider
a simplified case with

a ∈ V + and b ∈ V −, (6.5.1101)

based on exchanging this pair of vertices a and b. Moving simultaneously a to V − and b
to V + results in the updated sets Ṽ + = V + \ {a}∪{b} and Ṽ − = V − \ {b}∪{a}. Denote for
our simple case X = {a} and Y = {b}. In a more general case, the sets X and Y of vertices
to be to be exchanged can be found considering their exchange costs as we explain below
using the notions of internal and external costs.

Denote by E(x), I(x) the external and the internal cost equal to the sum of weights
of x ∈ V in the given parts of the partition. The concept is demonstrated in the following
figure.

V_A V_B

a b

I(a)

V_A V_B

a b

E(a)

By exchanging the two vertices a and b, the COST functional changes to ĈOST as follows

ĈOST = COST+I(a)−E(a)+w(a, b)+I(b)−E(b)+w(a, b) ≡ COST−gain(a, b) (6.5.1102)

where gain(a, b) for a ∈ V + and b ∈ V − is defined by

E(a)− I(a) + E(b)− I(b)− 2w(a, b).

Note that the weight of a possible edge must be subtracted from the gain.
The algorithm can be then formally written as follows where GAIN denotes the sum of

gains between pairs of vertices.
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Algorithm 6.3 Partitioning improvement by Kernighan and Lin

1. Compute COST of the initial partition
2. do until GAIN ≤ 0

3. forall nodes x ∈ V compute E(x), I(x)
4. unmark all nodes
5. do while there are unmarked nodes

6. find a suitable pair a, b of vertices from different partitions maximizing gain(a, b)
7. mark a, b (to be excluded from further exchanges in this loop)

8. end do while
9. find GAIN maximizing the partial sum of gains computed in the loop
10. if GAIN > 0 then update the partition, COST = COST −GAIN

11. end do

This approach is often used to improve partitions from other algorithms. It usually
converges in a few major steps. Each of these has complexity O(n3). Fiduccia and Mattheyses
(1982) have shown that this complexity can be improved to O(|E|).

The following two subsections show some ways to combine the graph partitioning algo-
rithms in a recursive way. Widespread adoption of these hierarchical (multilevel) approaches
came with also with other algorithmic concepts and ideas that have influenced other research,
for example the research of matrix reorderings.

6.6 Nested dissection

First of the hierarchical aaproaches is the nested dissection [?], [?]. We will briefly remind
its basic principles.

Algorithm 6.4 Nested dissection.

1. Find a bisection (dissection) (some possible approaches explained below)
2. Reorder the matrix numbering nodes in the computed separator last
3. Perform the previous two steps recursively

• Separator in a simple mesh

Vertex separator

C_1 C_2

S

• Nested dissection (ND) matrix after the first level of the recursion
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C_1

C_2

S

SC_2C_1

• ND algorithm after more levels of recursion

1 7 4 43 22 28 25

3 8 6 44 24 29 27

2 9 5 45 23 30 36

19 20 21 46 40 41 42

10 16 13 47 31 37 34

1712 15 48 33 38 36

11 18 14 49 32 39 35

Modern nested dissections are based on various graph partitioners that enable to
partition very general graphs. In this way, the nested dissection can be understood as an
outer algorithmic framework that may include other algorithms that guarantee that the
separated

• components have very similar sizes and the

• separator is small.

Modern local reorderings that minimize fill-in in factorization algorithms are often on a
few steps of an incomplete nested dissection.

6.7 General multilevel partitioning

The basic principle of the general multilevel partitioning is to apply the following three steps
to partition the graph where the middle one is applied recursively

• Coarse the graph,

• partition the graph,

• interpolate separator and refine the graph.

There are more ways to do the coarsening. A popular matching-based coarsening is
based on finding matchings of weighted graphs.
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• Matching of a graph G = (V,E) is a subgraph (Ṽ , Ẽ) with Ẽ ⊆, Ṽ = V (Ẽ)

• Maximal matching is a matching (Ṽ , Ẽ) such that there is no matching (V̂ , Ê) of G
such that Ẽ ⊂ Ê, V̂ = V (Ê)

• Construction by greedy algorithms (can be increased to maximum matchings using
augmenting paths)

Coarsening phase then collapses nodes that define the matching edges into coarse nodes.
Each edge can have weight that correspond to a number of original edges it represents.
Vertices can have weight expressing how many vertices have been collapsed into them. There
are more ways how to exploit such weights. On the outer level, there are multiple variations
of the basic approach called, for example, multilevel nested dissection or multilevel
spectral partitioning. Another coarsening possibility can be based on recursive search of
independent sets in the graph sequence.

6.8 Problems with the symmetric model

A natural question is that what about graph partitioning of nonsymmetric graph struc-
tures as well as the relevancy of the symmetric graph partitioning for the parallel pro-
cessing and communication if we consider undirected graph instead of the original directed
graph model.

• Edge cuts are not proportional to the total communication volume.

• Latencies of messages typically more important than the volume.

• In many cases, minmax problem should be considered instead (minimizing maximum
communication cost).

• Nonsymmetric partitions might and can be considered (bipartite graph model; hyper-
graph model).

• General rectangular problem should be considered.

• Partitioning in parallel (there are papers and codes), not only partitioning for parallel
computations.

7 Sparse linear algebraic solvers

Consider solving systems of linear equations

Ax = b

where A is large and A is sparse. In this case, uniform data decomposition discussed
for dense matrices has to be changed. For example, consider parallelizing matrix vector
multiplication with a sparse matrix stored by rows and one-dimensional distribution
of processors. In order to balance the computation, blocks of rows scheduled owned by
processors may have similar nonzero counts instead of similar number of rows.

103



7.1 Direct and iterative methods and their tasks

There are two basic classes of methods for solving systems of linear algebraic equations
roughly classified as direct methods and iterative methods. Each of these classes has
its specific advantages and disadvantages. But in practice they often complement each
other.= in the following sense. Iterative methods can make the solution obtained from a direct
solver more accurate by performing a few additional iterations to improve the accuracy. This
is important in particular if adirect solver is only approximate. From another point of
view, approximate direct factorizations are often used as auxiliary procedures to make
iterative methods more efficient. Transformations of linear systems that are often based on
factorizations are called preconditioners.

7.2 Parallel direct methods

This class of methods typically consists from two steps that have been sometimes (tradition-
ally) merged together. But from the point of view of parallel processing it is more useful
to treat them separately. First, the first step of a direct method is factorization of the
system matrix A. If A is generally nonsymmetric and strongly regular, the factoriza-
tion of choice is typically LU factorization, but other factorizations as the QR factorization
can be considered as well. If the matrix is symmetric and positive definite, a typical
factorization is the Cholesky factorization. From the point of view of parallel computation,
both Cholesky and LU factorizations share basic building blocks that a parallel algorithm
can exploit. We will see later that in parallel environment direct factorization of the inverse
matrix A−1 may be useful as well. Second step of a direct method is the solve step. In case
of factorizations that provide triangular factors of A it is based on substitutions that is on
solving systems with triangular matrices. While this step typically has a lower complexity
than factorization, it often has to be computed more times and hence its parallelization may
be important as well.

7.2.1 Factorization and banded-like paradigms

Historically, the oldest approaches to factorize sparse systems were based on banded and
envelope (profile) paradigms. Basic idea behind them is to find a reordering of the
system matrix A such that its nonzero entries are moved as close to the matrix diagonal as
possible to get a reordered matrix P TAP . Then a reordered matrix is factorized instead
of the original one and the original system

Ax = b (7.2.1103)

is transformed into

P TAP (P Tx) = P T b. (7.2.1104)

An optimum reordering that minimizes some measure like the fill-in in the factorization
cannot be found since the corresponding combinatorial decision problem is generally NP-
complete) and only an approximate reordering is found. There are more types of approxi-
mate reorderings of this kind that are useful in practice.

The band and profile types of reorderings often lead to denser factors then general
fill-in minimizing reorderings. But stacking nonzeros towards the diagonal may result in
better cache reuse. Examples of possible nonzero shapes as a result of the mentioned
reorderings are depicted below.
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Having the permuted matrix with one of such shapes, parallel factorization can be
based, for example, on one of the following principles or their combination.

• decomposing the matrix by diagonals,

• using a related block diagonal structure,

• exploiting a block tridiagonal shape.

Here we do not discuss more details on this.

7.2.2 Factorization of generally sparse matrices

The factorization considered here is a generic scheme based on the LU or Cholesky factoriza-
tion. If the system matrix is sparse with a general sparsity structure as often arises in
applications, parallel processing may exploit the hardware support for vector processing
indirectly addressed vectors. This support has been developed in the early days of com-
puter development and it is often called hardware gather-scatter. Consequently, generally
sparse data structures can be modestly vectorized with an asymptotic speed that may not
be very close to R∞ but this may not be enough. A problem that may decrease efficiency
is that the row or column vectors available in sparse matrices are short even when sophis-
ticated (fill-in minimizing) reorderings are used. Then vectorization may not be enough.
Parallelization is also often less straightforward because of the fill-in entries, see the
figure below.
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There are two basic principles on which efficient parallelization can be based. First, dense
submatrices inside the input sparse matrix A and inside intermediate data structures should
be considered. This implies two standard and mutually related approaches mentioned below.
Second, independent task branches in the factorization process can be exploited and their
existence can be fostered. Both these approaches are often combined and can be implemented
both as standard processes or threads.

7.2.2.1 Dense blocks inside the input matrix One can find and/or exploit dense
blocks in the original matrix A. Some applications directly provide such dense blocks. A
natural source of such blocks are for example PDE discretized by finite elements. In some
other cases, there are algorithms to obtain such blocks often called compression algorithms.

7.2.2.2 Dense block in factors Contemporary Cholesky/LU factorizations are strongly
based on the concept of supernodes or panels that represent blocks that are dense in the
factor. Such dense block can be efficiently found before the factorization actually starts, or,
computed on-the-fly in case of pivoting.

7.2.2.3 Parallel processing of independent code branches Both LU and Cholesky
factorizations are (can be) based on an underlying tree structure called elimination tree
or assembly tree. The first symbolic step that precedes the numerical factorization is
finding a fill-in minimizing reordering and also often the tree that directs the factoriza-
tion. The following figure schematically shows two possible elimination trees shapes that
express dependencies during these factorizations. The latter structure is more amenable to
parallelization since the independent branches can be used for parallel elimination.

6

5

4

3

2

1 1

5

6

2

43

Getting more independent tree branches can be done using specific fill-in minimizing
reorderings. In the other words, in case of parallel processing, the symbolic steps can be
modified to get the tree structure as wide as possible. In case of factorizations outside the
class of symmetric and positive definite matrices where a pivoting is often needed, a special
care should be devoted to pivoting/delaying pivots.

A specific factorization strategy naturally connected to dense submatrices inside a sparse
matrix is the multifrontal method. In parallel computing environment it employs both
tree parallelism related to the underlying elimination tree and parallel computation
with dense submatrices. Thus here the two mentioned types of parallelism are combined.
Once more, here we combine
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• the tree parallelism with

• parallel processing of the dense blocks.

7.2.3 Factorization: substitution steps

Substitution steps, that is, solving systems with triangular matrices, are not easy to parallelize
even when the matrix is sparse. One way to introduce concurrent processing is based on the
concept of level scheduling by Anderson and Saad.

The idea is to construct a directed graph model of the transposed factor. Consider
the following sparse lower triangular matrix L ∈ Rn×n.
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(7.2.3105)

The directed graph of LT is
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2
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6
3

4 5

Level scheduling then determines vertex sets called levels such that the subgraphs
induced by the levels do not contain edges, that is their induced submatrices are diagonal.
The forward substitution of the solve step then considers the symmetrically reordered
system such that the levels

• are contiguously numbered

• and the matrix stays lower triangular.

The substitution based on the level scheduling is given in the following algorithm. The
substitution steps corresponding to vertices of the same level (in the loop for k) can be
computed concurrently.

Algorithm 7.1 Forward substitution with level scheduling.

Input: Unit lower triangular matrix L = (lij) in CSR format (ia,ja,aa) and set of nlevel
levels. Vertices ilevel(lev), . . . , ilevel(lev + 1)− 1 are in the same level.

Output: Solution x of Lx = b.
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1. x = b
2. do lev=1,nlevels
3. jstrt = ilevel(lev)
4. jstop = ilevel(lev + 1)− 1
5. do k = jstrt, jstop
6. i = jlevel(k)
7. do j = ia(i), ia(i+ 1)− 1
8. xi = xi − aa(j) ∗ x(ja(j))
9. end do
10. end do
11. end do

7.3 Parallel iterative methods

Before discussing individual operations used in contemporary iterative methods let us explain
first why iterative methods may be attractive for solving discretized systems from three-
dimensions (3D) where even very efficient direct methods can suffer from significant fill-in.

7.3.1 Why iterative methods?

7.3.1.1 Comparison of discretized model problems in 2D and 3D Consider first a
2D matrix problem connected to a k×k mesh, n = k2. In order to move an information across
the mesh at least O(k) steps are needed since in standard iterative methods this information
moves only by a constant number of gridpoints per step. The conjugate gradient (CG)
method has one matrix-vector multiplication per iteration. This accounts for O(k2) time
per iteration. Then CG needs at least O(k3) = O(n3/2) time if the information have to be
spread over all the gridpoints.

Consider now a 3D problem using k× k× k grid. Again, O(k) steps are needed to spread
the information and altogether at least O(k4) = O(n4/3) time is needed. Consequently, with
respect to the dimension the 3D case has lower complexity than 2D.

7.3.1.2 Direct and iterative solvers Direct solvers work for simple grid (Poisson) prob-
lem (4.1.129) in time complexity

• O(n3/2) in 2D,

• O(n2) in 3D.

As for the memory for a general direct solver, the corresponding complexities (based on the
nested dissection model) are

• O(n logn) in 2D,

• O(n4/3) in 3D.

Considering iterative methods, memory is always proportional to n for the grid problems.
The computational model problem complexity to solve the Poisson problem is O(n3/2)
in 2D and O(n4/3) in 3D. We can see that we get an advantage in 3D, but realistic problems
may be far more difficult to solve than the model problems. Consequently, acceleration
of iterative methods by preconditioning is a must.
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7.3.2 Iterative methods and matrix operations inside

Let us mention some important matrix and other aspects related to the iterative methods in
parallel computing environment.

7.3.2.1 Sparse matrix-vector multiplication

• As mentioned above, data decomposition schemes needed for sparse matrices are
different from those for dense matrices. They can be based on the nonzero counts but
separators from partitioning can be taken into account as well.

• Mapping from global to local indices may be based on hashing schemes if a global
array cannot be stored at individual computational elements. Hash tables
generalize the concept of a direct addressing from a large array into a direct addressing
of a small array that can be stored locally completed by a hash function. Hash functions
can be based, for example, on remainders after divisions or on modified remainders.

7.3.2.2 Sparse matrix - dense matrix multiplications In case if we have more right-
hand sides, operations among dense submatrices and dense subvectors may use BLAS3.

7.3.2.3 Sparse matrix-matrix multiplications .
Data storage schemes that can exploit the sparsity should be used. See the text on

sparse matrices.

7.3.2.4 Orthogonalization in some algorithms (GMRES).
Here we may have a problem of numerical issues versus parallelizability. An example is

the choice of a variant of the Gram-Schmidt orthogonalization discussed in the basic course
of numerical mathematics.

CGS × MGS. (7.3.2106)

7.3.2.5 Vector operations Vector operations in iterative methods are often based on
dense vectors and can be, in general, straightforwardly vectorized or parallelized.

7.3.3 Global reductions inside iterative methods

Consider the conjugate gradient (CG) method. It can be posed in more ways that are
equivalent in exact arithmetic. But different algorithms may have different numerical
properties. Standard HS implementattion of CG is as follows.

Algorithm 7.2 HS conjugate gradient method
Input: Symmetric positive definite matrix A ∈ Rn×n, right-hand side vector b ∈ Rn of the
system Ax = b, initial approximation x0 ∈ Rn to x ∈ Rn.
Output: Solution approximation xn after the algorithm has been stopped.

0. Initialization: r0 = b−Ax0, p0 = r0
1. for i = 1 : nmax do

2. αi−1 =
(ri−1, ri−1)

(pi−1, Api−1)
3. xi = xi−1 + αi−1pi−1

4. ri = ri−1 − αi−1Api−1
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5. evaluate the stopping criterion

6. βi =
(ri, ri)

(ri−1, ri−1)
7. pi = ri + βipi−1

8. end do

This HS CG method by Hestenes and Stiefel has two synchronization points separated
in the loop by vector operations. Parallel computation of the scalars that corresponds to the
synchronization points can be based on reduction of the fan-in type. As above, depth of
the fan-in scheme has logarithmic complexity. The subsequent ST variant of the conjugate
gradient method has only one synchronization point since the two scalar products are
computed at the same time and their computation is not separated by additional vector
operations. This can be important from the parallelism point of view. But, changing the
algorithm, we may have completely different behavior in finite precision arithmetic.
This can adversely influence the computations, more than the fact that different schemes
may have different operation counts per iteration.

Algorithm 7.3 ST (three-term) conjugate gradient method (Stiefel, 1955; Rutishauser,
1959
Input: Symmetric positive definite matrix A ∈ Rn×n, right-hand side vector b ∈ Rn of the
system Ax = b, initial approximation x0 ∈ Rn to x ∈ Rn.
Output: Solution approximation xn after the algorithm has been stopped.

0. Initialization: r0 = b−Ax0, p0 = r0, x−1 = x0, r−1 = r0, e−1 = 0
1. for i = 1 : nmax do

2. qi−1 =
(ri−1, Ari−1)

(ri−1, ri−1)
− ei−2

3. xi = xi−1 +
1

qi−1
[ri−1 + ei−2(xi−1 − xi−2)] ≡ xi−1 +

1
qi−1

[ri−1 + ei−2∆xi−1]

4. ri = ri−1 +
1

qi−1
[−Ari−1 + ei−2(ri−1 − ri−2)] = ri−1 +

1
qi−1

[−Ari−1 + ei−2∆ri−1]
5. evaluate the stopping criterion

6. ei−1 = qi−1
(ri, ri)

(ri−1, ri−1)
7. end do

7.3.4 Changing general layout of Krylov space methods

Standard layout of iterative Krylov space methods can be changed in more ways. The case
of moving synchronization points has been mentioned above. Other possibilities are
pipelining vector operations (that can be done in a straightforward way) or overlapping
communication and computation. An example of splitting the Cholesky factorization
preconditioner is sketched in the following algorithm.

Algorithm 7.4 Preconditioned HS conjugate gradient method
Input: Symmetric positive definite matrix A ∈ Rn×n, right-hand side vector b ∈ Rn of the
system Ax = b, preconditioner LLT , initial approximation x0 ∈ Rn to x ∈ Rn.
Output: Solution approximation xn after the algorithm has been stopped.

0. Initialization: r0 = b−Ax0, p−1 = 0, β−1 = 0, α−1 = 0, s = L−1r0, ρ0 = (s, s)
1. for i = 0 : nmax do
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3. wi = L−T s
7. pi = wi + βi−1pi−1

7. qi = Api
7. γ = (pi, qi)
3. xi = xi−1 + αi−1pi−1

2. αi =
ρi
γ

4. ri+1 = ri − αiq1
7. s = L−1ri+1

7. ρi+1 = (s, s)
3. xi = xi−1 + αi−1pi−1

4. ri = ri−1 − αi−1Api−1

5. evaluate the stopping criterion
3. if satisfied xi+1 = xi + αipi and stop

6. βi =
ρi+1

ρi
8. end do

7.4 Accelerating iterative methods: preconditioning

As mentioned above, preconditioning is a way to accelerate iterative solvers. In the following
section devote to algebraic preconditioners we will discuss both the following related tasks
with respect to possible parallel computations. First,

• preconditioner construction

• and, second, solves with preconditioners.

8 Parallel algebraic preconditioning

Many standard preconditioners are based on approximate LU/Cholesky factorization
and also called incomplete factorizations. Their construction as well as their subsequent
application within iterative methods via substitution steps may cause problems in parallel
computational environment. This section discusses high-performance aspects of such
algebraic preconditioning techniques but we will mention also some algorithms outside the
field of incomplete factorizations. We expect that the reader knows basic construction of such
preconditioners. Summarize first the problems that are typically faced and their remedies.

• Factorization constructions have often to be reformulated to become more efficient.
Although the construction of incomplete factorizations is often rather cheap they may
not have in their factors large and dense blocks. But they may have higher structural
parallelism that can be considered as an analogy to the tree paralellism mention above
for direct solvers.

• Serious challenge represent the solve steps that are implemented in standard serial
factorizations as forward/backward substitutions. The level scheduling may be here
more efficient than in case of direct solvers since the triangular factors are often sparser
than in direct methods. Note that the efficiency of the solve steps is much more
critical here since the factors are often applied repeatedly in iterations. Consequently,
the effort to have efficient solves may be more here more crucial than in direct solvers.
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In the following we distinguish several main directions to consider when developing suit-
able preconditioners in/for parallel high-performance computer architectures. Some of the
directions target just the construction, some other approaches address the solve steps or both
the construction and the solve.

• Specific approximation techniques or modifications of factorizations.

• Specific reorderings.

• Finding and exploiting blocks in the system matrix.

• A posteriori reorderings to enhance matrix-vector multiplications or the solve steps.

• Approximating directly M−1 ≈ A−1.

8.0.1 Specific approximation techniques or modifications of factorizations

Standard incomplete factorizations like, for example, ILU/MILU/IC/MIC can be additionally
modified in order to enhance parallel processing. Such techniques have a very long history
and they have been often originally formulated using discretization stencils instead of
matrices. In the following text we will illustrate such approaches by a few examples.

8.0.1.1 Partial vectorization Partial vectorization is a strategy that exploits the vec-
torization potential in case of structured matrices. Here the incomplete factorization limits
the fill-in to the original diagonals and possibly few others. The problem is that the use
of such strategy is easy mainly in special cases, e.g., for matrices from structured (regular)
grids. An example of a nicely structured matrix from a 5-point stencil on a simple domain
is depicted below. Here the factorization can be partially vectorizaed if its algorithm is
reformulated for using the diagonals.
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8.0.1.2 Forced aposteriori annihilation Another way to modify the factors is to drop
such entries of the incomplete factors that prohibit efficient (partial) vectorization and/or
parallelization. The so-called forced aposteriori annihilation in the simple triangular
factors has been introduced by Seager, 1986. To demonstrate the algorithm, consider the
following scheme. On the left-hand side there is the original bidiagonal factor. Its annihilated
counterpart is depicted on the right-hand side.
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There are two basic difficulties connected to this approach. First, finding the entries to
be annihilated in more general factors resulting in parallel processing enhancement may be
hard. Although here one can conceive graph techniques in the spirit of level scheduling to
help. Second, the annihilation even when based not only on the structure of factors, can
often slow down convergence of the preconditioned iterative method.

8.0.1.3 Wavefront processing. Wavefront processing is a technique that has been orig-
inally introduced for factorization of matrices from structured grids. The parallel potential of
this approach has some similarities with the fine grain implementations of simple stationary
iterative methods. The strategy for matrices based on for 5-point stencil discretizations in
2D that is depicted below. The arrows show limited dependencies among numerical values
that can be exploited in the factorization. The fact that the factorization is incomplete is an
important assumption to these or possibly modified dependencies.

This scheme can be generalized, for example, to factorizations of matrices from 7-point
stencil discretizations in 3D. In this case it is called the hyperplane approach. It can be
generalized even more, to unstructured problems but then the dependencies may be difficult
to follow or may not be efficient.

8.0.1.4 Twisted factorization and its generalizations. An interesting type of fac-
torization called the twisted factorization is characterized by concurrent factorization from
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both ends of the graph that represents the structure of the factorized matrix (Babuška, 1972;
Meurant 1984; van der Vorst, 1987).
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The parallelism achieved in this way is just two-fold but it can be increased by several ways.
First, it can be performed in a nested way (van der Vorst, 1987). But here we should be
aware of the problems stemming from this added hierarchy. Second, the reordering can be
generalized considering an underlying 2D/3D grid and ordering it from its corners or
even a more general graph that represents the matrix structure. The reordering based on the
factorization simultaneously started from the corners of a regular 2D grid is depicted below.

A generalized scheme using more domains that does not necessarily use the concept of corners
is shown below. The algorithm may be more efficient as well as more complicated at the same
time.

Such general scheme is useful for matrices from general discretized domains or general
matrices given just purely algebraically. Here the splitting is typically based on sophisti-
cated graph partitioning algorithms discussed above. Let us finally have two comments
of the twisted factorization and its generalizations.
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• First, we always assume that at the interface of the streams independently factorized
there is an interface problem that should be solved to finalize the factorization. We do
not discuss this but it is clear that it could be done.

• Second, this type of strategy has even further implications that form the whole field of
domain decomposition discussed later. This field has not only a strong theoretical
foundations also outside the algebraic setting but offers more ways to solve the interface
problems both by factorization or iterative approaches. Starting from the basic incom-
plete factorizations, there have been subsequent research in, for example, development
of ILU with overlapped diagonal blocks (Radicati, Robert, 1987), study of enhanced
interface conditions between the domains Tang (1992); Tan (1995).

8.1 Specific reorderings for factorizations

There have been proposed more ways to enhance parallelism through reorderings. Here we will
mention their simple representative called the red-black reordering and some ideas that
extend this reordering. Specific and more sophisticated approaches will not be discussed here.
Also the orderings to get dense blocks in the original matrix will be mentioned separately.

In any case, we should keep in mind that if reorderings are used, the convergence of the
preconditioned iterative method can be significantly influences since the computed precon-
ditioner can be very different. In particular, reorderings intended to promote efficiency of
parallel processing often restrict global connections present in the system matrix and pre-
conditioner. This may then significantly deteriorate the convergence of the preconditioned
iterative method, see Karypis, Kumar, 1996.

8.1.1 Red-black reorderings and their multilevel extensions

Let us mention first the reorderings that promote parallel processing inside a sequence of
factorization steps in a way that is similar to the cyclic reduction. A popular example of this
kind is the red-black reordering that have been directly motivated by a specific connectivity
pattern of a structured discretization grid. Consider the discretized 2D Poisson equation
(4.1.129). The grid points correspond in standard undirected or directed models of the sparse
matrix structure to rows and columns of the matrix. Standard natural matrix ordering gives
the matrix in the following figure. The natural ordering means that the bijection β between
the grid points (i, j) ∈ {1, . . . , nx}× {1, . . . , ny} of the nx× ny grid and row/column indices
of the matrix is given by

β : (i, j)←→ i+ nx ∗ (j − 1). (8.1.1107)

8.1.1.1 Red-black reordering Red-black reordering is the reordering of the grid points
/matrix rows and columns allowing the permuted matrix to be written in the block form as

A =

(
red points black points

red points D1 F
black points E D2

)

(8.1.1109)

where D1 and D2 are diagonal matrices. Note that for a symmetric matrix E = F T . The
following figure shows the grid with the coloring of vertices that motivates the name of this
reordering.
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(8.1.1108)

Figure 8.2: Matrix of the discretized Poisson equation in 2D with natural ordering of the grid
points.
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Figure 8.3: Red-black reordering and the system matrix reordered such that the red nodes
come first.
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Such reordering exists if and only if the adjacency graph of the matrix is bipartite.
Considering the factorization, one its block step based on the pivoting diagonal block D1

provides

A =

(
D1 F
E D2

)

=

(
I

ED−1
1 I

)(
D1

D2 − ED−1
1 F

)(
I D−1

1 F
I

)

. (8.1.1110)

Clearly, the partial elimination of the rows and columns that correspond to this step results
just to scaling of the offdiagonal blocks by the diagonal block D1 that offers some
parallelism in the form of sparse matrix-matrix multiplications. Moreover, the fact that D2

is diagonal as well simplifies the computation of the Schur complement

S = D2 − ED−1
1 F (8.1.1111)

even more. In our case of the discretized Laplace operator the matrix can be considered as a
block tridiagonal matrix and this property is transferred into the Schur complement as we
have observed when discussing the cyclic reduction. Repeated application of the procedure
thus leads to a variation of the cyclic reduction mentioned above.

8.1.1.2 Red-black reordering and stability problems Red/black reorderings may
enhance factorization efficiency but they can also decrease factorizability of the matrix
in some incomplete factorizations. This is an additional adverse effect in addition to possible
deterioration of convergence of the preconditioned iterative method. Consider a simple mod-
ified incomplete factorization MIC(0) [?] that does not allow fill-in. Discretization stencil of
a black vertex in the 2D Laplace operator described above with the corresponding diagonal
entry aii can be depicted as follows.

· · · · ·
· · −1 · ·
· −1 4 −1 ·
· · −1 · ·
· · · · ·

(8.1.1112)

Consider elimination of the red nodes (rows/columns) earlier than the black nodes. This
is what is done in the red-black reordering. Then,

• First: the black matrix entries that correspond to internal vertices in the MIC(0) in-
complete factorization are modified by the other black nodes in the following way

aii = aii−
4∑

ji=1

1

ajiji
= 4−4× 1

4
= 3, ji corresponds to a grid neighbor of i. (8.1.1113)

• Second, each of these four black neighbors generates three fill-ins among their other
black neighbours since these nodes would be in the complete LU connected by a
clique. The corresponding fill-in is in MIC(0) subtracted from the diagonal entry instead
of the corresponding position and we have

aii = aii −
4∑

ji=1

3× 1

ajiji
= 3− 3 = 0, ji corresponds to a grid neighbor of i (8.1.1114)
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Clearly, this incomplete factorization and MIC(0) can break down and it should be
further modified in such cases. Although this preconditioner and MIC strategies in general
are in specific cases preferred, they demonstrate, that the hunt for more parallelism can
be sometimes counterproductive.

Let us remind here what we have noticed: the red-black reordering combined with the
MIC(0) preconditioning may significantly disturb the local connections by

• unnaturally separating points that were originally topologically close and

• replacing fill-in by diagonal modification.

Consequently, the final preconditioners may be less efficient that their sequential coun-
terparts as preconditioners. Similar situation can be faced in other modified incomplete
factorizations.

8.1.1.3 Recursive red-black reorderings A possible positive effect of recurrent appli-
cation of the red-black reorderings is that they can imply a significant asymptotic decrease
of the condition number of the preconditioned matrix for some model problems. This does
not necessarily transfer to faster convergence of the preconditioned iterative methods in more
general cases but still it can be of some advantage. There are more ways to do recurrent
reordering that differ by the choice of the fill-in kept in the subsequent levels. An example of
the approach is schematically shown on in the following figures. An example of the red-black
grid is below.

Next we show on the left side the black nodes that were originally not connected and on the
right side the “black” Schur complement with the fill-in.
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One possibility is to keep only the following and schematically depicted fill-in for the next
level as proposed by Brand (1992), see also Brand, Heinemann (1989).

It is possible to show that the ratio of the largest and smallest eigenvalue for an SPD
model problem is after recurrent applications of the MIC preconditioner based on this pattern
asymptotically equal to

O(h−1/2). (8.1.1115)

This also represents asymptotic dependency of the condition number of the symmetrically
preconditioned matrix

M−1/2AM−1/2. (8.1.1116)

There were other similar proposals to keep well-chosen fill-in and use the rest to modify
the diagonal as a MIC scheme. Ciarlet, Jr. (1992) has proposed preconditioner with the
schematic structure of the kept fill-in
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In this case the condition number of the preconditioned system after recurrent steps can
be asymptotically

O(h−1/3). (8.1.1117)

Experiments show that this may be true for more general problems and less structured
problems. Let us finally note that the condition number does not necessarily imply a fast
convergence of the preconditioned iterative method. Further, there can be more powerful
preconditioners than those from the MIC class.

8.1.1.4 Multicolorings There are two basic reasons why reorderings based on more col-
ors of the nodes called multicolorings should be used instead of straightforward red-black
reorderings. First, as mentioned above, the red-black reordering combined with a specific in-
complete factorization of the MIC type may lead to stability problems. Second, multicoloring
naturally generalizes the red-black concept to graphs that do not have bipartite adjacency
graphs and can be used for more general problems. Third, multicoloring do not necessarily
destroy so many global connection in the system matrix and preconditioner and may not
influence the convergence so much. It can be considered as a reasonable compromising re-
ordering in many cases. Such a compromise can be reasonably balanced by choosing number
of colors, see Doi, 1991; Doi, Lichnewsky, 1991; Doi, Hoshi, 1992; Wang, Hwang, 1995. An
example of a multicoloring is shown in the following figure.

Multicoloring implies block structure of the matrix with diagonal blocks being diagonal
matrices. Using more colors naturally restricts potential parallelism in the preconditioner
construction.
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8.1.1.5 Red-black reordering and multilevel approaches If the graph of the matrix
structure is not bipartite we can still use two colors and look for a reordering such that only
the matrix D1 is diagonal. Such reordering can be obtained considering just the underlying
graph. A related graph problem is finding an independent set in a (typically undirected)
graph. The multilevel component is in recurrent repetition of the search of independent sets
in the subsequent Schur complements that, depending on the type of approximate factoriza-
tion can have the sparsity structure known or fully general. Multilevel approach is often
accompanied by another strategy, namely by representing the factorization as follows and
storing the unscaled off-diagonal blocks.

A =

(
D1 F
E C

)

=

(

D
1/2
1

E I

)(
I

C − ED−1
1 F

)(

D
1/2
1 F

I

)

. (8.1.1118)

While there is not much to be saved if the principal leading blocks are chosen as diagonal,
if they are block diagonal or even more general, storing unscaled blocks can decrease
memory at the expense of a slight increase in the algorithm (sequential) efficiency. This is
what we often do in case of these so-called multilevel factorizations. Both algebraic and
application-based multilevel extensions are naturally connected to parallel computations not
only that induce blocks but they can be also supported by strong convergence theory.

Multilevel approaches to compute preconditioners may not only enhance parallelism in
the construction, but they can be also more efficient due to less cache faults despite they
may influence convergence. There are more interesting research tracks with multilevel flavor
as Nested grid reordering with ILU, van der Ploeg, 1994; Botta, van der Ploeg, Wubs, 1996:
NGILU: for structured grids, MRILU: generalization of NGILU; trying to have strong diago-
nal dominancy of D, Botta, Wubs, 1999; Bank, Dupont, Yserentant, 1988: HBMG is an ILU
with a particular multilevel ordering; Bank, Xu, 1994: extensions of HBMG for unstructured
grids; ARMS (Algebraic Recursive Multilevel Solver), Saad, Suchomel, 2001; also parallelized;
can solve fast some difficult problems; ILUPACK, 2.0, Bölhoffer, 2004; sophisticated ILU in
multilevel framework.

8.1.2 Specific reorderings that reveal dense blocks.

Description will be plugged-in later.

8.1.3 A posteriori reorderings to enhance matrix-vector multiplications or the
solve steps.

There are more ways to use the ideas from the partial vectorization for matrix-vector multi-
plications with general matrices. A possibility is to reformulate matrix-vector multiplications
to be more suitable for parallel processing within the iterative methods, e.g., by switching
to a different storage format for sparse matrices or to propose a scheme that employs the
parallel communication explicitly. This can be applied both to the system matrix as well as
to the computed factor/factors.

8.1.3.1 Matrix formats that support vectorization An example of one such storage
format selected from more possibilities is the jagged diagonal format and its modifications,
see, e.g., Melhem, 1988; Anderson, 1988; Paolini, Di Brozolo, 1989. Construction of one
possible variation, the jagged diagonal format, can be performed in the following three
steps demonstrated below.
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• Compression of row structures,

• sorting rows by their counts implying a row permutation and

• considering matrix as a set of columns that could be vectorized.

A scheme of these three steps is in the following figure.
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There exist more sophisticated variations of this scheme, see Heroux, Vu, Yang, 1991. Nev-
ertheless, with quickly changes of computation paradigms these schemes are presented here
more to demonstrate ideas than to offer solutions.

8.1.3.2 Distributed matrix-vector multiplications Another generic idea to perform
matrix-vector multiplications efficiently is connected to the distributed parallelism. Con-
sider a schematic structure of this operation that overlaps communication and compu-
tation written as a sequence of the following steps.

• Initialize sends and receives of boundary nodes,

• perform local matvecs,

• complete receives of boundary data,

• finish the computation.

subdomain boundary

P0

P1

P2

P0 P1 P2

Note that in general cases the graph partitioning techniques should be used to obtain the
distribution.

8.1.3.3 Making triangular solves more efficient Triangular solvers can be made more
efficient in the same way as decribed above by level scheduling or using similar algorithms.
For incomplete factorizations is the chance to have low or moderate number of levels
rather high. Note that the levels directly follow, for example, from multicolorings and this
demonstrates how the subjects treated in this text are interconnected.
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8.2 Approximating directly M−1 ≈ A−1

Another way to make high-performance preconditioning more efficient is a direct approxima-
tion of M−1. There are more possibilities in this class. For example, the approximation can
be factorized, non-factorized, provided in the form of polynomial and so on. In all the cases
the solve steps within the preconditioned iterative method will be based on matrix-vector
multiplications (matvecs) instead of substitutions. The matvec operations parallelize typ-
ically much better than the substitution even when a level scheduling is used for the latter
operations.

In the subsequent text we will mention a few basic approaches to approximate A−1.
First group of approaches is based on a minimization of a norm of an expression measures
the approximation quality of the difference between M−1A and the unit matrix. Other
approaches are based on direct computations of a factorization of A−1, often without
forming the direct Cholesky or LU factors first. There are also general schemes to evaluate
an approximation to A−1 iteratively. Also polynomial preconditioning and element-by-
element preconditioning can be useful in some applications.

The factorization approach or a direct approximation of M−1 can seem rather inefficient
despite its potential for parallel solves of sparse matrices. It is true that the inverse of a matrix
with a strongly connected adjacency matrix is fully dense if accidental cancelations are
not taken into account. Nevertheless, in many cases a useful preconditioner with a restricted
number of nonzero entries can be obtained in this way.

A crucial system difference between approximating A and A−1 is the following one. Stan-
dard incomplete factorizations with limited nonzero counts represent the matrix very
locally since the nonzeros in M correspond to nonzero edges of the adjacency graph of A or
to the local fill-in. In contrast to this, nonzeros in A−1 correspond to paths in this graph
and this global information may be transferred also to M−1. This is the reason that approx-
imating the matrix inverse can provide efficient preconditioners for some difficult problems
or serve as building blocks of block preconditioners despite that keeping sufficient sparsity in
M−1 may be difficult.

8.2.1 Preconditioning by minimization in the Frobenius norm

Consider the following procedure with A ∈ Rn×n, positive definite and possibly nonsymmetric
W ∈ Rn×n and an additional constraint in the form of a prescribed sparsity pattern S
that has to be satisfied by an approximate matrix inverse G ∈ Rn×n.

minimize FW (G,A) = ‖I −GA‖2W = tr
[
(I −GA)W (I −GA)T

]

ForW = I we get the least-squares approximate inverse (AI) that decouples to solving
n simple least-squares problems.

Minimize FI(G,A) = ‖I −GA‖2F =
n∑

i=1

‖eTi − g̃Ti A‖22,

where
g̃Ti , i = 1, . . . n

are rows of the approximation G based on the prescribed sparsity pattern S. The positive
definiteness of W implies that the functional is FW (G,A) nonnegative and its minima satisfy

(GAWAT )ij = (WAT )ij , (i, j) ∈ S. (8.2.1119)
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This can be obtained through (since we know that tr(AB) =
∑

i

∑

j aijbji)

FW (G) = tr
[
(I −GA)W (I −GA)T

]

= tr(W )− tr(GAW )− tr(WATGT ) + tr(GAWATGT )

= tr(W )−
∑

i,j

gij
[
(AW )ji + (WAT )ij

]
+ tr(GAWATGT )

Setting
∂FW (G)

∂gij
= 0, (i, j) ∈ S (8.2.1120)

we get

−(AW )ji − (WAT )ij + (AWATGT )ji + (GAWAT )ij , (i, j) ∈ S (8.2.1121)

that implies

(GAWAT )ij = (WAT )ij , (i, j) ∈ S (8.2.1122)

Its special case where A is also SPD with W = A−1 is called the direct block method
(DB) and it leads to solving

Solve [GA]ij = δij , (i, j) ∈ S.

A special form of the approximate inverse computation based on the minimization in
Frobenius norm has been proposed by Benson in 1973. More sophisticated proposal called
SPAI changes the sparsity pattern dynamically in outer iterations (Cosgrove, Dı́az, Griewank,
1992; Grote, Huckle, 1997). This proposal is based on the following steps.

Algorithm 8.1 SPAI approximate inverse computation

1. Choose an initial sparsity pattern and iterate the following steps
2. Compute the reduced least squares problem
3. Evaluate residual
4. Add new rows that correspond to largest residual components
5. Add new columns crossed by these rows
6. Update the decomposition

Later improvements considered, for example, on more accurate residual evaluations
(Gould, Scott, 1995) or high-quality initial pattern predictions (Huckle, 1999, 2001; Chow,
2000). The approach is procedurally parallel, but it may be difficult to distribute A such
that all processors have their data even when the prescribed pattern dynamically changes.

Another possibility that is inherently parallel is to use simple stationary iterative
method to evaluate individual columns ci by solving systems of the form

Aci = ei

as proposed by Chow and Saad in 1994. Such procedures are simple but typically not very
efficient. Putting more data dependency a la Gauss-Seidel, that is such that the computed
columns influence computations of other columns can make the procedure better but in some
cases its behavior can be even worse.
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A specific approach of this kind has been proposed for computation of an approximate
inverse Cholesky factor of an SPD matrix using the Frobenius norm paradigm. As above,
the minimization is constrained by prescribing the sparsity pattern, here for the factor.

Z̄ = arg min
GL∈S

FI(GL
T , L) = arg min

GL∈SL

‖I −GL
TL‖2F , where A = LLT .

Applying (??) to this minimization problem (A→ L) with W = I, we have

(GLLL
T )ij = (LT )ij , (i, j) ∈ SL (8.2.1123)

that is when plugging in the matrix A

(GLA)ij = (LT )ij , (i, j) ∈ SL. (8.2.1124)

We can see that the pattern SL is lower triangular and LT is upper triangular. If we know
diagonal entries of L, we get GL from

(GLA)ij =

{
(LT )ij i = j,

0 i 6= j.
(8.2.1125)

Otherwise, we can find (generally different) factor ĜL from

(ĜLA)ij = δij , (i, j) ∈ SL (8.2.1126)

and set GL = DĜL such that

(DĜLAĜ
T
LD)ii = 1, , i = 1, . . . , n. (8.2.1127)

The procedure can be extended to the nonsymmetric matrix A.

8.2.2 Preconditioning by direct factorization of the inverse

Consider an approximation in the factorized form. Basically, we have two possibilities to get
it. First, a standard incomplete LU factorization of A can be constructed

A ≈ LU (8.2.2128)

and then these triangular factors are inverted, either exactly, or incompletely. If the incom-
plete factors L and U are sparse then even their exact inverses can be sparse. Then we
can set

M−1 = U−1L−1. (8.2.2129)

This strategy leads to a reasonably efficient preconditioner in some cases. But there is also
another way that constructs the approximate factors without the explicit construction of the
incomplete factorization of A. In the following we will show the basic algorithm without
specifying the way to drop entries that can follow similar principles as in ILU/IC.

If A is strongly regular then it has the unique factors L, D a U such that L is unit lower
triangular, U is unit upper triangular and D is diagonal. We have

A−1 =WD−1ZT ⇒ A = Z−TDW−1 (8.2.2130)

and this can be rewritten into
ZTAW = D. (8.2.2131)
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For simplicity, consider a case when A is symmetric and positive definite. Then the columns
Z and W ≡ ZT are mutually orthogonal in the A-scalar product

〈. , .〉A. (8.2.2132)

This represents to evaluate the factors. The algorithm to get these factor is Gram-Schmidt
orthogonalization in thisA-scalar product. This procedure is sometimes calledA-orthogonalization.
Its straightforward generalization to the nonsymmetric case (with less theoretical guarantees)
is called biconjugation. First algorithms to compute the inverse factorization in this way
have been developed since the half of the 20th century (Morris, 1946, Fox, Huskey and Wilkin-
son, 1948). Similarly as in the Gram-Schmidt process in the standard scalar product we have
more computational possibilities. First scheme is the following one.

Algorithm 8.2 Inverse factorization via A-orthogonalization
Input: Sparse SPD matrix A ∈ Rn×n.
Output: Unit upper triangular matrix Z such that A−1 = ZD−1ZT .

1. for i = 1 : n do

2. zi = ei −
i−1∑

k=1

zk
eTi Azk
zTk Azk

3. end i
4. Set Z = [z1, . . . , zn]

The order of operations of Algorithm ?? is depicted in the following figure. In each step
i of the algorithm for i = 1, . . . , n a column of Z as well as one diagonal entry of D are
computed. This way to compute the factors we call backward left-looking) algorithm.

Z

The following result is easy to see

Lemma 8.1 Columns of the factor Z from Algorithm ?? satisfy

Dii = eTkAzk ≡ zTk Azk, 1 ≤ k ≤ n. (8.2.2133)

Consequently, the diagonal entries used to divide in Algorithm ?? can be computed by at
least two ways. The one used here is called the stabilized computation of the diagonal entries.
The reason for this is that we always have zTk Azk > 0 even if the columns of Z are modified, for
example, by dropping of offdiagonal entries in an incomplete factorization since A is positive
definite. This does not need to be true for eTkAzk and the A-orthogonalization can break
down in this case. It is possible to show that this cannot happen for some special matrices,
like M-matrices or H-matrices. Another scheme, the forward (right-looking) variant of the
algorithm, is given below.
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Z

8.2.2.1 Side-effect of AINV: RIF The approximate inverse factorization from above
can be shown to provide another way to get an LDLT factorization. Of course, it should be
unique in complete computation and exact arithmetic, but otherwise it can be different. The
construction steps are as follows:

• Find the decomposition ZTAZ = D, where Z is unit upper triangular and D is
diagonal.

• The factor L of the decomposition A = LDLT is L = AZD−1, and it can be easily
retrieved from this inverse factorization. The procedure to compute factors in this way
is sometimes called robust incomplete factorization (RIF).

The two following figures show data flow of the construction but we do not go into details.

Z L

done active

done

Right-looking approach

Z L

done

done

Left-looking approach

Approximate inverses or the RIF factors that may not enhance parallelism but can help
to solve hard systems of linear equations can be used as auxiliary procedures to approximate
blocks in block factorizations, see, e.g., Axelsson, Brinkkemper, Il’in, 1984; Concus, Golub,
Meurant, 1985.
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8.2.2.2 Other approaches to get an approximation to A−1 An interesting scheme
is represented by the bordering scheme proposed by Saad, 1996 based on the equivalence

(
ZT

−yT 1

)(
A v
vT α

)(
Z −y

1

)

=

(
D

δ

)

There are other techniques that, for example, get the inverse factors from the computed direct
factors Alvarado, Dag, 1992 or they use the techniques exploiting the Sherman-Morrison
updating formula.

8.2.3 Global matrix iterations

The inverse matrix can be approximated iteratively by the so-called Schulz iterations (Schulz,
1933) based on the scheme

Gi+1 = Gi(2I −AGi), i = 1, . . .

The approach is derived from the Newton-Raphson iteration to get p where a given function
f is zero. Its derivation is as follows.

Consider the tangent equation for the function f in a point pn in the following general
form

y = f ′(pn)pn + b. (8.2.3134)

The tangent passes through the point (pn, f(pn)) and this can be written

f(pn) = f ′(pn)pn + b (8.2.3135)

that gives

b = f(pn)− f ′(pn)pn. (8.2.3136)

Searching for the zero point in pn+1 we have

0 = f ′(pn+1)pn+1 + f(pn)− f ′(pn)pn (8.2.3137)

giving

pn+1 = pn −
f(pn)

f ′(pn)
. (8.2.3138)

Considering the function of the inverse

f(x) = 1/x− a

we get

pn+1 = pn −
1/pn − a
−1/p2n

= ap2n = 2pn − ap2n. (8.2.3139)

and this implies the matrix generalization of the Newton-Raphson iterations.
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8.3 Polynomial preconditioning

Consider preconditioning of the systems of equations in the following transformation form

M−1Ax =M−1b. (8.3.0140)

One possibility to choose preconditioning is to consider its inversion in the form of polynomial
s(A) in A of degree k. A natural motivation is that the inverse matrix can be expressed using
the characteristic polynomial p(λ) = det(A− λI) of A. Cayley-Hamilton theorem implies

pn(A) ≡
n∑

j=0

βjA
j = 0. (8.3.0141)

For a regular A we have β0 = (−1)n det(A) 6= 0 and we get after multiplying by A−1

A−1 = − 1

β0

n∑

j=1

βjA
j−1. (8.3.0142)

Preconditioning then can be expressed using the truncated characteristic polynomial

M−1 = s(A) =
k∑

j=0

cjA
k. (8.3.0143)

The idea of polynomial preconditioning can be found for the first time by Cesari in 1937
who used it to precondition the Richardson iterative method. Further development has been
pushed by vector and parallel computations, see Stiefel, 1958, since the solve steps are rich
in matvecs operations that profit parallel processing. Furthermore, A and s(A) mutually
commute and the evaluation can be based on the Horner scheme, see its more parallel variants
by Estrin.

Most of the practical polynomial preconditioners is connected to symmetric matrices,
in particular, to SPD matrices. Polynomial preconditioners for nonsymmetric matrices can
be constructed as well but it may be much more difficult to obtain efficient preconditioned
iterative methods with them (Manteuffel, 1977, 1978; Saad, 1986; Smolarski, Saylor, 1988).

8.3.1 Polynomial preconditioning and the conjugate gradient method

The conjugate gradient method for solving systems of linear equations with SPD system
matrix searches in its step k + 1 and approximation xk+1 of the solution vector in the form

xk+1 = x0 + Pk(A)r0, k = 0, . . . . (8.3.1144)

Here the polynomial Pk(A) minimizes the A-norm of the solution error

||xk+1 − x∗||A =
√

(xk+1 − x∗)TA(xk+1 − x∗) (8.3.1145)

among all polynomials of the degree k at most k for which Pk(0) = 1. A reason why another
polynomial preconditioning may be useful may be

• Iteration count can be even smaller although the total arithmetic complexity may be
larger.
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• Polynomial preconditioning can reduce the number of dot products that may be
problematic on parallel computing architectures.

• This preconditioning can use much less memory then other preconditioners, it is very
straightforward and may enable matrix-free implementation.

Similar reasons can be found to motivate polynomial preconditioning combined with other
Krylov methods.

8.3.2 Preconditioning by Neumann series

Neumann series of a matrix G ∈ Rn×n is called the series

+∞∑

j=0

Gj . (8.3.2146)

We have the following theorem

Theorem 8.2 Neumann series of G ∈ Rn×n converges if and only if we have

ρ(G) ≡ {|λ1|, . . . , |λn|} < 1.

In this case we have

(I −G)−1 =

+∞∑

j=0

Gj . (8.3.2147)

Let us note that ρ(G) < 1 is true is some multiplicative norm |||G||| of G is less than 1. For
simplicity we will distinguish two cases.

• First, consider now splitting A with regular matrix M1.

A =M1 −R. (8.3.2148)

Then we can write

A =M1(I −M−1
1 R) =M1(I −G). (8.3.2149)

If

ρ(G) = ρ(M−1
1 R) = ρ(I −M−1

1 A) < 1

then

A−1 = (I −G)−1M−1
1 =





+∞∑

j=0

Gj



M−1
1 (8.3.2150)

Preconditioning that approximates A−1 we get by considering only a finite number
k + 1 of terms in this expression for the inverse of A. In the other words, the inverse
preconditioner M−1 is expressed by a truncated Neumann series.

M−1 = (I −M−1
1 R)−1M−1

1 =





k∑

j=0

(M−1
1 R)j



M−1
1 . (8.3.2151)
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• Second, in order to satisfy the convergence condition related to the convergence
radius we should typically use a scaling. Consider the following splitting for ωA with a
real nonzero parameter ω as follows

ωA =M1 −R1 =M1 − (M1 − ωA) =M1(I −M−1
1 (M1 − ωA)). (8.3.2152)

Then

(ωA)−1 = (M1(I − (I − ωM−1
1 A)))−1 = (I − (I − ωM−1

1 A))−1M−1
1 . (8.3.2153)

Parameter ω and regular matrix M1 can be always chosen such that the matrix G =
(I − ωM−1

1 A) has convergence radius less than one so that the matrix (I − G)−1 can
be approximated by truncated Neumann series





k∑

j=0

Gj



 . (8.3.2154)

Then we have

A−1 ≈ ω





k∑

j=0

Gj



M−1
1 . (8.3.2155)

If the right-hand side of the equation is denoted as M−1 we get

M−1A =





k∑

j=0

Gj



M−1
1 A =





k∑

j=0

Gj



 (I −G) = (I −Gk+1). (8.3.2156)

In this way we have expressed the difference of M−1A from the unit matrix. Matrix M
defined in this way can be considered as the preconditioning matrix.

Using polynomial preconditioning in the form of truncated Neumann series for A sym-
metric and positive definite can be applied from the left. If M1 is symmetric and positive
definite thenM−1A is selfadjoint with respect to the scalar product (. , .)M1 . Therefore using
M1 = I or M1 = DA is correct.

Generalization of this preconditioning by Dubois, Greenbaum and Rodrigue (1979) by
further parametrization of the truncated series for (I − G)−1 introduced Johnson, Micchelli
and Paul in 1983. They proposed the approximation

I + γ1G+ γ2G
2 + . . . γkG

k, (8.3.2157)

such that the additional degrees of freedom can be used to optimize it.

8.3.3 Preconditioning based on Čebyšev polynomials

This type of polynomial preconditioning has been derived considering the following optimiza-
tion task in the spectral norm.

||I − s(A)A|| = max
λi∈σ(A)

|1− λis(λi)|. (8.3.3158)
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This implies a practical goal to find the polynomial s of a given degree k minimizing the
expression

max
λ∈σ(A)

|1− λs(λ)| (8.3.3159)

among all polynomials of the given degree. This task may be relaxed looking for the polyno-
mial that minimizes the expression on some set E that includes the matrix spectrum

max
λ∈E
|1− λs(λ)|, E includes spectrum (8.3.3160)

among all polynomials of the given degree. If A is symmetric and positive definite, the set is
an interval of R+. Denoting this interval as

[a, b], (8.3.3161)

then the problem reduces to search of the polynomial s satisfying

s = min
p,deg(p)≤k

max
λ∈[a, b]

|1− λp(λ)|. (8.3.3162)

It is well-known that the solution can be expressed using scaled and shifted Čebyšev
polynomials of the first kind

T0(λ), T1(λ), . . . . (8.3.3163)

In case of A SPD we can construct these Čebyšev polynomials in the following way, where δ
and θ are (a+ b)/2 and (b− 1)/2, respectively.

σ0 = 1, σ1 = θ/δ, σk+1 = 2θ/δσk − σk−1

T0(λ) = 1/θ, T1(λ) = (4θ − 2λ)/(2θ2 − δ2)

Tk(λ) =
2σk
δσk+1

+
2σk(θ − λ)
σk+1δ

Tk−1(λ)−
σk−1

σk+1
Tk−2(λ)

If we choose λ1 = a, λn = b then one can show (Johnson, Miccheli, Paul) that the
preconditioned matrix

s(A)A (8.3.3164)

has minimum condition number among all such matrices where s(A) has degree k at most.

Čebyšev polynomial preconditioning can be easily applied in the framework of the conju-
gate gradient method applying the polynomial to residuals ri using the relation

ri = Ti(A)r0, i = 1, . . . , n. (8.3.3165)

Even if A is symmetric and indefinite one can propose a polynomial preconditioning.
Consider matrix spectrum inside the two intervals

[a, b] ∪ [c, d], −∞ < a ≤ b < 0 < c ≤ d < +∞, (8.3.3166)

of the same length. That is, we have

b− a = d− c. (8.3.3167)
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Solution of the corresponding polynomial minimax problem express explicitly using de
Boor-Rice polynomials [?] as follows

Pm(λ) =
1

λ

(

1− Tk(Φ(λ))

Tk(Φ(0))

)

, Φ(λ) = 1 +
2(λ− b)(λ− c)

ad− bc . (8.3.3168)

The degree of the polynomial preconditioning (m is always even) that monotonically map
both intervals to [−1, 1] is then

k = ⌊m/2⌋. (8.3.3169)

If the intervals are not of the same length, one of them can be increased to have the
same length. In this case, of course, the resulting preconditioner may not be so efficient.
Nevertheless, there are iterative procedures that compute the polynomial preconditioning
even in this case of non-equal intervals (Remez algorithm, [?]). Another possibility is to use
Grcar polynomials but there are other proposals [?], [?], [?], [?]. One of them includes so-call
bilevel polynomials that try to transform the spectrum of the preconditioned matrix into
a vicinity of −1 a 1 on the real axis. Here it is interesting that that they seem to work
better if the intervals containing spectrum are not of the same length. The last possibility
we mention here are polynomial computed adaptively based on improvements in the matrix
spectrum estimates. See, also [?] nebo [?].

Note that similarly as in the case of the conjugate gradient algorithm the transformation
of spectrum to clusters does not need to come with convergence acceleration since
its characterization is more complex. Also, the effect of finite precision arithmetic may be
very important [?].

8.3.4 Preconditioning based on least squares polynomials

The quality of the Čebyšev polynomials for SPD matrices strongly depends on the chosen
interval/intervals. Straightforward use of the Geršgorin theorem does not need to be enough.
There are some proposals to improve convergence. But there also other ways to construct
polynomial preconditioners that can provide sometimes better results. One of these proposals
is based on the least-squares polynomials and has been proposed by Johnson, Micchelli and
Paul in 1983.

Consider the following scalar product of two functions p and q on the real axis

〈p, q〉 =
∫ b

a
p(λ)q(λ)w(λ)dλ, (8.3.4170)

where w(λ) is nonnegative weight function on (a, b). The corresponding norm

||p||w =

∫ b

a
|p(λ)|2w(λ)dλ, (8.3.4171)

we will call w-norm. We will look for the preconditioner s(A) in the form of a polynomial on
an interval of the real axis that contains matrix eigenvalues. In particular, the polynomial
will be a solution of the problem

min
s∈Pk−1

||1− λs(λ)||w. (8.3.4172)

Assume A SPD. If we choose, for example, the weight function w ≡ 1 (Legendre weight
function) or

w(λ) = (b− λ)α(λ− a)α, α > 0, β ≥ −1

2
, (8.3.4173)
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(Jacobi weight function), polynomial s(A) can be explicitly computed. If in addition

α− 1 ≥ β ≥ −1

2
, (8.3.4174)

then even s(A)A has all eigenvalues real and greater than zero.

Here we have the following least-squares polynomials sk(λ) of the degree k at most for
k = 1, 2, 3, α = 1/2. β = −1/2.

s0(λ) =
4

3

s1(λ) = 4− 16

5
λ

s2(λ) =
2

7
(28− 56λ+ 32λ2)).

Derivation of the polynomials can be based, for example, on the relation for kernel poly-
nomials applied to the residual polynomial

Rk(λ) = 1− λsk(λ) (8.3.4175)

or using the three-term polynomial recurrence that could be used for some weight functions.
Both ways can be found in Stiefel, 1958. Another way is the explicit solution of the normal
equations

〈1− λsk(λ), λQj(λ)〉w, j = 0, . . . , k − 1, (8.3.4176)

whereQj is an arbitrary basis of the space of all polynomials of the degree k at most. In case of
matrices symmetric and indefinite one can derive the least squares polynomial preconditioning
on approximating the union of the two intervals in which the matrix spectrum is contained to
obtain a modified weight function. Saad in [?] proposes to use the following weight function
in this case

w(λ) =







w1 for λ ∈ [a, b]
w2 λ ∈ [c, d]
0 otherwise

(8.3.4177)

8.4 Further preconditioners for parallel computer architectures

Let us mention here some other preconditioning strategies that could be efficient in this
context.

8.4.1 Element-by-element preconditioning

Element is traditionaly called a submatrix Ae determined by its row and column indices
that contributes to the system matrix in the following way

A =

ne∑

e=1

Ae. (8.4.1178)

The operation extend-add is used to sum the contributions.
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One of the possibilities to precondition a systems with this matrix is to propose the
preconditioning in the form of elements as well. This could enable an efficient parallel im-
plementation. The simplest proposal is to choose the preconditioning as a sum of diagonal
matrices.

Me =

ne∑

e=1

diag(Ae). (8.4.1179)

A somewhat more sophisticated approach proposed by Hughes, Levit, Winget, 1983 and
formulated for a matrix that is symmetrically scaled by its diagonal (Jacobi scaling) defines
the preconditioner as follows

M =
√
WΠne

e=1LeΠ
ne

e=1DeΠ
1
e=ne

LT
e

√
W, (8.4.1180)

where

W = diag(A), I +
√
W

−1
(Ae − diag(Ae)

√
W

−1
= LeDeL

T
e , e = 1, . . . , ne (8.4.1181)

Another way has been proposed by Gustafsson, Linskog, 1986. They set

M =

ne∑

e=1

(L̂e +De)

(
ne∑

e=1

De)

)−1 ne∑

e=1

(L̂T
e +De) (8.4.1182)

for

Ae = (Le +De)D
+
e (L

T
e +De), e = 1, . . . , ne, (8.4.1183)

where D+
e is a pseudoinverse of the matrix De.

8.4.2 Multi-elimination - independent sets (ILUM)

8.4.3 Parallel row projection preconditioners

9 Domain decomposition (DD) methods

Domain decomposition (DD) methods represent a wide spectrum of computational approaches
originally proposed to solve boundary value problems. They can be described in general terms
by the following three-step scheme.

• Splitting the solution vector space (as Rn) to subspaces of smaller dimensions,

• solving smaller problems on these subspaces and

• assembling the problem solution from the solutions of these smaller problems

The whole scheme can be applied recursively and using some of the previously mentioned
algorithms as solution methods for the domain solves. In practice, DD methods and their
generalizations called subspace decomposition (SD) can be used (i) either as stand-alone
methods or (ii) as preconditioners of iterative methods, in particular to precondition the
Krylov space methods. Specific methods that closely follow PDE solvers have a very strong
theoretical background but DD algorithms can be fully algebraic having an underlying
theory as well.

Different communities may emphasize different aspects of the SD/DD methods.
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General computer science point of view emphasizes the data decomposition con-
cept behind the method that can be used to parallelize the methods. But the DD methods
may offer advantages for computations in sequential environment as well. This may be, for
example, due to limited cache capacities of individual processing units. Once the problem
has to be decomposed, splitting management should be cleverly proposed.

(PDE solver) point of view emphasizes the process of subdividing the set of continuous
equations into a set of smaller subsets with interfaces and allows to build strong theoretical
foundations related, among others, to the existence and uniqueness of the solution.

Algebraic point of view considers mainly computational aspects of numerical linear
algebra, for example, building the needed vectors and matrices, sparse data manipulations,
convergence of iterative methods to solve linear or nonlinear systems of algebraic equations
and the preconditioning.

9.1 Overlapping domain decomposition methods with one level

The earliest known method of the DD type has been introduced by Schwarz in 1870 [?]. Con-
sider two subdomains Ω1 and Ω2 of a bounded domain Ω and assume that these subdomains
share a part of the domain called overlap. In matrix terms overlap means that there are
variables shared by the overlapping part between the domains. The size of the overlap
plays a significant role both in the convergence analysis of DD and in practical computations.

Ω

Ω

Ω1 2

Methods using the domains with generally nonzero overlap will be called overlapping DD
methods. The overlap of domains in the figure above is given by the intersection of the disc
and rectangular.

Assume a nonzero overlap of subdomains of Ω. Denote the overlap ratio by βH .

Ω

Ω

Ω1 2

h

H

βH
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9.1.1 Continuous Schwarz algorithms

Before expressing DD structures algebraically by matrices and vectors, consider the following
continuous problem with the differential operator L that can be, for example, defined simply
as

L = −∆.

Lu = f in Ω, u = 0 on ∂Ω. (9.1.1184)

For two domains Ω1 and Ω2 to which we mostly restrict we also define

Ω = Ω1 ∪ Ω2, Γ1 = ∂Ω1 ∩ Ω2 ≡ ∂Ω1 \ ∂Ω, Γ2 = ∂Ω2 ∩ Ω1 ≡ ∂Ω2 \ ∂Ω. (9.1.1185)

Generalization to p domains is straightforward and sometimes we will slowly introduce this
case. Note that a lot of the following text has been significantly influenced by [?].

9.1.2 Original alternating Schwarz algorithm

This is an iterative method that solves our problem (??) with the given boundary conditions
by alternating solves in the domains Ω1 and Ω2. Starting with an initial solution approxi-
mation u0 = (u01, u

0
2) it successively constructs the sequence of solution approximations

u0 = (u01, u
0
2), u

1 = (u11, u
1
2), . . .

as follows.

Algorithm 9.1 Alternating Schwarz method for our problem.
Input: Input function u0 = (u01, u

0
2)

Output: Approximate problem solution: function un = (un1 , u
n
2 ) for some n ≥ 0.

1. Solve for k = 0, . . .

Luk+1
1 = f in Ω1,

uk+1
1 = 0 on ∂Ω1 ∩ ∂Ω,
uk+1
1 = uk2 on ∂Ω1 ∩ Ω2

Luk+1
2 = f in Ω2,

uk+1
2 = 0 on ∂Ω2 ∩ ∂Ω,
uk+1
2 = uk1 on ∂Ω2 ∩ Ω1

Computations on the domains can be performed in parallel instead of alternatively
and this leads to the Jacobi-Schwarz algorithm written for two domains in a very compact
way as Algorithm ??.
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Algorithm 9.2 Jacobi-Schwarz method for our problem.
Input: Input function u0 = (u01, u

0
2)

Output: Approximate problem solution: function un = (un1 , u
n
2 ) for some n ≥ 0.

1. Solve for k = 0, . . . and concurrently for i = 1, 2

Luk+1
i = f in Ωi,

uk+1
i = 0 on ∂Ωi ∩ ∂Ω,
uk+1
i = uk3−i on ∂Ωi ∩ Ω3−i

It is easy to see that if the algorithm converges, the asymptotic domain solutions in the
intersection of the subdomains have the same value if L is linear.

In general, if we would like to represent the solution by one vector and not by a couple of
subdomain vectors, we need to define it. Consider the following definition of the extension
operators and a partition of unity.

Definition The extension operators Ei of functions vi : Ωi → R, i = 1, 2 to functions
Ei(vi) : Ω → R define their values as zeros outside Ωi. The partition of unity functions
χi : Ωi → R, i = 1, 2 are defined as nonnegative functions with zero values for x ∈ ∂Ωi \ ∂Ω
and such that for any v : Ω→ R we have

v =
2∑

i=1

Ei(χiv|Ωi
). (9.1.2186)

Using this formalism we can define an algorithm where the solution is at each iteration
combined together using the partition of unity functions.

Algorithm 9.3 Global Jacobi-Schwarz method for our problem.
Input: Input function u0

Output: Approximate problem solution: function un for some n ≥ 0.

1. Solve for k = 0, . . . and concurrently for i = 1, 2

Lwk+1
i = f in Ωi,

wk+1
i = 0 on ∂Ωi ∩ ∂Ω,

wk+1
i = uk on ∂Ωi ∩ Ω3−i

uk+1 =

2∑

i=1

Ei(χiw
k+1
i )

It can be shown that Algorithm ?? is equivalent to the Jacobi-Schwarz Algorithm ?? in
the following sense: If the initial solution in Algorithm ?? is chosen as

u0 =

2∑

i=1

Ei(χiu
0
i )

then the k + 1-th iteration of Algorithm ?? is equal to

uk+1 =
2∑

i=1

Ei(χiu
k+1
i )
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using the domain quantities of Algorithm ??.
Another way to put down an equivalent algorithm at the continuous level uses the concept

of residuals and error corrections and it is described by the following scheme and it is named
restrictive additive algorithm.

Algorithm 9.4 RAS algorithm.
Input: Input function u0

Output: Approximate problem solution: function un for some n ≥ 0.

1. Solve for k = 0, . . . and concurrently for i = 1, 2

Lwk
i = rk ≡ f − L(uk) in Ωi,

wk
i = 0 on ∂Ωi

uk+1 = uk + E1(χ1w
k
1) + E2(χ2w

k
2)

Here the equivalence can be shown as above such that the global solution approximations
from Algorithm ?? are equal to the couple of domain solutions from Algorithm ?? transformed
by partition of unity and extension operators as above.

Consequently, all the presented variations of the algorithm we will call the restricted
additive Schwarz algorithm (RAS) algorithms. A simpler variant of the global approach
is the following Algorithm ?? that does not use the partition of unity functions. This approach
is called the additive Schwarz algorithm (ASM). It can be shown that it is equivalent to
the original Schwarz algorithm presented here as Algorithm ??.

Algorithm 9.5 Additive Schwarz algorithm (ASM).
Input: Input function u0

Output: Approximate problem solution: function un for some n ≥ 0.

1. Solve for k = 0, . . . and concurrently for i = 1, 2

Lwk+1
i = f in Ωi,

wk+1
i = 0 on ∂Ωi ∩ ∂Ω,

wk+1
i = uk on ∂Ωi ∩ Ω3−i

uk+1 =

2∑

i=1

Ei(w
k+1
i )

In order to use the methods and prove their convergence, assumptions on the domain
and its decomposition are needed. But here we will not go into details.

9.1.3 From functions to discrete setting

Transformation to discrete setting using simple finite difference schemes is often rather
straightforward and we will show an example of the discrete setting below. Let us men-
tion here some aspects related to the use of finite elements. Consider a triangulation T h
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of Ω with the characteristic diameter h. For simplicity we assume that boundaries of subdo-
mains are aligned with the mesh: triangulation Ti of Ωi satisfies Ti ⊂ T h. We will use the
following notation

• Uh: space of finite element functions from H1
0 vanishing on ∂Ω

• Ui = {v ∈ Uh | v = 0 on Ω \ Ωi, i = 1, 2}

• U1 + U2 span Uh. That is that any v ∈ Uh can be decomposed as v =
∑

i vi, for vi =
Ih(χiv) ∈ Ui, where Ih is the nodal interpolation operator, and χi is the characteristic
function of the i-th domain

The nodal basis of Uh will be denoted by {φk}. The subset of the nodes with the support in
Ωi will be denoted by {φik}.

Using the finite element discretization then we get stiffness matrix A with the entries
defined as

Akj = a(φj , φk)

and based on the canonical linear isomorphism between the finite element space Uh and the
Euclidean space of coefficients Rh, and we will use the notation for two domains

Uh = U1 + U2 → V h = V1 + V2

or

Uh = U1 + . . .+ Up → V h = V1 + . . .+ Vp

for more domains. In the same way the vectors of coefficients are used also for other quantities
related to the solution, right-hand side and boundary condition as u, f, g etc.

9.1.4 Matrix representation of functions

As a good source of information on the discrete problems arising in domain decomposition
we have used [?], [?] and [?]. Here we will use in our model problems more general Dirichlet
condition than in our model represented by setting gi for i = 1, 2 (instead of zeros) at ∂Ωi∩∂Ω
to better appreciate the following text.

First an example where the underlying discretization uses one grid for the whole domain
is based of centered finite differences. Forming of the discrete system in the Euclidean space
of coefficients Rh is in this case then straightforward using discrete vectors for the right-hand
side and boundary conditions. Part of the grid showing explicitly Ω1, the part of the boundary
∂Ω that forms the boundary of Ω1 and the internal (artificial) boundary Γ1 = ∂Ω1 \ ∂Ω is
depicted below.
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A discrete version of the problem solver with generally nonzero Dirichlet boundary con-
ditions for the first domain based on Algorithm ?? is then

A1u
k+1
1 = f1 in Ω1,

uk+1
1 = g1 in ∂Ω1 ∩ ∂Ω,
uk+1
1 = uk2 in ∂Ω1 ∩ Ω2,

where the straightforwardly denoted discrete objects are used instead of functions. Using
L = −∆ then the actual equations for the domain Ω1 are

(
0 −1 0 0 −1 4 −1 0 0 −1 0 0
0 0 −1 0 −1 −1 4 −1 0 0 −1 0

)

























uk+1
1

uk+1
2

uk+1
3

uk+1
4

uk+1
5

uk+1
6

uk+1
7

uk+1
8

uk+1
9

uk+1
10

uk+1
11
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Here we naturally distinguish among the components of the vector u that correspond to the
internal grid points and the other components corresponding to the grid points of ∂Ω1 \ Γ1

and Γ1. We can then formally split domain vectors of coefficients as

ui =





uΩi

u∂Ωi∩∂Ω
uΓi



 (9.1.4187)

One of the troubles in getting to a general discrete case is that the grid points used in
different domains may not match. In order to get the discrete values for domain solves we
then generally need to use interpolation operators from domains to internal parts of the
boundary and we denote them (for i = 1, 2) by

IΩi→Γ3−i
≡ IΩi→∂Ω3−i\∂Ω. (9.1.4188)

Matrix form of the original alternating overlapping method in the space of coefficients
that generates the sequence (u01, u

0
2), . . . , (u

1
1, u

1
2), . . . for k = 0, . . . is

A1u
k+1
1 = f1 in Ω1,

uk+1
1 = g1 on ∂Ω1 ∩ ∂Ω,
u1 = IΩ2→Γ1u

k
2 on Γ1,

A2u
k+1
2 = f2 in Ω2,

uk+1
2 = g2 on ∂Ω2 ∩ ∂Ω,
u2 = IΩ1→Γ2u

k+1
1 on Γ2,

The discrete alternating scheme given here where the updated partial solution from
domain Ω1 is directly substituted into the second set of equations is the block Gauss-Seidel
type of the computational procedure. In practice, solutions components in the overlap can
be averaged, or defined as one (from more) of the domain partial solutions getting thus
closer to the partition of unity concept and somewhat different schemes.

Let us rewrite the alternating equations about into a more compact matrix form using
the notation for the domain Ai, i = 1, 2 we will consider in the form

Ai =
(
AΩi

A∂Ωi\∂Ω AΓi

)
. (9.1.4189)

We can then write

(
A1 AΓ1IΩ2→Γ1

AΓ2IΩ1→Γ2 A2

)(
uΩ1

uΩ2

)

=

(
f1 −A∂Ω1∩∂Ω g1
f2 −A∂Ω2∩∂Ω g2

)

(9.1.4190)

Note that because of the interpolation operators, the system does not generally need to be
symmetric. And again, the alternating method corresponds to the Gauss-Seidel approach
but a Jacobi approach can be used at the discrete level as well. Here we do not use indices
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for iterations since because of the alternative solution approaches. Another possibility is to
keep the Dirichlet conditions in the system explicitly and we get the extended system











A1 A∂Ω1∩∂Ω AΓ1

I
I −IΩ2→Γ1

A2 A∂Ω2∩∂Ω AΓ2

I
−IΩ1→Γ2 I





















uΩ1

u∂Ω1∩∂Ω
uΓ1

uΩ2

u∂Ω2∩∂Ω
uΓ2











=











f1
g1
0
f2
g2
0











(9.1.4191)

Apart from differences in the system and connections to the stationary iterative schemes
there are two possible algorithmic ways to exploit this relation mentioned above. Either as
a stand-alone procedure given above or as a preconditioner. The standard iterative update
with a preconditioner M reads

u+ = u+M−1(b−Au) (9.1.4192)

and we will use in the following this convention on the upper indices. The block Gauss-
Seidel as a preconditioner (applied to residuals!) is as follows

Algorithm 9.6 Alternating Schwarz method as a preconditioner
Input: Input vector u
Output: Preconditioned vector v.

1. vΩ1 = A−1
Ω1
uΩ1

2. vΩ2 = A−1
Ω2

(uΩ2 −AΓ2IΩ1→Γ2vΩ1)

The computation applied to residuals in the iterative method corresponds to starting the
computation with the initial zero guess on the artificial boundary since the most recent
artificial boundary values are incorporated in the residuals.

9.1.5 Global solution schemes

The general schemes discussed above can be are often simplified. Using matching grids is
a motivation to use one vector of solution variables shared by the domains instead of using
explicitly the two parts of the solution vector denoted by (uk1, u

k
2) for k = 0, . . .. Namely, in

the case of matching grids the interpolation operators are not needed. We will then

u =
(

uΩ1\Ω2
uΓ2 uΩ1∩Ω2 uΓ1 uΩ2\Ω1

)T
. (9.1.5193)

For the combination the two domain vectors (in case of two domains) ito a one vector we can
use a discrete version of the unity partitioning or just compute the vector by redefining its
components as when doing alternations of the Gauss-Seidel type. We assume that a particular
way to do this is a part of the matrix computational procedure. Since the interpolation
operators are not needed we can namely directly write

AΓ1IΩ2→Γ1u2 → AΓ1uΓ1 , AΓ2IΩ1→Γ2u1 → AΓ2uΓ2 (9.1.5194)
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and the equations based on (??) can be rewritten in a slightly different form as

u+Ω1
= uΩ1 +A−1

Ωi
(f1 −A∂Ω1∩∂Ωg1 −AΩ1uΩ1 −AΓ1uΓ1)

u+Ω2
= uΩ2 +A−1

Ω2
(f2 −A∂Ω2∩∂Ωg2 −AΩ2uΩ2 −AΓ2uΓ2)

Second change of the iterative schemes can be based on assuming that we have

AΓ1uΓ1 = AΩ\Ω1
uΩ\Ω1

, AΓ2uΓ2 = AΩ\Ω2
uΩ\Ω2

. (9.1.5195)

This is valid only if there is no direct coupling among nodes on opposite sides of the
artificial boundaries, that is if

AΩ1\Ω̄2
= 0, AΩ2\Ω̄1

= 0. (9.1.5196)

In this way we get rid of the dependence on the artificial boundary. Note that this holds if
there is no direct coupling among nodes on opposite sides of the internal bound-
aries, that is if

AΩ1\Ω̄2
= 0, AΩ2\Ω̄1

= 0. (9.1.5197)

This does not need to be the case, for example, in case of higher order finite element dis-
cretizations. In this way we obtained the multiplicative Schwarz method expressed here
as a stand-alone procedure.

u+Ω1
= uΩ1 +A−1

Ω1
(f1 −A∂Ω1∩∂Ωg1 −AΩ1uΩ1 −AΩ\Ω1

uΩ\Ω1
)

u+Ω2
= uΩ2 +A−1

Ω2
(f2 −A∂Ω2∩∂Ωg2 −AΩ2uΩ2 −AΩ\Ω2

uΩ\Ω2
)

Its use as a preconditioner is given in the following algorithm

Algorithm 9.7 Multiplicative Schwarz method (MSM) as a preconditioner
Input: Input vector u
Output: Preconditioned vector v.

1. vΩ1 = A−1
Ω1
uΩ1 , vΩ2 = 0

2. vΩ2 = A−1
Ω2

(u−Av)|Ω2

Another way to describe this preconditioning procedure is via the two following global steps
using the notation uk+1/2 for the intermediate step

• uk+1/2 = uk +

(
A−1

Ω1
0

0 0

)

(f −Auk)

• uk+1 = uk+1/2 +

(
0 0

0 A−1
Ω2

)

(f −Auk+1/2)
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9.1.6 Mappings among domains and projections

In the MSM algorithm above we have used a restriction to the domain Ω2. This restriction
can be conveniently expressed as a matrix operation as follows

u1 = R1u =
(
I 0

)
(
uΩ1

uΩ\Ω1

)

u2 = R2u =
(
0 I

)
(
uΩ\Ω2

uΩ2

)

Ai = RiAR
T
i

The used matrix operators are defined through

• RT
i : n× ni: rectangular extension matrix: maps from local to global indices

• (RT
i )ml = 1 if m is the global position of the l-th degree of freedom of the i-th domain

where the full system matrix has dimension n and ni denote the dimensions of domain
matrices.

The restrictions are discrete representations of projections between the function
spaces. We will show this using the finite elements and bilinear form background.

First, remind that the stiffness matrix A has the entries Akj = a(φj , φk) that using
standard nodal basis functions. Consider vectors of coefficients in the finite element spaces
Uh and U i, i = 1, . . . , p. For the domain spaces we use just subsets of the finite element
functions with the support in Ωi denoting them using an additional superscript.

• u ∈ Uh: u =
∑

k ukφk

• v ∈ Ui: v =
∑

k vkφ
i
k

With the help of the restriction matrices we have (Ri maps global to local):

Ai
lk = a(φik, φ

i
l) = a(

∑

j

(Ri)kjφj ,
∑

s

(Ri)lsφs) =
∑

j

∑

s

(Ri)kj(Ri)lsa(φj , φs)

=
∑

j

∑

s

(Ri)kj(Ri)lsAsj =
∑

j

∑

s

(Ri)lsAsj(Ri)kj =
∑

j

(RiA)lj(Ri)kj = (RiAR
T
i )lk

Similarly

a(φk, φ
i
l) = a(φk,

∑

s

(Ri)lsφs) =
∑

s

(Ri)lsa(φk, φs) =
∑

s

(Ri)lsAsk = (RiA)lk (9.1.6198)

Consider projections to individual domains in the considered inner product

a(., .) : u ∈ H1
0 (Ω)→ Piu ∈ H1

0 (Ωi) (9.1.6199)

These projections have to satisfy

a(Piu, v) = a(u, vi), u ∈ H1
0 (Ω), ∀vi ∈ H1

0 (Ωi) (9.1.6200)
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Discrete representation of the projections w = Piu =
∑

k wkφ
i
k should satisfy

a(
∑

k

wkφ
i
k, φ

i
l) = a(

∑

k

ukφk, φ
i
l), ∀φil

∑

k

wka(φ
i
k, φ

i
l) =

∑

k

uka(φk, φ
i
l), ∀φil

Substituting entries of A we have

∑

k

[RiAR
T
i ]lkwk = [RiAu]l

w = (RiAR
T
i )

−1RiAu

Matrix representation of the discrete projection Pi can be then written

Pi = RT
i (RiAR

T
i )

−1RiA = RT
i A

−1
i RiA. (9.1.6201)

The fact the the matrices are projections can be given also more specifically as follows.

Theorem 9.1 Assume that A is SPD. Then the matrices

Pi = BiA = RT
i (RiAR

T
i )

−1RiA, i = 1, . . . , p (9.1.6202)

are orthogonal projectors to the domains Ωi, i = 1, . . . , p in the A-inner product.

Proof Pi is projector since it is idempotent satisfying

PiPi = RT
i (RiAR

T
i )

−1RiAR
T
i (RiAR

T
i )

−1RiA = RT
i (RiAR

T
i )

−1RiA = Pi (9.1.6203)

A projection is orthogonal if and only if it is self-adjoint. We can see that Pi, i = 1, . . . , p are
self-adjoint in the A-inner product.

〈Pix, y〉A = 〈Pix,Ay〉 = 〈x, P T
i Ay〉 = 〈x,ABiAy〉 = 〈x,APiy〉 = 〈x, Piy〉A

The orthogonality can be observed also differently, from the orthogonality of its range and
null subspaces. Consider any admissible x, y. Then we have

〈Pix, (I − Pi)y〉A = 〈x, Pi(I − Pi)y〉A = 〈x, (Pi − P 2
i )y〉A = 0.

9.1.7 MSM formulated using restriction matrices

Using the matrix form of the preconditioners we have for MSM

uk+1/2 = uk +RT
1 (R1AR

T
1 )

−1R1(f −Auk) ≡ uk +B1(f −Auk)
uk+1 = uk+1/2 +RT

2 (R2AR
T
2 )

−1R2(f −Auk+1/2) ≡ uk+1/2 +B2(f −Auk+1/2)

Merging the two steps together provides

uk+1 = uk +B1(f −Auk) +B2(f −Auk −AB1(f −Auk))
= uk + (B1 +B2 −B2AB1)(f −Auk)

That is, the complete preconditioner covering these two steps is expressed as

B1 +B2 +B2AB1. (9.1.7204)

In the algorithmic form we get the MSM preconditioner as follows

146



Algorithm 9.8 Multiplicative Schwarz method (MSM) as a preconditioner using projections
Input: Input vector u
Output: Preconditioned vector v.

1. v = 0
2. v = B1u
3. v = v +B2(u−Av)

9.1.8 Symmetrization of the overlapping Schwarz method

The MSM formula can be symmetrized using similar techniques as in stationary iterative
methods. Consider the following three steps

uk+1/3 = uk +B1(f −Auk)
uk+2/3 = uk+1/3 +B2(f −Auk+1/3)

uk+1 = uk+2/3 +B1(f −Auk+2/3)

This together gives the following symmetric preconditioner B

uk+1 = uk+B(f−Auk) ≡ uk+(B1+B2−B2AB1−B1AB2+B1AB2AB1)(f−Auk) (9.1.8205)

9.1.9 Additive overlapping Schwarz (ASM)

Enhanced parallel processing is the reason to use the overlapping Schwarz procedure called
additive Schwarz method (ASM). It is based on the following block Jacobi-based step

uk+1 = uk + (B1 +B2)(f −Auk) (9.1.9206)

ASM is more parallel, but often also less efficient than MSM.

9.1.10 Error in MSM

Consider the MSM algorithm in case of two domains

uk+1 = uk + (B1 +B2 −B2AB1)(b−Auk) (9.1.10207)

and denote the problem solution u∗. We then have

uk+1 − u∗ = uk − u∗ − (B1 +B2 −B2AB1)(Au
k −Au∗)

uk+1 − u∗ = (I −B2A)(I −B1A)(u
k − u∗)

Using the projection notation Pi = BiA, i = 1, 2 we have

ek = u∗ − uk, ek+1 = (I − P2)(I − P1)e
k. (9.1.10208)

Expressing the error propagation in this way is analogical to the case of the stationary iterative
solvers with

ek+1 = (I −M−1A)ek. (9.1.10209)
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Theorem 9.2 The correction ei is the vector closest to the error e in the subspace spanned
by the rows of Ri in the discrete energy norm (., .)A

Proof Since Pi is the projector to the subspace spanned by the rows of Ri (that is,
by the columns of RT

i ) because Pi = BiA = RT
i (RiAR

T
i )

−1RiA, we can write for a given
global x in the short form

Pix = RT
i y (9.1.10210)

for some global y. Consider any correction ei to a solution in Ωi in the span of columns of
RT

i can be written as ei = RT
i w. Minimizing the distance between the error e and ei is equal

to solving the problem

min
w
‖e− ei‖ = min

w
‖e−RT

i w‖ = min
w

(e−RT
i w)

TA(e−RT
i w)

Setting the derivative of the expression to zero we have

−2RiA(e−RT
i w) = 0⇔ RT

i ARiw = RiAe

This gives

ei = RT
i w = RT

i (R
T
i ARi)

−1RiAe = Pie ≡ RT
i (R

T
i ARi)

−1Ri(f −Aui)

and we are done.

9.1.11 Generalization of Schwarz methods to more domains

Considering p domains, amount of parallelism of the MSM can be improved by coloring of
the domains as shown in the following figure.

Then number of sequential steps is given by the number of colors g where g is the number
of groups of domains that do not overlap. The MSM procedure that uses coloring and
grouping domains of the same color into group1, . . . , groupg is then given by

u(k+1/g) = u(k) +
∑

j∈group1
Bjr

(k)

u(k+2/g) = u(k+1/g) +
∑

j∈group2
Bjr

(k+1/g)

...

u(k+1) = u(k+(g−1)/g) +
∑

j∈groupg
Bjr

(k+(g−1)/g)
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9.2 Overlapping domain decomposition methods - two level methods

Let us discuss a motivation to improve the basic methods first.

9.2.1 Motivation for a coarse step/grid

In standard finite element and finite difference discretizations of second order elliptic equa-
tions the row sums of A are close to zero (no zero order term). Consider a local correction
given by the expression

ci =





0

A−1
Ωi

0



 (f −Auk) =





0

A−1
Ωi

0



 rk ≡





0

A−1
Ωi

0



Aek (9.2.1211)

If the error is constant or close-to-constant (slowly changing, low frequency, perturbed
by a constant etc.) then ci is close to zero. Consequently, the solver has a problem since the
convergence may significantly slow down. This can be also seen more formally from a Fourier
analysis of a model problem or from the decay of Green function. A way to overcome the
problem is to consider an additional step of the overlapping methods as described below.

9.2.2 A simple two-level multiplicative method

Assume to have two grids/matrices/bilinear forms. Consider two matrices that we call fine
and coarse and denote them by AF , AC . The fine grid will be then the one that is divided
into more domains. The coarse matrix is constructed from an operator on a coarser grid. Ana-
logically to Schwarz methods we consider linear restriction matrix RF and interpolation
matrix RT

F . We then write

u+F = uF +RT
FA

−1
C RF (f −AFuF ) ≡ uF +BC(f −AFuF ) ≡ uF +BCrF (9.2.2212)

and this is called the iteration scheme with the coarse grid correction. This correction may
be cheap enough since the rank of RT

FA
−1
C RF is typically much smaller than the dimension

of the system AF . We thus have

u
k+1/2
F = ukF +BC(f −AFu

k
F )

uk+1
F = u

k+1/2
F +BF (f −AFu

k+1/2
F )

That is

uk+1
F = ukF + (BC +BF −BFAFBC)(f −AFu

k
F ) (9.2.2213)

Two-level multiplicative preconditioner is then given

Algorithm 9.9 Two-level multiplicative preconditioner v = Br (≡ vF = BrF )
1. v = BC r
2. v = v +BF (r −AF v)
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9.2.3 More general two-level methods, smoothing

While combining projectors that transform errors in Schwarz methods has been motivated by
putting the information from separate domains together we still need to say why the coarse
grid correction may be useful. The reason is that the coarse problem can resolve better
slowly moving error parts of the error if the coarse grid nodes have larger distances
among each other. Then solving the fine problem minimizes fast moving parts of the
error and this is called smoothing. Another reason for having the coarse problem is to
distribute information farther from boundary faster. In the other words, the roles of the
coarse grid problem (algebraically with AC) and the fine grid problem (algebraically with
AF ) are complementary.

Smoothing, that is working with the local matrices only, can be based on Schwarz
method as follows

Algorithm 9.10 Additive Schwarz smoothing, nstep steps: u = Br

1. u = 0
2. for n = 1, . . . , nstep do
3. u+ = u+

∑

iR
T
i A

−1
Ωi
Ri(r −AFu) ≡ u+ = u+

∑

iBi(r −AFu)
4. end

Using the notation

B = B0 +

p
∑

i=1

Bi =

p
∑

i=0

Bi (9.2.3214)

the procedure of ASM preconditioning with added coarse grid correction is

Algorithm 9.11 Two-level additive Schwarz preconditioner v = Br

1. v+ =
(

RTA−1
C R+

∑

iR
T
i A

−1
Ωi
Ri

)

r ≡ (B0 +
∑

iBi) r

Alternatively, the coarse grid projection can be added multiplicatively.

Algorithm 9.12 Two-level multiplicative Schwarz preconditioner v = Br

1. v+ = RTA−1
C Rr

2. v+ = v +B1(r −AF v)
. . . . . .

v+ = v +Bp(r −AF v)

It is easy to see that the Schwarz matrix operator can be then written in the form

B = [I − (I −BpAF ) . . . (I −B1AF )]A
−1
F

Another possibility is to add the coarse grid correction additively on the top of the MSM
procedure.
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9.3 Fourier analysis of two-level methods

This section shows a simple analysis of the method using two levels for solving the following
one-dimensional model problem. Here we were influenced by [?].

−∆u = f in (0, 1)

u(0) = u(1) = 0

. Simple FEM discretization gives the following system of linear equations

Ahu =
1

h







2 −1
−1 2 −1

. . .
. . .− 1 2






u = f.

Here we have

h =
1

n+ 1
, n = 2N + 1, N ≥ 1

in a grid with odd number n of interior nodes. Note the factor 1/h corresponds to the FEM
discretization while finite differences would provide the factor 1/h2. The eigenvectors and
eigenvalues of this matrix are

ei =
√
2h







sin(πih)
sin(π2ih)

. . .
sin(πnih)






, λi =

4

h
sin2

(
πih

2

)

=
2

h
(1− cos(πih)), i = 1, . . . , n (9.3.0215)

Consequently, the condition number of Ah is given

κ(Ah) = λmax(Ah)/λmin(Ah) = sin2(πnh/2)/sin2(πh/2) ≈ 4/(π2h2) = O(h−2).

Consider the standard Jacobi iterations. The diagonal of the matrix Ah is










2/h
2/h

. . .

2/h
2/h










. (9.3.0216)

and the resulting error contraction is

e+ = Ese, Es = I − h/2Ah

Using (??) we get that eigenvalues of the matrix Es are

1− (h/2)(2/h)(1− cos(πih)) = cos(πih), i = 1, . . . , n.

The largest of them is

cos(πh). (9.3.0217)
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Using the relation
√

(1− x2) ≈ 1− x2/2

we then get for the spectral radius by approximating the function sin close to zero

ρ(Es) = λmax(Es) = cos(πh) ≈ 1− π2h2

2
.

Consider now the coarse matrix based on

H = 1/(N + 1) = 2h,N = (n− 1)/2.

The corresponding coarse grid Laplacian is

AH =
1

H







2 −1
−1 2 −1

. . .
. . .− 1 2






u = f

The restriction operator is

R =





1/2 1 1/2
1/2 1 1/2

. . .



 .

For interpolation we use its transpose. Then the error propagation for the coarse grid cor-
rection solve can be written as

Ec = I −RTA−1
H RAh

. As we can see we use here both coarse and fine grid matrices. Denote the matrix of
eigenvectors of the coarse matrix by

QH = (e1H , . . . , e
N
H).

As above, we can write

Q−1
H AHQH =





4/Hsin2(πH/2)
. . .

4/Hsin2(πNH/2)



 .

And also assume that the eigenvectors of Ah are permuted such that

Qh = (e1, en, e2, en−1, . . . , eN , eN+2, eN+1)

Applying restriction for k = 1, 3, . . . , n we have for transformation of the i-th eigenvector
merging its three components together

R (Qh)i =
√
2h (0.5 ∗ sin(kiπh) + sin((k + 1)iπh) + 0.5 ∗ sin((k + 2)iπh)

=
√
2h (cos(iπh) + 1) sin((k + 1)iπh

= 2
√
2h cos2(iπh/2) sin((k + 1)iπh
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Using orthogonalities this leads to

Q−1
H RQh =








cos2(πh/2)
cos2(2πh/2)

. . .

cos2(Nπh/2)







.

Then writing

Q−1
h EcQh = I − (Q−1

h RTQH)(Q−1
H A−1

H QH)(Q−1
H RQh)(Q

−1
h AhQh)

and using the transformed matrices we get the block form of the

Q−1
h EcQh =









sin2(πh/2) cos2(πh/2)
sin2(πh/2) cos2(πh/2)

sin2(πh/2) cos2(πh/2)
sin2(πh/2) cos2(πh/2)

. . .









Eigenvectors of the blocks are

(
1
1

)

,

(
cos2(iπh/2)
−sin2(iπh/2)

)

and the corresponding eigenvalues 1 and 0. Eigenvectors with zero eigenvalue are given by

f i = cos2(iπh/2)ei − sin2(kπh/2)en+i−1

Consequently, the annihilated vectors f i (corresponding to the eigenvalue zero) approximate
low frequency modes since for

i < n/4

(these are the low frequencies) we have

cos2(iπh/2)→ 1, sin2(iπh/2).

In the other words, bigger reductions correspond to ei, smaller reduction correspond to
en+i−1).

9.4 Nested coarse and fine spaces

In the case of nested spaces used for finite element discretizations the two-level method is
more transparent. Consider working with the finite element spaces UH ⊂ Uh as we get, for
example, in the case of the conforming Lagrangian finite elements of the degree p. Consider
the construction of the coarse space using continuous piecewise polynomials with the degree
p at most. Any function in Uh with the nodal basis {φk} can be then expressed as

u =
∑

i

uiφi (9.4.0218)

and any function in UH with the nodal basis {ψk} can be expressed as

uC =
∑

k

uCk
ψk. (9.4.0219)
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Since the spaces are nested, we can express the relation between the bases

ψk =
∑

j

Rkjφj (9.4.0220)

and for a function uC from the coarse space we can write

uC =
∑

k

uCk
φk =

∑

k

uCk

∑

j

Rkjφj =
∑

j

(
∑

k

uCk
Rkj)φj

=
∑

j

[RTuC ]jφj

That is that RT provides the interpolation from uC coefficients to the fine coefficients Consider
the projection P0u, u ∈ Uh onto the subspace UH defined as

a(P0u,vi) = a(u,vi), P0u ∈ V H , ∀ vi ∈ V H (9.4.0221)

We will express the matrix representation of P0. Considering wC = P0u =
∑

k wkψk we can
rewrite this into

a(wc, ψj) = a(u, ψj) ∀ ψj

Left hand side of this expression gives

a(wc, ψj) = a(
∑

k

wCk
ψk, ψj) ≡

∑

k

wCk
a(ψk, ψj) ≡

∑

k

wCk
(AC)kj (9.4.0222)

For the right-hand side we have

a(u, ψj) =
∑

k

uka(φk, ψj) =
∑

k

uk
∑

l

Rjla(φk, φl) =
∑

k

uk
∑

l

RjlAlk. (9.4.0223)

This gives

ACwC = RAu

wC = A−1
C RAu, P0 = RTA−1

C RA

And we can conclude that the coarse grid corrections represent the projection onto the coarse
subspace. If the spaces are not nested then the interpolation operators should be involved.

9.5 Multilevel methods

The concept of two-level methods can be extended to more levels. In the following text we
distinguish more cases considered in practice.

9.5.1 Multilevel additive methods

Consider a family of triangulations Ωi, i = 1, . . . , N (i) with the characteristic diameter h(i)

and let us first extend the preconditioner by one additional level only

B(1) =
N(1)
∑

k=1

R
(1)T

k A
(1)−1

k R
(1)
k +R(0)TA(0)−1

R(0)

154



B(2) =
N(2)
∑

k=1

R
(2)T

k A
(2)−1

k R
(2)
k +R(1)T (

N(1)
∑

k=1

R
(1)T

k A
(1)−1

k R
(1)
k +R(0)TA(0)−1

R(0))R(1)

Note that the coarser matrix A(i) is derived from the finer one through

A(i) = R(i)A(i+1)(R(i))T

and A
(i)
k is the subblock of A(i) defined as

A
(i)
k = R

(i)
k A(i+1)(R

(i)
k )T

corresponding to the domain Ω
(i)
k that is the k-th domain at the i-th level. The algorithm to

apply the multilevel additive Schwarz preconditioner with j levels is as follows

Algorithm 9.13 Multilevel additive Schwarz preconditioner u = Br with levels 0, . . . , j

Set r(j) = r
for i = j-1 : 0
r(i) = R(i)r(i+1)

end
for i =0:j

u(i) =
∑N(i)

k=1 R
(i)T

k A
(i)−1

k R
(i)
k r(i)

end
for i =1:j
u(i) = u(i) +R(i−1)T r(i−1)

end
Set u = u(j)

Here the restrictions from a finer to a coarser grid are

R(0) : (level 1 to level 0)

R(0)R(1) : (level 2 to level 0)

R(0)R(1)R(2) : (level 3 to level 1)

R̄(i) ≡ R(i) . . . R(j−1) : (level j to level i), i = 0, . . . , j

We can then characterize the multilevel additive preconditioner for R̄
(i)
k = R

(i)
k R̄(i) by the

matrix

B =

j
∑

i=0

N(i)
∑

k=1

R̄
(i)T

k A
(i)−1

k R̄
(i)
k .

9.5.2 Multilevel additive diagonal scaling

A simplified case called multilevel additive diagonal scaling is defined through

B = R̄(0)TA(0)−1
R̄(0) +

j−1
∑

i=1

R̄(i)TD(i)−1
R̄(i) +D(j)−1

(9.5.2224)
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The inverses of diagonal matrices correspond to Jacobi steps instead of full inverses of
domain matrices. The computation of diagonals can be formally written as

D(i) =

N(i)
∑

i=1

R̄
(i)T

k A
(i)
k R̄

(i)
k

using the cumulative restrictions introduced above.

9.5.3 BPX method

The method denoted BPX is even more simplified than MDS. It is tightly coupled to contin-
uous problems since it replaces the diagonal entries by their expected asymptotic behavior.
Considering bilinear finite elements and model problems with the negative Laplacian. The
basis functions linear in each variable provide gradient slope O(1/h(i)) since a basis function
varies from 0 to 1 linearly over O(h(i)) element size. Integral contributions have the size
proportional to

volume× h(i)−2 ∼ h(i)d−2
(9.5.3225)

and D(i) scales like O(h(i)
d−2

). BPX preconditioner then uses the preconditioner

B = R̄(0)TA(0)−1
R̄(0) +

j−1
∑

i=1

R̄(i)T R̄(i)h(i)
d−2

+ h(i)
d−2

I (9.5.3226)

For more general PDE problems, the algorithm is less robust with respect to changes of
coefficients than the more complex multilevel approaches.

9.5.4 Hierarchical basis method

The hierarchical basis method from the family of multilevel preconditioners can be derived
by dropping some terms from the general multilevel preconditioner. We do not discuss it
here.

9.5.5 Some abstract theoretical results

Here we will first present several examples of convergence results for Schwarz preconditioners.

9.5.5.1 Some conditioning results related to Schwarz preconditioners The ad-
ditive Schwarz preconditioner without the coarse grid correction defined in the matrix
form

M−1
as,1 =

p
∑

i=1

RT
i A

−1
Ωi
Ri

represents a generalization of the block Jacobi method using where actions of RT
i and Ri

represent simple scatter and gather operations. It is possible to show that

κ(M−1
as,1A) = O(H−2(1 + β−2

H )). (9.5.5227)

Here H is the characteristic size related to the chosen domains such that each domain is
considered as element from a coarse grid, C is a constant independent of H and h, but
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possibly dependent on the matrix coefficients and β represents the overlap fraction of the
domains where 0 < β < O(1).

Consider now the additive Schwarz preconditioner enhanced by a coarse grid correc-
tion in the standard form

M−1
as,2 = RT

HA
−1
H RH +

p
∑

i=1

RT
i A

−1
Ωi
Ri,

where we employ the map RT
H from coarse to fine grid functions that interpolates the nodal

values to all vertices of the fine grid. Then we have Then

κ(M−1
as,2A) = O((1 + β−2

H )) (9.5.5228)

for some C independent of H and h and possibly dependent on the matrix coefficients.
If there are larger jumps in the matrix coefficients but the coefficients are constant or

mildly varying within each coarse grid element then the results are somewhat deterio-
rated. Namely, in 2D we have

κ(M−1
as,2A) = O(1 + log(H/h)) (9.5.5229)

for some constant C that is independent of H and h and jumps in coefficients and

κ(M−1
as,2A) = O(H/h) (9.5.5230)

for some constant C independent of H and h and jumps in coefficients) on coefficients in 3D.

9.5.5.2 A flavor of abstract theory for subspace decomposition The following
results present a way of theoretical development within the general subspace decomposition
of the space in which we look for the problem solution.

Lemma 9.3 (An upper bound on conditioning) Let V be a Hilbert space with inner
product a(., .) and let V0, . . . , Vp be its subspaces. Let Nc denotes the number of distinct colors
such that subspaces with different colors are mutually orthogonal in the chosen inner product.
Let Pi denotes the orthogonal projection from V to Vi. That is

Piu ∈ Vi satisfies a(Piu, vi) = a(u, vi) ∀vi ∈ Vi.
Then

λmax(P0 + . . .+ Pp) ≤ Nc + 1.

Proof It is known that ρ(A) ≤ ||A||. For orthogonal matrices we then also have ||Pi|| ≤ 1
since for admissible vectors we have

||Px||2 = 〈Pix, Pix〉 = 〈Pix, x〉 ≤ ||Px||||x||. (9.5.5231)

The result then follows from the the subaditivity of the norms

||P0 + . . .+ Pp|| ≤ ||P0||+ . . .+ ||Pp|| (9.5.5232)

and from the fact that the sum of projections of the same color is the projection on the sum
of subspaces of the same color.
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In order to find a lower bound on the smallest eigenvalue of the sum of projectors
we have to assume the following property.

Property 9.1 (Partition property) For any u ∈ V there is a constant C0 ≥ 1 such that
the partition u = u1 + u2 + . . .+ up with ui ∈ Vi satisfies

∑p
i=0 a(ui, ui) ≤ C0a(u, u)

Lemma 9.4 (A lower bound on conditioning) Suppose that the subspaces Vi satisfy the
partition property with C0. Then

λmin(P0 + . . .+ Pp) ≥ 1/C0.

Proof Rayleigh quotient characterization of eigenvalues implies

λmin(P0 + . . .+ Pp) = min
u 6=0

a(Pu, u)

a(u, u)
= min

u 6=0

p
∑

i=0

a(Piu, u)

a(u, u)
.

Considering a(u, u) =
∑p

i=0 a(ui, u) and using that Pi is a projection which implies a(ui, u) =
a(ui, Piu) we can write with the help of the Schwarz inequality

a(u, u) =

p
∑

i=0

a(ui, u) =

p
∑

i=0

a(ui, Piu) ≤
(

p
∑

i=0

a(ui, ui)

)1/2( p
∑

i=0

a(Piu, Piu)

)1/2

≤ C
1/2
0 a(u, u)1/2

(
p
∑

i=0

a(Piu, Piu)

)1/2

Consequently,

a(u, u)1/2 ≤ C1/2
0

(
p
∑

i=0

a(Piu, u)

)1/2

That is

λmin(P0 + . . .+ Pp)
1/2 ≥ min

((
p
∑

i=0

a(Piu, u)

)

/a(u, u)

)1/2

≥ 1/C
1/2
0 (9.5.5233)

Corollary 9.5 Condition number M−1A of the ASM is bounded by (Nc + 1)C0

9.6 Non-overlapping domain decomposition methods

The second main class of domain decomposition methods are the non-overlapping meth-
ods. They are also sometimes called substructuring methods or Schur complement
methods. As above, here we will often consider two domains denoted as above and assum-
ing

Ω1 ∩ Ω2 = ∅, Ω̄1 ∪ Ω̄2 = Ω̄. (9.6.0234)

The following figure schematically depicts the domain with the two subdomains that do not
overlap and share only their interface

Γ = Ω̄1 ∩ Ω̄2. (9.6.0235)
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Ω

Ω1 2

Γ

The PDE domain problems for Lu ≡ −∆u can be written as

Lu1 = f in Ω1,

u1 = 0 on ∂Ω1 ∩ ∂Ω,
(9.6.0236)

Lu2 = f in Ω2,

u2 = 0 on ∂Ω2 ∩ ∂Ω,
(9.6.0237)

It is easy to see that in order the solutions of the two domain problems would be the same
as for the model problem

−Lu = f in Ω, u = 0 on ∂Ω. (9.6.0238)

a way to couple the local solutions u1 and u2 is needed. In the case of overlapping methods
the domain problems are coupled algorithmically (e.g., by alternation) and by overlap of the
domains that enables an effective transfer of information. In case of the non-overlapping
methods the solutions are coupled by prescribing transmission of u1 and u2 on the common
interface Γ.

The transmission conditions in the case of L = −∆ are

u1 = u2 on Γ
∂u1
∂n1

= −∂u1
∂n2

on Γ, (9.6.0239)

where n1 and n2 denote the domain outer normals on Γ. Clearly, the problem (??, ??) with
the transmission conditions (??) is an equivalent reformulation of the problem (??).

Denote the unknown value of the solution u on Γ by λ and consider the solutions wi of
the following two problems for i = 1, 2.

Lwi = f in Ωi,

wi = 0 on ∂Ωi ∩ ∂Ω,
wi = λ on ∂Ωi ∩ ∂Ω. (9.6.0240)

It is easy to see that for i = 1, 2 we have

wi = ui ⇐⇒
∂u1
∂n1

= −∂u1
∂n2

on Γ. (9.6.0241)

Each of these local solutions wi for i = 1, 2 can be obtained as a sum of the solutions of the
two following partial problems

wi = u0i + u∗i ,
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where

Lu0i = 0 in Ωi, (9.6.0242)

u0i = 0 on ∂Ωi ∩ ∂Ω, (9.6.0243)

u0i = λ on ∂Ωi ∩ ∂Ω. (9.6.0244)

and

Lu∗i = f in Ωi, (9.6.0245)

u∗i = 0 on ∂Ωi ∩ ∂Ω, (9.6.0246)

u∗i = 0 on ∂Ωi ∩ ∂Ω. (9.6.0247)

The solutions u0i and u
∗
i can be considered as a result of applying an operator to the Dirichlet

values λ and the right-hand side f , respectively. This can be formalized as

u0i = Hiλ

u∗i = Gif.

Then the equivalence condition (??) can be then written

Sλ ≡
2∑

i=1

∂Hiλ

∂ni
=

2∑

i=1

∂Gif
∂ni

. (9.6.0248)

This expression for the transmission is known as the Poincaré-Steklov equation for the
interface. The approach can be generalized to more general partial differential operators and
more domains with appropriate changes in the transmission conditions.

Another way to view the problem is to look for weak solutions. In our case we consider
the solution space V = H1

0 . Let us split V as

V = V1 +V2 +VΓ,

where
Vi = {v ∈ V | v = 0 on Ω \ Ωi}, i = 1, 2. (9.6.0249)

Here VΓ is a necessary additional subspace of V since the solution of the whole problem
cannot be combined from the partial solutions in V1 and V2 only. VΓ is the orthogonal
complement of V1 +V2 in V and we can write

VΓ = {v ∈ V | a(v, w) = 0 for w ∈ V1 +V2}

We have the following lemma.

Lemma 9.6 Functions from VΓ are harmonic in both Ω1 and Ω2

Proof Consider w ∈ Vi, i = 1, 2, v ∈ VΓ. We know that

a(v, w) ≡ (∇v,∇w) = 0, w ∈ V1 +V2.

The Green’s formula then implies

(∇v,∇w) = −(∆v, w) +
∫

∂Ωi

[
∂v

∂n

]

w ds,w ∈ V1 +V2.
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Setting (??) then implies the result since the boundary term on the right-hand side in the
above expression must be zero. The symbol [h] defines a jump of a function h accross the
interface

[h] = (hΩ1)|Γ − (hΩ2)|Γ. (9.6.0250)

�

Let us express the solution u in general form u = u01+u
0
2+u

∗ such that u0i , i = 1, 2 are the
solutions of Dirichlet problems with zero boundary conditions in Ω1 and Ω2, respectively, and
u∗ is orthogonal to u1, u2 in the bilinear form a(., .). That is, u∗ belongs to VΓ. Formally,
we have

Lu01 = f in Ω1, u
0
1 = 0 in Ω \ Ω1

Lu02 = f in Ω2, u
0
2 = 0 in Ω \ Ω2

a(u∗, w) = (f, w), w ∈ VΓ.

Restricting the problem to the interface Γ we have the following lemma.

Lemma 9.7 The fact that u∗ is harmonic on the domains implies

(f, w) =

∫

Γ

[
∂u∗

∂n1

]

w ds, w ∈ VΓ (9.6.0251)

Proof Consider w ∈ VΓ. We then have

(f, w) = a(u01 + u02 + u∗, w) = a(u∗, w) = (∇u∗,∇w) = −(∆u∗, w) +
∫

∂Γ

[
∂u∗

∂n

]

w ds.

Since u∗ is harmonic in both domains, we get the result.

Lemma 9.8 For w ∈ VΓ we have

(f, w) = −
∫

Γ

[
∂u01
∂n1
− ∂u02
∂n2

]

w ds. (9.6.0252)

Proof Subsequently we get

(f, w) = −
2∑

k=1

(∆ui, w) =
2∑

k=1

a(ui, w)−
∫

Γ

[
∂u01
∂n1
− ∂u02
∂n2

]

w ds = −
∫

Γ

[
∂u01
∂n1
− ∂u02
∂n2

]

w ds.

(9.6.0253)

Putting the results together we get the weak form of the Poincaré-Steklov equation.

∫

Γ

[
∂u∗

∂n

]

w ds = −
∫

Γ

[
∂u01
∂n1
− ∂u02
∂n2

]

w ds, w ∈ VΓ (9.6.0254)

Discrete analogue of the equation is the Schur complement system.
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9.6.1 Via finite elements to matrices

Consider conforming triangulation of Ω consistent with the non-overlapping decomposition
of Ω into two subdomains. Assume that the interface Γ is matched with the triangles.

Consider the finite element spaces notation corresponding to the function spaces intro-
duced above

Uh = U1 + U2 + UΓ

having

Ui = span{φj | φj ∈ Ti}, i = 1, 2

UΓ = {v ∈ Uh | a(v, w) = 0 for w ∈ U1 + U2} (9.6.1255)

Consider φj is from a nodal basis function for a node on the interface Γ and express the
values on the interface as follows

∫

Γ

∂ui
∂ni

φj ds =

∫

Ωi

(∆uiφj +∇ui · ∇φj) dx =

∫

Ωi

(−fφj +∇ui · ∇φj) dx. (9.6.1256)

then letting j to go through the nodes of Γ and expressing the solution in the finite element
basis this leads to the discretized form

λ(i) = −f (i)Γ +A
(i)
Γiu

(i)
Ωi

+A
(i)
ΓΓu

(i)
Γ , i = 1, 2. (9.6.1257)

An approximation of the continuous problem can be thus casted as

A
(1)
11 u

(1)
Ω1

+A
(1)
1Γu

(1)
Γ = f

(1)
Ω1

(9.6.1258)

A
(2)
22 u

(2)
Ω2

+A
(2)
2Γu

(2)
Γ = f

(2)
Ω2

(9.6.1259)

u
(1)
Γ = u

(2)
Γ = uΓ (9.6.1260)

−f (1)Γ +A
(1)
Γ1u

(1)
Ω1

+A
(1)
ΓΓu

(1)
Γ = −(−f (2)Γ +A

(2)
Γ2u

(2)
Ω2

+A
(2)
ΓΓu

(2)
Γ ) = λΓ (9.6.1261)

We can see that

• First two equations express the two discretized Dirichlet problems (Poisson problems

with Dirichlet data) for u
(i)
Ωi

that are the vectors vanishing on ∂Ωi \ Γ. These two
equations are interconnected by a common vector uΓ.
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• The first and the fourth equations represent a discretization of the Poisson equation
with vanishingDirichlet boundary condition on ∂Ω1\Γ and the with theNeumann
boundary data equal to λΓ. Analogically with the second and fourth equations for
the second domain.

These interpretations provide names for some direct or iterative solving approaches. The
whole problem can be expressed in the matrix form where we integrate equality of the values
of the discretized function in (??) as well equality of the functionals representing the normal
derivatives in (??).






A
(1)
11 0 A

(1)
1Γ

0 A
(2)
22 A

(2)
2Γ

A
(1)
Γ1 A

(2)
Γ2 A

(1)
ΓΓ +A

(2)
ΓΓ




 , u =






u
(1)
Ω1

u
(2)
Ω2

uΓ




 , f =






f
(1)
1

f
(2)
2

fΓ




 (9.6.1262)

Zero blocks in the matrix correspond to the orthogonality of the finite element functions
internal to the domains. Another way to express construction of the stiffness matrix in (??)
is to consider the domain contributions

A(i) =

(

A
(i)
ii A

(i)
iΓ

A
(i)
Γi A

(i)
ΓΓ

)

, i = 1, 2 (9.6.1263)

and combine them using the extend-add operation.

A = A(1) l↔ A(2) =






A
(1)
11 0 A

(1)
1Γ

0 A
(2)
22 A

(2)
2Γ

A
(1)
Γ1 A

(2)
Γ2 A

(1)
ΓΓ +A

(2)
ΓΓ




 (9.6.1264)

9.6.2 Solvers for the non-overlapping method

Let us express the system matrix from the non-overlapping method in the factorized form

A =






A
(1)
11 0 A

(1)
1Γ

0 A
(2)
22 A

(2)
2Γ

A
(1)
Γ1 A

(2)
Γ2 A

(1)
ΓΓ +A

(2)
ΓΓ






=





I 0 0
0 I 0

A
(1)
Γ1 (A

(1)
11 )

−1 A
(2)
Γ2 (A

(2)
22 )

−1 I










A
(1)
11 0 0

0 A
(2)
22 0

0 0 I











I 0 (A
(1)
11 )

−1A
(1)
1Γ

0 I (A
(2)
22 )

−1A
(2)
2Γ

0 0 S(1) + S(2)




 ,

(9.6.2265)

where
S(i) = A

(i)
ΓΓ −A

(i)
Γi (A

(i)
ii )

−1A
(i)
iΓ , i = 1, 2. (9.6.2266)

9.6.2.1 Schur complement-based approach The Schur complement-based approach
to solve the system can be based on two block substitutions steps as obtained from the
factorized form when two first matrices in the last expression in (??) are multiplied together.






A
(1)
11 0 0

0 A
(2)
22 0

A
(1)
Γ1 A

(2)
Γ2 I











I 0 (A
(1)
11 )

−1A
(1)
1Γ

0 I (A
(2)
22 )

−1A
(2)
2Γ

0 0 S(1) + S(2)











u
(1)
1

u
(2)
2

uΓ




 =






f
(1)
1

f
(2)
2

fΓ




 (9.6.2267)
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Forward block solve gives






I 0 (A
(1)
11 )

−1A
(1)
1Γ

0 I (A
(2)
22 )

−1A
(2)
2Γ

0 0 S(1) + S(2)











u
(1)
1

u
(2)
2

uΓ




 =






A
(1)
11 0 0

0 A
(2)
22 0

A
(1)
Γ1 A

(2)
Γ2 I






−1




f
(1)
1

f
(2)
2

fΓ




 . (9.6.2268)

Once we perform this step we have to solve the following Schur complement system for the
interface variables that is a matrix form of the Poincaré-Steklov equations.

(S(1) + S(2))uΓ ≡ (A
(1)
ΓΓ −AΓ1(A

(1)
11 )

−1A1Γ)uΓ
︸ ︷︷ ︸

g
(1)
Γ

+(A
(2)
ΓΓ −AΓ2(A

(2)
22 )

−1A2Γ)uΓ
︸ ︷︷ ︸

g
(2)
Γ

= g
(1)
Γ + g

(2)
Γ = fΓ −AΓ1(A

(1)
11 )

−1f1 −AΓ2(A
(2)
22 )

−1f2
︸ ︷︷ ︸

g

SuΓ = g

Solving this system is usually expensive but there are ways to solve this system only approx-
imately and to use the approximate solver as a preconditioner for an iterative method.

9.6.2.2 Flux-based approach The Schur complement approach is not the only way to
solve the equations. Another possibility if to exploit the following equations for the flux

(

A
(i)
ii A

(i)
iΓ

A
(i)
Γi A

(i)
ΓΓ

) (

u
(i)
i

u
(i)
Γ

)

=

(

f
(i)
i

f
(i)
Γ + λ

(i)
Γ

)

, i = 1, 2 (9.6.2269)

Using

u
(i)
Γ = (S(i))−1(g

(i)
Γ + λ

(i)
Γ ), i = 1, 2

and forcing the relations that should be valid for the global solution

u
(1)
Γ = u

(2)
Γ = uΓ, λΓ = λ

(1)
Γ = −λ(2)Γ (9.6.2270)

we get for the following system for λΓ

FλΓ = dΓ, (9.6.2271)

where

F = S(1)−1

+ S(2)−1

, dΓ = −S(1)−1

g
(1)
Γ + S(2)−1

g
(2)
Γ .

Here we use the expressions for the transformed right-hand sides g
(i)
Γ given above. Once λΓ

is computed, the local solutions ar obtained by solving the two Neumann problems, that
is the problems with specified fluxes.

There are more ways that elaborate on this Neumann-Neumann approach and use, for
example an approximation of F as a preconditioner. In case of more domains, such sum of
local Schur complements can be weighted in different ways.
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9.6.3 Schur complement system and restriction operators

Formalize the Schur complement system by restriction matrices and consider more domains
than two. Analogically to Ri that restricts from the full space of variable to subdomain
variables as

u(i) = Riu,

we can define
u
(i)
Γ = R̃iuΓ

to be the restriction from the interface boundary variables to subdomain interface boundary
variables. Then we have

uΓ =
∑

i

R̃T
i u

(i)
Γ .

The reduced system for the interface boundary variables (variables in the Schur comple-
ment equation) is then

(
∑

i

R̃T
i S

(i)R̃T
i )uΓ = fΓ −

∑

i

R̃T
i A

(i)
Γi (A

(i)
ii )

−1R̃if
(i)
i ≡ g

Substitution steps compute the domain variables using

u
(i)
I = (A

(i)
ii )

−1(f
(i)
i −A

(i)
iΓu

(i)
Γ ).

9.7 Condition number of the Schur complement

Consider the following notation for eigenvalues of symmetric positive definite matrices of
Rn×n

λmin = min
x 6=0

xTAx

xTx
, λmax = max

x 6=0

xTAx

xTx
. (9.7.0272)

Then we have

Lemma 9.9
κ(S) ≤ κ(A)

Proof Consider the subspace of Rn×n satisfying the condition

Aiixi +AiΓxΓ = 0

that characterizes the subspace of the interface variables. In this space we have the
following equivalence of quadratic forms.

xTAx =
(
xTi xTΓ

)
(
Aii AiΓ

AΓi AΓΓ

)(
xi
xΓ

)

=
(
xTi xTΓ

)
(
Aiixi +AiΓxΓ
AΓixi +AΓΓxΓ

)

= xTi Aiixi + xTi AiΓxΓ
︸ ︷︷ ︸

0

+xTΓAΓixi + xTΓAΓΓxΓ

= −xTΓAT
iΓA

−1
ii AiΓxΓ + xTΓAΓΓxΓ

= xTΓ (AΓΓ −AT
iΓA

−1
ii AiΓ)xΓ = xTΓSxΓ

Consequently we get
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min
xΓ 6=0

xTΓSxΓ

xTΓxΓ
= min

xΓ 6=0,Aiixi+AiΓxΓ=0

xTAx

xTΓxΓ
≥ min

x 6=0

xTAx

xTx

max
xΓ 6=0

xTΓSxΓ

xTΓxΓ
= max

xΓ 6=0,Aiixi+AiΓxΓ=0

xTAx

xTΓxΓ
≤ max

x 6=0

xTAx

xTx

9.7.1 Neumann-Dirichlet preconditioning in matrix notation

In case of two domains, the Neumann-Dirichlet preconditioner is based on precondi-
tioning the Schur complement S = S(1) + S(2) by (S(1))−1. The right preconditioning can be
written as

(S(1) + S(2))(S(1))−1S(1)uΓ = (S(1) + S(2))(S(1))−1wΓ

= (I + S(2)(S(1))−1)wΓ = g

Lemma 9.10 Application of (S(1))−1 can computed without actually forming the partial
Schur complement applying (A(1))−1 as in

(S(1))−1v =
(
0 I

)
(A(1))−1

(
0
I

)

v (9.7.1273)

Proof

A(1) =

(

I 0

AΓ1
(1)(A

(1)
11 )

−1 I

)(

A
(1)
11 0

0 S(1)

)(

I (A
(1)
11 )

−1A
(1)
1Γ

0 I

)

(9.7.1274)

(A(1))−1 =

(

I −(A(1)
11 )

−1A
(1)
1Γ

0 I

)(

(A
(1)
11 )

−1 0

0 (S(1))−1

)(

I 0

−A(1)
Γ1 (A

(1)
11 )

−1 I

)

(9.7.1275)

and the claim of the lemma follows.

Remark Application of (S(1))−1 is just solving a Neumann problem with a Neumann bound-
ary condition on the interior interface. To see this, consider a general problem with Neumannn
and Dirichlet boundary conditions that uses the finite element space Uh.

aΩ1(u, v) = (f, v)Ω1 + (gN , v)Γ, v ∈ Uh ∩H1
0 (Ω1, ∂Ω1 \ Γ)

u ∈ Uh, γu = gD, on ∂Ω1 \ Γ
(Note that our case corresponds to f = 0 and Dirichlet boundary condition zero.) Then
applying (A(1))−1 corresponds to solving the discretized problem with a Neumann boundary
condition on the interface as one can see from (??). Furthermore, application of S(2) needs
a subdomain solve

x
(2)
2 = −(A(2)

22 )
−1A

(2)
2ΓxΓ

But this is just a Dirichlet problem on the subdomain with fixed boundary values on Γ having
the general form

aΩ1(u, v) = (f, v)Ω2 , v ∈ Uh ∩H1
0 (Ω2)

u ∈ Uh, γu = gD (on ∂Ω2)

166



Note that the Neumann-Dirichlet preconditioning can be written in the matrix form, role
of the domains can be exchanged and preconditioning can be applied from the left. In the
following we will show two variations of the Neumann-Dirichlet algorithm. The first of them
is formulated in terms of the interface variables. The second algorithm shows its formulation
in terms of the original system.

Algorithm 9.14 Neumann-Dirichlet algorithm for interface variables.

1. Compute the interface right-hand side g = fΓ −
∑

iA
(i)
Γi (A

(i)
ii )

−1f
(i)
i , i = 1, 2

2. Solve the interface problem (I + S(2)(S(1))−1)wΓ = g using:

S(2)v = (A
(2)
ΓΓ −A

(2)
Γ2 (A

(2)
22 )

−1)v (Dirichlet problem )
(S(1))−1v (can be computed as a Neumann problem (??))

Algorithm 9.15 Neumann-Dirichlet algorithm for the original system.






A
(1)
11 A

(1)
1Γ 0

A
(1)
Γ1 A

(1)
ΓΓ +A

(2)
ΓΓ A

(2)
Γ2

0 A
(2)
2Γ A

(2)
22










x1
xΓ
x2



 =






f
(1)
1

fΓ

f
(2)
2






1. Precompute auxiliary quantities vi = (A
(i)
ii )

−1f
(i)
i , i = 1, 2

2. Solve the following system of equations






A
(1)
11 A

(1)
1Γ 0

A
(1)
Γ1 A

(1)
ΓΓ +A

(2)
ΓΓ A

(2)
Γ2

0 A
(2)
2Γ A

(2)
22










w1

uΓ
w2



 =





0

fΓ −
∑2

i=1A
(i)
Γi (A

(i)
ii )

−1f
(i)
i

0





using the right preconditioner






A
(1)
11 A

(1)
1Γ 0

A
(1)
Γ1 A

(1)
ΓΓ 0

0 A
(2)
2Γ A

(2)
22






−1

3. Add x
(i)
i = vi + wi

Note that the use of the right preconditioner has the same effect on right-hand side vector
as the preconditioner for interface variables. Namely, for a vector with nonzero interface only
we have






A
(1)
11 A

(1)
1Γ 0

AΓ1
(1) A

(1)
ΓΓ +A

(2)
ΓΓ A

(2)
Γ2

0 A
(2)
2Γ A

(2)
22











A
(1)
11 A

(1)
1Γ 0

A
(1)
Γ1 A

(1)
ΓΓ 0

0 A
(2)
2Γ A

(2)
22






−1



0
yΓ
0



 =





0

(S(1)) + S(2))(S(1))−1yΓ
0
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9.7.2 FETI (Finite Element Tearing and Interconnecting)

A specific non-overlapping domain decomposition scheme based on the flux formulation
that uses dual variables λΓ and with grid/operator motivated enhancements is called FETI
(finite element tearing and interconnection). The approach with various enhancements seems
to be numerically scalable to solve a wide class of PDE problems (e.g., some 2nd order
elasticity, plate and shell problems). There exist also successful parallel implementations of
FETI. Consider for simplicity the case of two domains and problems leading to positive defi-
nite or positive semidefinite matrices on the domains. Treatment of of the singular matrices
on domains is one of the specific features of FETI.

Ω

Ω

Ω1 2

Ω

Ω

Ω1 2

Ω

Ω

Ω1 2

min
1

2
uTKu− uT f, Bu = 0

K =

(
K1

K2

)

This is a saddle-point problem. The interconnection is provided via the connecting matrix
B. introduced via the Lagrange multipliers as follows

Ku− f +BTλ = 0

⇓
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K1u
1 = f1 −BT

1 λ

K2u
2 = f2 −BT

2 λ

B1u
1 = B2u

2

K1u
1 = f1 −BT

1 λ, K2u
2 = f2 −BT

2 λ

B1u
1 = B2u

2

• If both K1 and K2 are regular, we get

u1 = K−1
1 (f1 −BT

1 λ), u
2 = K−1

2 (f2 −BT
2 λ)

(B1K
−1
1 BT

1 −B2K
−1
2 BT

2 )λ = B1K
−1
1 f1 −B2K

−1
2 f2

• Lagrange multipliers λ → displacements u

In general we have

ui = K+
i (f i −BT

i λ) +Riα

• Ri spans the null-space of Ki





B1K
+
1 B

T
1 +B2K

+
2 B

T
2 −B1R1 −B2R2

−RT
1B

T
1 0 0

−RT
2B

T
2 0 0





(
λ
α

)

=





B1K
+
1 f

1 +B2K
+
2 f

2

−RT
1 f

1

−RT
2 f

2





the interface system (sign convention!)

• Compact version of system

(
FI −GI

−GT
I 0

)(
λ
α

)

=

(
d
−e

)

We get a system of the general saddle-point type. It can be solved using the conjugate
gradients projected to the null-space of GT

I . Initially we have to find the first initial λ
satisfying the constraint as GT

I (G
T
I GI)

−1e. The projection within the conjugate gradients
may use an explicit projector P = I − GI(G

T
I GI)

−1GT
I ). Typically, in order to make the

method efficient, several reprojections should be used.
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9.7.3 BDD (Balancing domain decomposition; Mandel, 1993

BDD is a non-overlapping DD method based on Neumann-Neumann solvers on individual
domains with an additional coarse space constructed in a special way that exploits domain
kernels. Consider k > 1 nonoverlapping domains denoted by

Ω = Ω1 ∪ . . .Ωk.

Consider the following matrix generalizing the notation in (??).











A
(1)
11 0 0 0 A

(1)
1Γ

0 A
(2)
22 0 0 A

(2)
2Γ

0 0
. . .

...
...

0 0 . . . A
(k)
kk A

(k)
kΓ

A
(1)
Γ1 A

(2)
Γ2 . . . A

(k)
Γk

∑k
i=1A

(i)
ΓΓ











. (9.7.3276)

This matrix we obtain applying the extend-add operation to the matrices

A(i) =

(

A
(i)
ii A

(i)
iΓ

A
(i)
Γi A

(i)
ΓΓ

)

, i = 1, . . . , k (9.7.3277)

Consider matrix forms of the restrictions RT
i , i = 1, . . . , k that restrict vectors from global to

local variables as well as the prolongations Ri. We then have

A =
k∑

i=1

RiA
(i)RT

i

Taking into account splitting the nodes into the internal ones and boundary ones as we have
this in the local matrices (??), we split the prolongations as follows

Ri =
(
Ri

i Ri
Γ

)
. (9.7.3278)

Then we can express the global Schur complement S from the k local Schur complements for
the matrices in (??) as the sum

S =
k∑

i=1

Ri
ΓS

(i)(Ri
Γ)

T , (9.7.3279)

where the Schur complements are defined analogically in (??)

S(i) = A
(i)
ΓΓ −A

(i)
Γi (A

(i)
ii )

−1A
(i)
iΓ , i = 1, . . . , k. (9.7.3280)

Consider now the following discrete decomposition of unity

k∑

i=1

Ri
ΓDi(R

i
Γ)

T = I

determined by some choice of diagonal matrices Di, i = 1, . . . , k. Then the standard error
correction z obtained within an iterative method by solving the equation

Mz = r,

where r is the residual can be casted in the following three steps
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• ri = DT
i R

i
Γr

• S(i)zi = ri

• z =
∑k

i=1(R
i
Γ)

TDizi

The problem is that A
(i)
ii and S(i) may be very often singular and a modification is needed.

BDD is a strategy that does exactly this using the domain nullspaces but we do not provide
the details here.
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